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Chapter 1

Introduction

Unobserved components models, as the name suggests, are time series models with un-

observables such as system parameters that are subject to time-variation, or some latent

stochastic process that governs a law of motion for the observed variables. The notion of

“unobservables” in econometric models is not new and has prompted much development

in modern econometrics, especially thanks to the advancement of computational power

and easier access to larger datasets.

Examples where the inclusion of unobserved components in time series models is useful

and necessary can be easily found. Financial markets are proliferated with unobserved

factors owing to investors’ herding behavior and asymmetric information that affect asset

returns and volatilities. To a large extent, they are considered to contribute to the so-

called stylized facts including volatility clustering (periods of high volatility are usually

followed by periods of high volatility), the leverage effect (negative shocks to the return

is expected to bring up volatility), co-skewness (return asymmetry is shared across many

assets) and portfolio heavy tails (extreme anomalies tend to take place across different

asset returns). Failure to address these empirically relevant features of asset returns will

render risk management and portfolio construction suboptimal.

If we look outside financial markets, in macroeconomic analysis, unobserved compo-

nents in econometric models are also ubiquitous. Macroeconometrics relies on aggregate

measures, such as aggregate output, aggregate consumption and aggregate price level.

These aggregates can never be collected and measured free from errors. Models using

variables that are contaminated by measurement errors effectively keep us from directly

studying the underlying economic dynamics. Besides, modern macroeconomic theories
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based on the dynamic stochastic general equilibrium (DSGE) models suggest rational

expectation systems with unobserved expectation formation dynamics for inflation and

output. Furthermore, DSGE models usually assume that real activities are subject to

persistent fluctuations, and as a result the growth of our economy is going up and down

around an equilibrium. Such unobserved dynamics and fluctuations can certainly be

thought as a manifestation of Adam Smith’s “invisible hand” that helps the economy

correct itself from any off equilibrium paths.

Of course, oftentimes macroeconomic fluctuations might cause (or be caused by) al-

locative inefficiency in the short term that is harmful for the economy. Thus central banks

and fiscal authorities are actively involved in policy making to stimulate a healthy growth

of the economy and maintain a stable employment and inflation. Yet in their policy mak-

ing, unobserved quantities are often encountered and even of primary interest; therefore

the estimation of these quantities is required. Examples of such unobserved quantities

include the potential output growth rate and natural rate of interest. The former is a

benchmark that helps us gauge the development of an economy, and the latter is a bench-

mark that determines the stance of monetary policy. As can be seen, the estimation of the

natural rate of interest is not only important for making the claim “our current monetary

policy is accommodative”, but also for the actual design and implementation of monetary

policy.

One dissertation can never be sufficient for listing examples where unobserved compo-

nents are present in econometric analysis, but the importance of modeling them should

be clear now. Time series models with unobserved components can be categorized in the

class of dynamic models, because the models considered are not static across the time

dimension owing to the presence of latent processes and time-varying parameters. This

class of models addresses one aspect of the famous Lucas critique (Lucas Jr, 1976) which

in essence says that any policy making based on a particular econometric model deliv-

ers anything but a subjective policy rule. So the time-variation captured by unobserved

components models are able to make the econometric models relevant to the most recent

status quo.

It is straightforward to cast time series models with unobserved components into state

space form. State space models are models for variables whose dynamics are governed by



CHAPTER 1. Introduction 3

latent processes and oftentimes these latent processes are of researchers’ main interest.

We can easily present a state space model using a flow diagram such as Figure 1.0.1.

In this figure, time series of yt is what we observe and is driven by a latent process or

unobserved component αt.

Figure 1.0.1: A state space model represented in a flow diagram

It is easily seen that if αt is of our interest, we need to infer its value and dynamics

using available data yt. To this end, a probabilistic model is often needed; and this

dissertation focuses on general state space models that can be written as

yt|αt ∼ p(yt|αt; θ), αt+1|αt ∼ p(αt+1|αt; θ),

for t = 1, ..., T , where p(.|.; θ) indicates some conditional density function with parameter

vector θ. What is important boils down to the estimation of filtering density p(αt|y1:t; θ),

where xs:t denotes the set {xs, xs+1, ..., xt−1, xt}, and smoothing density p(αt|y1:T ; θ) for the

unobserved components αt, t = 1, ..., t. To tackle estimation, we need to firstly estimate

the parameter vector θ and secondly estimate or infer the values of αt from data. The first

and second part are usually referred to as parameter and state estimation, respectively.

A special case in this class of models is that of linear and Gaussian state space models

which can be represented by

αt+1 = Ttαt + ηt, ηt ∼ N(0, Qt), (1.1)

yt = Ztαt + εt, εt ∼ N(0, Ht), (1.2)
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where (1.1) is the state transition equation; (1.2) is the measurement or observation

equation; and where Tt, Qt, Zt and Ht are system matrices that are either fixed or

predetermined and may contain functions of θ. The model can be efficiently evaluated

by the seminal Kalman filter (Kalman, 1960) which uses prediction error decomposition

to compute the likelihood function and properties of multivariate Gaussian distribution

to conduct inference on the unobserved state αt. A comprehensive account of linear and

Gaussian state space models used in time series analysis is given by Durbin and Koopman

(2012). When we live in a linear and Gaussian world, as yt becomes available at each

point in time Kalman filter produces p(αt|y1:t−1) and p(α|y1:t) by the “prediction-update”

recursion

· · · → at|t−1, Pt|t−1
update−−−−→ at|t, Pt|t

prediction−−−−−→ at+1|t, Pt+1|t → · · · ,

where at|t−1 and Pt|t−1 denote the mean and covariance matrix of p(αt|y1:t−1), and at|t and

Pt|t are defined similarly. Since p(αt|.) is Gaussian, the conditional distribution is fully

characterized by its first two moments. A similar backward recursion termed Kalman

smoother produces at|T and Pt|T , and thus p(αt|y1:T ).

When the system is non-linear and non-Gaussian, things become more complicated.

But thanks to modern computers, simulation methods that help analyze complex dynamic

models can be developed and implemented. The above recursion becomes

· · · → p̃(αt|y1:t−1) update−−−−→ p̃(αt|y1:t)
prediction−−−−−→ p̃(αt+1|y1:t)→ · · · ,

where p̃(αt|.) indicates a Monte Carlo discrete estimate of the intractable density p(αt|.)

using the start-of-the-art particle filtering algorithm with Markov chain Monte Carlo

(PMCMC), which is advocated by Andrieu et al. (2010). The estimation of θ can be done

by either simulated likelihood method that integrates out the unobservables (frequentist

approach) or PMCMC that produces a posterior distribution for θ (Bayesian approach).

Both approaches have merits and disadvantages, and which econometric approach to

choose is based on the particular research question.

This dissertation has four chapters devoted to research on unobserved components
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time series models via state space modeling techniques and aforementioned concepts. The

following presents a roadmap introducing the four main chapters. Table 1.0.1 summarizes

different aspects of the research in each chapter including: i) methodological approach;

ii) whether or not simulations are involved; iii) whether or not models are linear and

Gaussian; iv) model dimensionality; and v) empirical applications.

Table 1.0.1: Chapter Content

Chapter 2 Chapter 3 Chapter 4 Chapter 5
Approach Bayesian Frequentist Frequentist Frequentist

Simulation? Yes Yes No Yes

Linear & No No Yes YesGaussian?

Dimensionality High-dimensional & Univariate Trivariate High-dimensional &
factors factors

Empirics Portfolio & Inflation Monetary El Niño events &
risk management dynamics economics climate change

Roadmap
I am sincerely grateful to my coauthors. The completion of this dissertation could not have

been made possible without their academic guidance, research support, perceptive insights

and enlightening ideas.

Chapter 2: Factor stochastic volatility model

(with dr. M. Scharth)

There is a rich empirical literature that studies the stochastic volatility of univariate finan-

cial time series whose distribution exhibits asymmetry and heavy tails. Yet the literature

focusing on high-dimensional stochastic volatility models appears to be much scarcer,

lacking a general modeling framework and efficient estimation method due to “curse of

dimensionality”. The contribution of this chapter is twofold. Firstly, it proposes a flex-

ible high-dimensional factor stochastic volatility model with leverage effect, asymmetry
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and heavy tails based on errors following the generalized hyperbolic skew Student’s t-

distribution. With shrinkage, the model leads to different parsimonious forms, and thus

is able to disentangle the systematic leverage effect and skewness from asset-specific ones.

Secondly, it develops an efficient Markov chain Monte Carlo estimation procedure that

analyzes the univariate version of the model using efficient importance sampling. Exten-

sion to the factor model is straightforward via marginalization of factors. We assess the

performance of our proposed method via extensive simulation studies using both univari-

ate and multivariate simulated datasets. Finally, we show that the model outperforms

other factor models in terms of value-at-risk forecasting and minimum-variance portfolio

performance for a U.S. portfolio and an Australian one.

Chapter 3: Time-varying dynamics of inflation

(with prof. dr. S.J. Koopman)

This chapter considers unobserved components time series models where the components

are stochastically evolving over time and are subject to stochastic volatility. The inclu-

sion of stochastic volatility for every unobserved components enables the disentanglement

of dynamic structures in both the mean and the variance of the observed time series.

This chapter also develops a simulated maximum likelihood estimation method based on

importance sampling and assesses its performance in a Monte Carlo study. This mod-

eling framework with trend, seasonal and irregular components is applied to quarterly

and monthly US inflation in an empirical study. It is found that the persistence of quar-

terly inflation has increased during the 2008 financial crisis while it has recently returned

to its pre-crisis level. The extracted volatility pattern for the trend component can be

associated with the energy shocks in the 1970s while that for the irregular component

responds to the monetary regime changes from the 1980s. The scale of the changes in

the seasonal component has been largest during the beginning of the 1990s. Furthermore,

empirical evidence of relative improvements in the accuracy of point and density forecasts

for monthly US inflation is presented.

Chapter 4: Estimate natural rate of interest

(with dr. I. Hindrayanto)
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The natural rate of interest or r-star and the natural rate of output growth are important

policy benchmarks widely used by central banks to determine the stance of an economy. It

is well recognized that r-star, linearly related to the natural rate of output growth within

the New Keynesian framework, is subject to low-frequency fluctuations. To track its evo-

lution over time, this chapter proposes an unobserved components model with similar

cycles based on the work of Holston et al. (2017). The proposed model takes an estimate

of the time-varying natural rate of output growth as input via a first-stage model based

on a first-difference version of Okun’s law with time-varying parameters. It is shown that

the first-stage model provides a simple yet insightful identification scheme for potential

output growth rate. In the second-stage, the full model is estimated using the Kalman fil-

ter. This chapter also shows that a similar cycles model in the considered context implies

a Taylor rule and a hybrid New Keynesian Phillips curve. For US, EA and UK, estimates

suggest that the decline of natural rate of output growth started from the 1960s, while

r-star for US and EA started to fall from 1985. The r-star of the UK started low during

the 1960s, but rose and stayed relatively high in the 80s until a big drop took place during

the global financial crisis.

Chapter 5: Forecast El Niño events

(with prof. dr. S.J. Koopman, dr. R. Lit, and D. Petrova)

This chapter proposes a new forecasting procedure for the Niño3.4 time series that is

linked with the well-known El Niño phenomenon. This important climate time series is

subject to an intricate serial correlation structure and is related to many other relevant

meteorological variables. Although the forecasting procedure is valid for all lead times, it

is particularly developed for medium to long term forecasting of El Niño. The procedure

consists of three phases and relies on the subsequent use of 1). a univariate time series

method for producing prediction errors; 2). the formulation of a dynamic factor model for

these prediction errors and the set of explanatory variables; 3). the simulation of many

signal paths from the dynamic factor model conditional on all explanatory variables, and

the reconstruction of artificial univariate time series of the variable of interest for which

forecasts can be generated. The sample average of these ensemble forecasts is our final

forecast. This chapter also justifies each step of the procedure through well-known ran-
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dom matrices concepts. The proposed forecasting procedure is specially developed for

the important and challenging problem of forecasting the warm El Niño events. Evidence

showing that our procedure is superior in the forecasting of El Niño when compared to

other econometric forecasting methods is provided.



Chapter 2

Leverage, asymmetry and heavy tails

in the high-dimensional factor

stochastic volatility model

2.1 Introduction

The vast literature on univariate and multivariate financial times series provides com-

pelling evidence for the presence of time-varying volatilities, time-varying correlations,

leverage effects, conditionally heavy tails, and often skewness as common features of

stock and index return series. Stochastic volatility (SV) is large class of models that

incorporate these stylized facts into a range of univariate and multivariate specifications.

Among many others, Shephard and Pitt (1997) and Durbin and Koopman (1997) develop

estimation procedures for SV models with Student’s t errors. Koopman and Hol Uspensky

(2002) and Yu (2005) discuss leverage effects in SV models. Asai et al. (2006) and Chib

et al. (2009) review several approaches for multivariate stochastic volatility (MSV).

This chapter addresses the challenge of extending flexible stochastic volatility models

to the multivariate setting. We follow Pitt and Shephard (1999a) and Chib et al. (2006)

and consider a factor stochastic volatility (FSV) framework. FSV models represent each

individual asset return as a linear combination of factor (shared) innovations and an

asset-specific innovation, where each model component follows a univariate SV process.
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To achieve flexibility in this multivariate setting, we introduce a model that allows every

systematic and idiosyncratic component to follow the univariate SV model proposed by

Nakajima and Omori (2012), which incorporates leverage effects, skewness, heavy-tails

via the (generalized hyperbolic) skew Student’s t distribution of Aas and Haff (2006).

The motivation for Nakajima and Omori (2012) model as the basis of the factor SV

specification is twofold. First, it ensures that each marginal series is consistent with a flex-

ible specification found to be empirically accurate in the univariate SV context. Second,

the Nakajima and Omori (2012) specification for the factor components leads to higher

flexibility in the dependence structure, allowing us to incorporate important multivariate

features into the model. Ang and Chen (2002) and Patton (2004) find that correlations

between US stocks are much higher during downturns, and for downside moves. By incor-

porating factor leverage effects, and allowing for asymmetric factor innovations, our model

can account for these asymmetries. Beine et al. (2010) and Oh and Patton (2017a), among

others, emphasize the important of tail co-movements, moving the use of a heavy-tailed

distribution for the factor innovations in our model.

We follow a Bayesian approach and develop an efficient Markov Chain Monte Carlo

(MCMC) algorithm for the univariate and factor versions of the model based on the par-

ticle Gibbs method of Andrieu et al. (2010). Our sampling scheme for latent SV processes

builds on the efficient importance sampling (EIS) algorithm of Richard and Zhang (2007)

and the particle Gibbs with ancestral sampling algorithm of Lindsten et al. (2014). The

EIS method constructs a globally optimal approximation to the distribution of the latent

volatility process conditional on the data which is typically orders of magnitude more

accurate than methods based on local approximation, such as those used in multi-move

sampling. In this chapter, we use the particle Gibbs sampler of (Lindsten et al., 2014)as

an efficient way to implement the EIS proposal within our MCMC scheme. Grothe et al.

(2017) follow a similar approach for general state space models, including a canonical SV

model.

Other common methods for posterior simulation in SV models include the pseudo-

marginal Metropolis-Hastings algorithm of (Andrieu and Roberts, 2009; Andrieu et al.,

2010), Gibbs sampling with data augmentation (Kim et al., 1998), and Metropolis-within-

Gibbs (Gilks et al. 1995, Geweke and Tanizaki 2001, Koop et al. 2007, Watanabe and
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Omori 2004) sampling. In a classical setting, several authors have considered simulated

maximum likelihood (Durbin and Koopman, 1997; Liesenfeld and Richard, 2006). All of

these approaches may infeasible or inefficient for complex SV specifications, or in high-

dimensional settings. Our simulation and empirical results of Sections 4 and 5 show that

our particle Gibbs approach is instrumental for efficient estimation in practice, whether

in the univariate or multivariate setting.

Scalability in the number of assets is a primary concern in multivariate financial time

series modeling. Quantitative investment funds typically have tens and even hundreds of

positions in their portfolio, requiring the development of high-dimensional multivariate

models for risk and investment management (Dempster et al. 2008, Vardi 2015). How-

ever, multivariate models typically suffer from the curse of dimensionality: the number of

model parameters or the computational cost can grow fast with number of assets, making

estimation extremely challenging for large portfolio sizes. As in Chib et al. (2006), our

factor SV specification addresses this problem in two ways. First, the number of param-

eters is a linear function of the number of assets, as in other factor models. Second, the

factor structure leads to a convenient sampling scheme which reduces to parallel treat-

ment of many univariate series after marginalization of the factors. With the use of the

efficient simulation methods proposed in this chapter, we are able to estimate our general

specification for moderately large number of assets (up to 80 in our empirical application),

despite the complexity of the model.

We organize the discussion as follows. Section 2 discusses the Nakajima and Omori

(2012) model and introduces our new Bayesian estimation method for the univariate case.

Section 3 extends the model and methodology of Section 2 to the factor SV setting. Section

4 presents simulation studies for the univariate model of Nakajima and Omori (2012) and

our new the high-dimensional factor model. Section 5 presents empirical applications for

two portfolios based on stock return for of the S&P100 and ASX50, including extensive

comparison with alternative methods in terms of key metrics such as value-at-risk (VaR)

accuracy and minimum-variance portfolio performance. Section 6 concludes.
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2.2 Model and Bayesian estimation

2.2.1 Univariate stochastic volatility model

To flexibly model “stylised facts” in financial time series, Nakajima and Omori (2012)

introduce the following univariate stochastic volatility model,

yt = νt exp(ht/2), t = 1, ..., T,

νt = α + βWt +
√
Wtεt, t = 1, ..., T,

ht+1 = µ(1− φ) + φht + ηt, t = 1, ..., T − 1,εt
ηt

 ∼ N


0

0

 ,
 1 ρσ

ρσ σ2


 , t = 1, ..., T,

Wt ∼ IG

(
ζ

2 ,
ζ

2

)
, t = 1, ..., T.

(2.1)

yt is the time series of interest. ht is the unobserved log-volatility modelled as a stationary

AR(1) process with initialisation h1 ∼ N(µ, σ2

1−φ2 ). νt follows the generalised hyperbolic

skew Student’s t-distribution. ρ models the leverage effect often found to be negative

in financial returns (Yu, 2005)1, which indicates that a negative shock to equity return

is expected to increase the volatility. IG denotes the inverse Gamma distribution, and

the mixing random variable Wt is introduced to jointly model asymmetry and heavy tails

in yt. We choose α = −βζ/(ζ − 2) so that E(νt) = 0 and restrict ζ > 4 to ensure νt
has finite variance. The skewness and heavy-tailedness of νt are jointly determined by

the asymmetric parameter β and degrees of freedom ζ. Readers can refer to Aas and

Haff (2006) for a detailed account of generalised hyperbolic skew Student’s t-distribution

including its density function fν , the p-th moment E(|ν|p), and an EM algorithm for

parameter estimation. Zero β corresponds to a symmetric Student’s t-distribution for νt
and a standard normal distribution if ζ further becomes large. As argued by Aas and

Haff (2006), a unique feature of the distribution of νt is that in the tails

fν(ν) ∝ |ν|−ζ/2−1exp(−|βν|+ βν) as ν → ±∞.

1We adopt the definition of leverage effect given by Yu (2005), i.e. the correlation between the
idiosyncratic error νt and the SV innovation ηt. ρ itself is thus not the leverage effect.
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This means that fν has semi-heavy tails, meaning that depends on the value of β and ζ

one tail can decay polynomially (heavy tail) whereas the other exponentially (light tail),

which is an appealing feature for financial data.

Assuming |φ| < 1 and E(|νt|p) exists, the unconditional p-th moment of yt in model

(2.1) is

E(|yt|p) = exp
(

σ2p2

2(1− φ2) + µp

)
E(|νt|p).

In the appendix of this chapter we show that the leverage effect is given by Corr(νt, ηt) =

Le(β, ζ)ρ where the multiplier Le(β, ζ) is

Le(β, ζ) =
Γ( ζ−1

2 )
Γ( ζ2)

√√√√ (ζ − 2)2(ζ − 4)
2ζ2 + (4β2 − 12)ζ + 16 , ζ > 4. (2.2)

Basic algebra shows Le(β, ζ) ∈ (0, 1), ∀β, ζ ∈ R with ∂Le
∂ζ

> 0, ∂2Le
∂ζ2 < 0, ∂Le

∂|β| < 0, and
∂2Le
∂β2 < 0. Given β, when ζ becomes large the density of νt is less skewed and has lighter

tails (Aas and Haff, 2006), so Le(β, ζ) tends to one or leverage effect tends to ρ, similar

to the case of a standard SV model with normal error. Given ζ > 4, the magnitude

of leverage decreases to zero with |β| even though ρ 6= 0. It means that if the return

innovation νt puts a large weight on the mixing variable Wt (i.e. large |β|), leverage effect

vanishes.

We develop an MCMC algorithm which partially builds on Nakajima and Omori

(2012) who argue that the Gaussian variance-mean mixture representation of the gen-

eralised hyperbolic skew Student’s t-distribution allows for a conditional sampler. The

density functions of both inverse Gamma distribution and normal distribution are log-

linear, which allows us to construct a globally optimal importance density for sampling

Wt and ht as a whole block similar to the EIS method of Richard and Zhang (2007). In

comparison, Nakajima and Omori (2012) propose to sample ht using the multi-move sam-

pler of Shephard and Pitt (1997) conditional on Wt (see also Watanabe and Omori (2004)

and Takahashi et al. (2009)); Wt is subsequently sampled using the Metropolis-Hastings

algorithm conditional on ht.
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2.2.2 Estimation of the univariate stochastic volatility model

Let θ = (σ, ρ, φ, µ, β, ζ) collect hyperparameters, and xt1:t2 denote the history of process

xs from s = t1 to t2. The MCMC algorithm developed is essentially a Metropolis-within-

Gibbs procedure (e.g., Gilks et al. 1995, Geweke and Tanizaki 2001; Koop et al. 2007).

The algorithm iterates over

1. sampling (h1:T ,W1:T )|y1:T , θ;

2. sampling θ|y1:T , h1:T ,W1:T .

Sampling (h1:T ,W1:T )|y1:T , θ

We aim to improve efficiency by sampling the latent processes ht and Wt as one block. For

notational simplicity, the dependence on θ is suppressed. p(·) generically denotes density

function, possibly with subscript indicating a specific distribution.

Model (2.1) is a non-linear non-Gaussian state space model, and reformulating the

model taking into account the leverage effect gives

yt = (α + βWt +
√
Wtεt)eht/2, t = 1, ..., T

ht+1 = µ(1− φ) + φht + ρσε̄t +
√

1− ρ2ση∗t , t = 1, ..., T − 1

where ε̄t = (yte−ht/2 − α − βWt)/
√
Wt, and η∗t is standard normal independent on εt.

We notice that ε̄t ∈ Ft, where Ft is the filtration generated by both observables y1:t and

unobservables h1:t and W1:t such that the model is Markovian and yt forms a martingale

difference sequence, allowing factorisation of likelihood via likelihood contributions.

Denoting xt = (ht,Wt)′, the likelihood is given by the integral

L(y1:T ) =
∫
p(y1:T , x1:T )dx1:T =

∫
p(y1|x1)p(x1)

T∏
t=2

p(yt|xt)p(xt|xt−1, yt−1)dx1:T , (2.3)

where the transition density for t = 2, ..., T follows

p(xt|xt−1, yt−1) = pN(ht|ht−1, yt−1,Wt−1)pIG(Wt)

= N
(
ht;µ(1− φ) + φht−1 + ρσε̄t−1, (1− ρ2)σ2

)
· IG

(
Wt;

ζ

2 ,
ζ

2

)
.

(2.4)
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The EIS method of Richard and Zhang (2007) which is further studied by e.g., Jung and

Liesenfeld (2001) and Scharth and Kohn (2016) suggests the following form of importance

sampler

q(x1:T |y1:T ) = q(x1|y1:T )
T∏
t=2

q(xt|xt−1, y1:T ),

with the conditional density q(xt|xt−1, y1:T ) for t = 2, ..., T written as

q(xt|xt−1, y1:T ) = kq(xt, xt−1; δt)
χq(xt−1; δt)

with χq(xt−1; δt) =
∫
kq(xt, xt−1; δt)dxt.

kq(xt, xt−1; δt) is a kernel in xt with integration constant χq(xt−1; δt); δt is a set of im-

portance parameters with every element being a function of y1:T . At initial period, the

importance density is simply

q(x1|, y1:T ) = kq(x1; δ1)
χq(δ1) with χq(δt) =

∫
kq(x1, ; δ1)dx1.

Using the above importance density, the likelihood (2.3) can be expressed as

∫ p(y1|x1)p(x1)
q(x1|y1:T )

T∏
t=2

p(yt|xt)p(xt|xt−1, yt−1)
q(xt|xt−1, y1:T ) q(x1:T |y1:T )dx1:T

= 1
χq(δ1)

∫ p(y1|x1)p(x1)
kq(x1; δ1)/χq(x1; δ2)

T∏
t=2

p(yt|xt)p(xt|xt−1, yt−1)
kq(xt, xt−1; δt)/χq(xt; δt+1)q(x1:T |y1:T )dx1:T ,

(2.5)

starting from χq(xT ; δT+1) = 1.

EIS is particularly suitable in our case because both inverse Gamma and normal

distribution belong to the exponential family which is closed under multiplication. This

would mean that one can choose a conjugate importance kernel with the transition density

(2.4), namely

kq(xt, xt−1; δt) = k(xt, xt−1; δt) · kp(xt, xt−1; yt−1),

where

kp(xt, xt−1; yt−1) = p(xt|xt−1, yt−1)χp(xt−1; yt−1), with χp(xt−1; yt−1) =
∫
kp(xt, xt−1; yt−1)dxt.
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The likelihood (2.5) then becomes

χq(δ1)
∫ p(y1|x1)χq(x1;δ2)

χp(·;)

k(x1; δ1)

T∏
t=2

p(yt|xt) χq(xt;δt+1)
χp(xt−1;yt−1)

k(xt, xt−1; δt)
q(x1:T |y1:T )dx1:T ,

where χp(·; ) corresponds to the integration constant with respect to the unconditional dis-

tributionN(h1;µ, σ2

1−φ2 ) and IG(W1; ζ2 ,
ζ
2). It follows from the transition density pN(ht|ht−1, yt−1,Wt−1)

and pIG(Wt) in (2.4) that

kp(xt, xt−1; yt−1) = exp
(µ(1− φ) + φht−1 + ρσε̄t−1

(1− ρ2)σ2 ht−
h2
t

1
2(1− ρ2)σ2

)
·W− ζ2−1

t exp(−ζ2W
−1
t ).

Let δt = (bt, ct, st, rt). For conjugacy we choose the following kernel

k(xt, xt−1; δt) = exp(btht −
1
2cth

2
t ) ·W st

t exp(rtW−1
t ) (2.6)

with the ratio of integration constant given by

χq(xt; δt+1)
χp(xt−1; yt−1) =

√
vt

(1− ρ2)σ2 exp
(1

2(µ
2
t

vt
− (µ(1− φ) + φht−1 + ρσε̄t−1)2

(1− ρ2)σ2 )
)
×

Γ(ζ/2 + rt)
(ζ/2 + rt)ζ/2+st

(ζ/2)ζ/2
Γ(ζ/2) ,

where

vt = (1− ρ2)σ2

1 + (1− ρ2)σ2ct
, and µt = vt

(
bt + µ(1− φ) + φht−1 + ρσε̄t−1

(1− ρ2)σ2

)
. (2.7)

The choice of kernel (2.6) corresponds to an importance density being the product of

a normal density with mean µt and variance vt defined in (2.7) and an inverse Gamma

density with shape parameter ζ/2 + st and rate parameter ζ/2 + rt, i.e.

q(xt|xt−1, y1:T ) = N(ht;µt, vt) · IG
(
Wt;

ζ

2 + st,
ζ

2 + rt
)
. (2.8)

The set of importance parameters δt is determined iteratively via a sequence of auxiliary

least square regressions. Briefly, given an initial set of importance parameters δ(n)
t , J

trajectories of x(j)
t = (h(j)

t ,W
(j)
t )′ for j = 1, ..., J can be drawn using (2.8). At each t,
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updated δ
(n+1)
t is such that

δ
(n+1)
t = arg min

δt

J∑
j=1

log p(yt|x(j)
t ) + log χq(x

(j)
t ; δ(n+1)

t+1 )
χp(x(j)

t−1; yt−1)

− (γt + log k(x(j)
t , x

(j)
t−1; δt)

)2

,

(2.9)

where γt is a normalizing constant. Effectively EIS finds the minimiser δt for the variance

of the ratio or the importance weight

p(yt|xt) χq(xt;δt+1)
χp(xt−1;yt−1)

k(xt, xt−1; δt)
= p(yt|xt)p(xt|xt−1, yt−1)
kq(xt, xt−1; δt)/χq(xt; δt+1) . (2.10)

Because exponential family kernels such as (2.6) are log-linear, the regression is a basic

OLS with regressors (h(j)
t , h

(j)
t

2
,− logW (j)

t ,−1/W (j)
t )2.

In the next step, we incorporate the constructed importance density in the particle

Gibbs with ancestor sampling (PGAS) algorithm of Lindsten et al. (2014) to sample from

p(x1:T |y1:T ). Because EIS is employed inside PGAS, we term our sampler PGAS-EIS3.

Assuming at t − 1, we have a particle system containing M particles {xi1:t−1}Mi=1 and

associated weights {ωit−1}Mi=1 which approximates the filtering density p(x1:t−1|y1:t−1) by a

sum of Dirac delta functions D(.), we have

p̂(x1:t−1|y1:t−1) =
M∑
i=1

ωit−1∑M
j=1 ω

j
t−1
D(x1:t−1 − xi1:t−1).

PGAS-EIS propagates the particle system by firstly sampling {ait, xt}Mi=1 from

It(at, xt) = ωatt−1∑M
j=1 ω

j
t−1

q(xt|xatt−1, y1:T ),

with at indexing the ancestor particle, i.e. xi1:t = (xa
i
t

1:t−1, x
i
t)4. Secondly, the particle sys-

tem is augmented with x?1:T by assigning xM+1
t = x?t where x?1:T is the reference trajectory

which is the previous draw in the Markov chain. PGAS-EIS differs from a standard PG
2As shown by Richard and Zhang (2007) and Scharth and Kohn (2016), the backward-shift of the

period t + 1 integration constant χq(xt; δt+1) is crucial for obtaining a globally efficient importance
density as it depends on both the lagged and future states.

3It still belongs to the family of particle Gibbs (see e.g., Chopin et al., 2013) based on particle filtering
or sequential Monte Carlo methods (see Pitt and Shephard, 1999b and Doucet et al., 2001 for a general
discussion).

4Initialisation of the system is straightforward via sampling from the unconditional distribution of xt.
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algorithm because it samples the ancestor for the reference trajectory according to

P(aM+1
t = i) = ωit−1p(x?t |xit−1, yt−1)∑M+1

j=1 ωjt−1p(x?t |xjt−1, yt−1)
, (2.11)

and then the history of reference trajectory is “rewritten” by setting xM+1
1:t = (xa

M+1
t

1:t−1 , x
M+1
t ).

The recursion for each t is finished by re-weighting the augmented system according to

ωit = p(yt|xit)p(xit|xit−1, yt−1)
q(xit|xit−1, y1:T ) , for i = 1, ...,M + 1. (2.12)

Once the propagation researches t = T , PGAS-EIS samples a new path x+
1:T from

p̂(x1:T |y1:T ) =
M+1∑
i=1

ωiT∑M+1
j=1 ωjT

D(x1:T − xi1:T ), (2.13)

which serves as the reference trajectory x?1:T in the next MCMC run. As shown by Lindsten

et al. (2014), the AS step effectively breaks the reference trajectory into pieces, and as

a result x+
1:T is substantially different from x?1:T with high probability, thus improving

mixing compared to standard PG. Out sampler further improves efficiency through the

globally optimal EIS importance density. From Chopin et al. (2013) and Lindsten et al.

(2014), it follows immediately that the Markov kernel implied by the PGAS-EIS sampler

leaves the conditional posterior distribution p(x1:T |y1:T ) invariant. Furthermore, assuming

a boundedness condition for the importance weight ωit for all i and t to hold, we can also

show uniform ergodicity of the implied Markov kernel, which is an essential requirement

for sampling the hyperparameter vector θ5.

Sampling θ|y1:T , h1:T ,W1:T

We describe the sampling of σ and ρ. Other parameters are sampled according to the

procedures described in Nakajima and Omori (2012) and provided in the appendix. Let

π0(·) and π(|·) denote the prior and posterior distribution, respectively. The joint posterior

5A weaker condition is that the PGAS-EIS implied Markov kernel is p(x1:T |y1:T )-irreducible and
aperiodic.
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probability distribution π(σ, ρ|·) is given by

π(σ, ρ|·) ∝ π0(σ, ρ)σ−T (1− ρ2)−T−1
2 exp

{
−(1− φ2)h̄2

1
2σ2 −

T−1∑
t=1

(h̄t+1 − φh̄t − ρσε̄t)2

2σ2(1− ρ2)

}
,

where h̄t = ht−µ. We can reparameterise the likelihood in the above expression by ϑ = ρσ

and $ = σ2(1− ρ2). If we factorise the joint prior as π0(ϑ|$)π0($) and choose π0($) =

IG(s0, r0) and π0(ϑ|$) = N(ϑ0, v
2
ϑ$), i.e. a normal-inverse-gamma conjugate prior, new

draws can be efficiently generated from ϑ|· ∼ N(µϑ, σ2
ϑ$), where $|· ∼ IG(r1, s1) and

σ2
ϑ =

{
1
v2
ϑ

+
T−1∑
t=1

ε̄2t

}−1

, µϑ = σ2
ϑ

{
ϑ0

v2
ϑ

+
T−1∑
t=1

ε̄t(h̄t+1 − φh̄t)
}
,

s1 = s0 + T

2 , r1 = r0 + 1
2

{
T−1∑
t=1

(h̄t+1 − φh̄t)2 − µ2
ϑ

σ2
ϑ

+ ϑ2
0
v2
ϑ

}
.

(2.14)

The Markov chain is accordingly updated with σ =
√
ϑ2 +$ and ρ = ϑ/σ. Besides

efficiency, this reparametrisation can be easily modified to incorporate shrinkage.

2.2.3 Estimation of the factor stochastic volatility model

Based on our formulation of the univariate SV model in the previous sections, we can

write the factor SV model compactly as follows,

yt = Λft + ut, t = 1, ..., T,

{fj,t}Tt=1 ∼ Model (2.1), ∀j ∈ {1, ..., p},

{ui,t}Tt=1 ∼ Model (2.1), ∀i ∈ {1, ..., n},

(2.15)

where yt ∈ Rn, ft ∈ Rp and Λ ∈ Rn×p. Model (2.15) tells that each factor process

fj,t and asset-specific process ui,t follow the univariate dynamics as in model (2.1). The

model proposed above is motivated by Chib et al. (2006) and Nakajima (2015), but is

considerably more flexible than these two. The former models factor structure, but it

ignores possible heavy-tailedness and skewness in the factor process. Although the latter

incorporates model (2.1), it does not achieve dimension reduction considering the probable

factor structure in asset returns.
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The estimation of model (2.15) is scalable in the number of assets n and in the num-

ber of factors p. Provided that a sampling procedure is available for model (2.1), the

computational cost is only linear in n and p6. In the following subsection, we discuss an

efficient MCMC algorithm for sampling factors ft and the factor loadings Λ, followed by

a discussion on shrinkage of leverage effect and skewness.

MCMC algorithm for the multivariate model

Let hj,t and Wj,t denote the SV process and the inverse gamma mixing variable for the

factor process fj,t, j = 1, ..., p. Let li,t and Qi,t denote those for the asset-specific process

ui,t, i = 1, ..., n. Superscripts fj and ui are used to distinguish related parameters. That

is, for the i-th return series the model reads

yi,t =
p∑
j=1

Λij(αfj + βfjWj,t +
√
Wj,tξj,t)ehj,t/2 + (αui + βuiQi,t +

√
Qi,tεi,t)eli,t/2.

Let h and l denote the set of SV processes corresponding to ft and ut respectively for

t = 1, ..., T ; namely h = {h1, ..., hp} where hj = {hj,t}Tt=1 for j = 1, ..., p, and l = {l1, ..., ln}

where li = {li,t}Tt=1 for i = 1, ..., n. We denote the set of mixture component by W and Q

in a similar fashion. A model with n assets and p factors has 6(n+ p) + np− (p2 + p)/2

parameters with usual identification restriction imposed on factor loadings Λ.

(i). Sampling h, l, W , Q and associated hyperparameters. Similar to Chib et al. (2006),

the multivariate model (2.15) boils down to n + p univariate SV models as in (2.1) due

to independence structure conditional on factor process {ft}Tt=1 and loadings Λ. Let the

(n+ p)-dimensional vector zk,t be zj,t = fj,t for j = 1, ..., p and zp+i,t = ui,t for i = 1, ..., n

and t = 1, ..., T .

Though model (2.15) is very flexible, it models factor and asset-specific dynamics in a

non-discriminatory fashion. One research question addressed in this chapter is to find the

sources of leverage effect and asymmetry observed in asset returns. Are they systematic

or idiosyncratic? To this end, the normal-inverse-gamma conjugate priors for (ϑk, $k)

(a reparametrisation of (ρk, σk)), k = 1, ..., n + p, are modified with sparsity similar to
6Linear complexity allows for parallel computing which greatly saves computing time.
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Bayesian variable selection in (Clyde and George, 2004). The reparametrisation equips

ϑk|$k with a normal prior as discussed previously, so πsparse
0 (ϑk|$k) takes the form

∆ϑD0(ϑk) + (1−∆ϑ)N(ϑ0, v
2
ϑ$k),

where D0(.) denotes the Dirac delta function located at zero, and N(ϑ0, v
2
ϑ$k) is the

(conditional) conjugate normal prior. This prior means that ϑk has shrinkage probability

∆ϑ with a point mass at zero and probability 1−∆ϑ of taking a value that is N(ϑ0, v
2
ϑ$k)-

distributed. Under the above sparsity prior, the conditional posterior distribution is given

by

ϑk|· ∼ ∆ϑkD0(ϑk) + (1−∆ϑk)N(µϑk , σ2
ϑk
$k),

where µϑk and σ2
ϑk

are defined in (2.14), and where

∆ϑk = 1−∆ϑ

∆ϑσ̃2
ϑk

+ 1−∆ϑ

, with σ̃2
ϑk

= σϑk
vϑ

exp
(

µ2
ϑk

2σ2
ϑk
$k

)
.

The shrinkage probability ∆ϑ has a beta conjugate prior, so posterior draws can be

generated given the number of non-zero ϑk’s (i.e. non-zero ρk’s) in the Markov chain.

The shrinkage on skewness βk’s can be treated similarly.

Shrinkage on both βk and ρk helps explain the sources of leverage effect and asymme-

try. Parsimonious models with some βk’s and ρk’s being zero may also improve forecasting

performance and reduce the effort for numerous model comparisons when n is large.

(ii). Sampling factors ft. Let us suppress the dependence on h, l, W and Q, as well

as all hyperparameters for notational clarity. Given the factor loadings Λ we have

ỹt|ft ∼ N(Λft, Ut), ft ∼ N(Ft, Vt),

where ỹt = (ỹ1,t, ..., ỹn,t)′ and Ft = (F1,t, ..., Fp,t)′ with

ỹi,t = yi,t − (αui + βuiQi,t)eli,t/2, Fj,t = (αfj + βfjWj,t)ehj,t/2,

Vt = diag(W1,te
h1,t , ...,Wp,te

hp,t), Ut = diag(Q1,te
l1,t , ..., Qn,te

ln,t).
(2.16)
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Basic Bayesian calculation gives ft|· ∼ N(µft ,Σft) where

Σft = (Λ′U−1
t Λ + V −1

t )−1, µft = Σft(Λ′U−1
t ỹt + V −1

t Ft),

(iii). Sampling the factor loadings Λ. For identification, we restrict the upper p-by-p

sub-matrix of Λ to be lower triangular with ones on its diagonal. Due to the product

form Λft appearing in the likelihood, one can expect the draw of Λ conditional on ft to

be inefficient. Chib et al. (2006) suggest efficiency gain through marginalisation of ft.

Given h, l, W and Q, the conditional log-likelihood function is

l(y1:T |Λ) =
T∑
t=1

lt(yt|Λ) = logN(ỹt; ΛFt,Ωt)

= −1
2

T∑
t=1

{
k log 2π + log |Ωt|+ (ỹt − ΛFt)′Ω−1(ỹt − ΛFt)

}
,

(2.17)

where Ωt = ΛVtΛ′ + Ut. The MH algorithm of Chib et al. (2006) is applied to sample

vec(Λ)|· using a multivariate Student’s t-proposal density T (µΛ,ΣΛ, v) where µΛ is the

mode of l(y1:T |Λ) and ΣΛ equals minus the inverse of the approximate Hessian matrix of

l(y1:T |Λ) around its mode. Details can be found in the appendix.

Initialisation

When the dimension of assets yt in model (2.15) is large, we advocate to initialise the

Markov chain efficiently rather than randomly. In our experiment, such an initialisation

may save hours of computation time and accelerates the convergence of the Markov chain

to its stationary distribution.

We initialise our model using principal components (PC). Let us rewrite model (2.15)

as Y = FΛ′ + u where Y ∈ RT×n, F ∈ RT×p and u ∈ RT×n. So the t-th row in of Y , F

and u are y′t, f ′t and u′t respectively, and ft is the PC’s. Or equivalently we have

y = (In ⊗ F )λ+ u, (2.18)

where y = vec(Y ), λ = vec(Λ′), and u = vec(u). Under conditions specified by Doz

et al. (2011a), PC’s are consistent estimate of the factors, and we apply the criterion
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in Bai and Ng (2002) to choose the preliminary number of factors. Because we impose

an identification restriction on Λ, the matrix of eigenvectors in relation to PC’s cannot

initialise Λ. Notice that (2.18) corresponds to a linear regression model in λ. So the

identification restriction implies a linear constraint of the form

Rλ = r.

This gives us the constraint OLS estimate λ̂cols to initialise Λ, which is

λ̂cols = λ̂ols − (In ⊗ (F ′F )−1)R′(R(In ⊗ (F ′F )−1)R′)−1(Rλ̂ols − r), (2.19)

where λ̂ols = (In ⊗ (F ′F )−1F ′)y. Given λ̂cols, Doz et al. (2011a) suggest to estimate the

factors E(ft|y1:T ) by

ft = (Λcols
′Λcols)−1Λcols

′yt, t = 1, ..., T. (2.20)

The initialisation of factors ft for t = 1, ..., T and loadings Λ is completed with itera-

tions over (2.19) and (2.20) until convergence. The above procedure delivers a sound

initialisation especially for the loading matrix Λ with identification restriction as Chan

et al. (2013) show that there exists a unique mapping which rotates the PC’s towards the

factors under certain identification scheme imposed on the loadings.

With initialised Λ and ft, residuals are obtained as ut = yt − Λft. So we obtain

n + p univariate series zj,t = fj,t for j = 1, ..., p and zp+i,t = ui,t for i = 1, ..., n. For

any k ∈ {1, ..., n + p}, {zk,t}Tt=1 is considered as a basic SV model and reparametrised

according to Ruiz (1994), so that a quasi-maximum likelihood (QML) estimation can be

efficiently implemented to the following approximate linear Gaussian state space model

log(z2
k,t) = log(2) + ψ(1/2) + hk,t +

√
ψ′(1/2)εk,t, t = 1, ..., T,

hk,t+1 = µk(1− φk) + φkhk,t + σkηk,t, t = 1, ..., T − 1,
(2.21)

where ψ(·) is the digamma function and ψ′(·) is its first order derivative. εk,t and ηk,t

are i.i.d normal with correlation coefficient ρk. Maximising the log-likelihood via Kalman
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filter (Durbin and Koopman 2012) gives the QML estimate of φk, σk, ρk and µk, which

serve as initialisations for k = 1, ..., n + p. We choose the initial value of the skewness

parameter βk to be zero and the d.o.f ζk to be 20 for all k.

The Markov chain of the SV process {hj,t}Tt=1 and {li,t}Tt=1 for all i and j is initialised

by applying the simulation smoother of De Jong and Shephard (1995) to model (2.21).

The chain of the inverse gamma mixing component Wj,t and Qi,t for all i and j is initialised

by drawing from IG(sk, rk,t), where sk = ζk/2 + 1 and rk,t = ζk/2 + z2
k,t exp(−hk,t)/2.

2.3 Marginal likelihood

For model comparisons, one needs to calculate the marginal likelihood p(y1:T |M) under

a certain model M, so that the Bayes factor p(y1:T |M1)/p(y1:T |M2) can be computed7.

Let us suppress the dependence on model M. We can write the marginal likelihood as

p(y1:T ) =
∫
p(y1:T , θ)dθ =

∫
p(y1:T |θ)π0(θ)dθ

=
∫ p(y1:T |θ)π0(θ)

q(θ|y1:T ) q(θ|y1:T )dθ,

where π0(θ) is the prior, and q(θ|y1:T ) is an importance density mimicking the poste-

rior π(θ|y1:T ) ∝ p(y1:T |θ)π0(θ). The above integral can be evaluated via Monte Carlo

simulation. It follows

p̂(y1:T ) = 1
S

∑
s=1

w(θs), where w(θs) = p(y1:T |θs)π0(θs)
q(θs|y1:T ) and θs ∼ q(θ|y1:T ). (2.22)

The is straightforward to implement if the likelihood p(y1:T |θ) is available in closed form,

which is not our case due to many latent processes. Tran et al. (2014) show that under mild

conditions that if there exists an unbiased estimate of the likelihood, i.e. E(p̃(y1:T |θ)) =

p(y1:T |θ), averaging importance weights to compute the marginal likelihood as formula

(2.22) is still valid with p(y1:T |θ) replaced by p̃(y1:T |θ)8.

7See Chib (2001) and Chib and Jeliazkov (2005) for alternative methods that deal with models of less
complexity, using the so-called “reduced MCMC” run based on likelihood identity.

8For many models, an unbiased estimate of likelihood is readily available using particle marginal
Metropolis-Hastings (PMMH) algorithm (Andrieu et al. 2010 and Del Moral and Formulae 2004). For
example, the paper of factor SV model by Chib et al. (2006) applies the celebrated auxiliary particle
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The particle efficient importance sampling (PEIS) developed by Scharth and Kohn

(2016) provide a particle MCMC method (Andrieu et al., 2010) that we can use within the

IS2 framework 9. PEIS is similar to the PGAS-EIS sampler which builds a sequential but

globally optimal importance density q(xt|xt−1, y1:T ). Conceptually, the global optimality

of PEIS which minimises the variance of importance weights as in (2.5) and (2.10) is what

makes it efficient for evaluating marginal likelihood.

The algorithm is straightforward at first sight: (i) construct q(θ|y1:T ) based on poste-

rior samples; (ii) draw θs ∼ q(θ|y1:T ); (iii) construct an importance density based on θs;

(iv) apply PEIS to compute p̃(y1:T |θs) and w(θs); (v) average out w(θs) for s = 1, ..., S.

Unfortunately, this IS2 algorithm is infeasible. The construction of an importance

density that targets the 2 × (n + p)× T -variate density p(h1:T , l1:T ,W1:T , Q1:T |y1:T , θ
s) is

practically infeasible. To circumvent this problem, we propose a feasible IS2 alternative.

Suppose we have stored the importance parameters corresponding to the n+p propos-

als when applying the PGAS-EIS sampler within each iteration of the Markov chain. We

can start the feasible IS2 algorithm by firstly constructing q(θ|y1:T ). Suppose we believe

that after a chosen burn-in period, the chain has converged to its stationary distribution.

We have a posterior sample of θ as shown in Figure 2.3.1 (for simplicity we illustrate the

vector as one-dimensional). An m-component Gaussian mixture is fitted to the posterior

Figure 2.3.1: The posterior sample of θ after convergence. The red bar indicates a certain θs.

sample of θ via standard EM algorithm10 with m determined by information criterion.

Importantly, we then draw θs non-parametrically from q(θ|y1:T ). That is, θs is a vector

filter (APF) of Pitt and Shephard (1999b) to compute the posterior ordinate for the evaluation of Bayes
factors based on reduced MCMC run.

9According to them, PEIS significantly outperforms PMMH and particle MCMC in terms of variance
reduction for the Monte Carlo estimate of likelihood which is critical for efficient computation of marginal
likelihood.

10For parameters that take restricted values, say σk > 0 for k = 1, ..., n+p, we consider transformation
such that log σk ∈ R.
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in the posterior sample as the red bar in Figure 2.3.1, with the probability of being drawn

proportional to q(θs|y1:T ). After this step, we can simply retrieve the corresponding

importance parameters from the n + p PGAS-EIS samplers. This enables us to apply

PEIS to compute p̃(y1:T |θs) and thus the marginal likelihood. This procedure completely

avoids the construction of an intimidatingly large importance density by utilising the

n + p individual proposal densities constructed when applying the PGAS-EIS samplers.

We provide the details of applying PEIS in the IS2 framework to the factor SV model in

the appendix. Also, the appendix discusses forecasting and filtering methods following

Chib et al. (2006) which we use in our empirical study.

2.4 Simulation study

This section investigates the effectiveness and efficiency of the PGAS-EIS sampler via sim-

ulation studies. Both the univariate SV model (2.1) and the factor SV model (2.15) are

treated. We highlight the contribution of PGAS-EIS in efficiency gain for sampling hyper-

parameters and latent processes, in comparison with the method developed by Nakajima

and Omori (2012). For ease of exposition, we only report results regarding hyperparam-

eters in the study for the univariate SV model. In study for the factor SV model, we

also document the effect of shrinkage on leverage effect and skewness, as well as the effec-

tiveness of applying the feasible importance sampling squared method introduced in the

previous section.

2.4.1 Univariate stochastic volatility model

We simulate 500 series each with length T = 2000 from model (2.1) with fixed parameter

values φ = 0.95, σ = 0.15, ρ = −0.5, µ = −9, β = 0.5, and ζ = 20. We specify the

following prior distributions

φ+ 1
2 ∼ Beta(20, 1.5), $ ∼ IG(2.5, 0.025), ϑ|$ ∼ N(0, 20$),

µ ∼ N(−10, 5), β ∼ N(0, 1), ζ ∼ Gamma(20, 1.25)1(ζ>4),

(2.23)
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where $ = (1 − ρ2)σ2, ϑ = ρσ and where 1(.) is an indicator function which equals

one if the condition in brackets holds and zero otherwise. The above prior distributions

reflect popular choices in the literature of SV models. Table 2.4.1 shows alternative

algorithms that we compare with the proposed PGAS-EIS sampler: PGAS-EIS and PG-

Table 2.4.1: Sampling Methods For The Univariate SV Model
Acronym Algorithm No. particles
MM-MH Sampler proposed by Nakajima and Omori (2012) – 500

multi-move sampler of Pitt and Shephard (1999b) for ht,
conditional on which Wt is sampled via accept-reject
Metropolis-Hastings algorithm

PG-EIS Basic particle Gibbs with EIS importance density 10
PGAS-BF Particle Gibbs with ancestor sampling using bootstrap filter 2000

EIS use only 10 particles due to the efficient importance density. PGAS-BF uses a naive

bootstrap filter so it has to reply on a large number of particles. In total 22000 conditional

posterior samples are drawn with a burn-in period of 2000. Comparisons are based on the

inefficiency factor IE(θ) = 1 + 2∑∞j=1 ρj(θ) for a certain parameter θ, where ρj(θ) is the

j-th sample autocorrelation. We choose Parzen window with bandwidth 1000 to compute

the IE(θ)11.

Table 2.4.2 reports selected posterior statistics under the four sampling methods for all

simulated series. Except for BF-PGAS, the posterior means of all parameters are found

to be close to the DGP. Also, bootstrap filter used in a particle Gibbs algorithm leads to

very different posterior results across simulations, as is seen by the large sample standard

deviation of posterior means. Comparing with PGAS-EIS, one can easily see that the

incorporation of EIS importance density contributes to accuracy and stability, with much

smaller standard deviations.

MM-MH depends on a second order local approximation of p(ht|y1:t−1,W1:t−1, θ) to

draw ht, while EIS-based methods generate h1:T and W1:T as one block based on a global

approximation to p(h1:T ,W1:T |y1:T , θ). As a result, IE(θ) under PGAS-EIS is much lower

than MM-MH (and also PGAS-BF). For some simulated series, PGAS-EIS is able to

achieve IE(φ), IE(σ) and IE(ζ) that are 20 times smaller than MM-MH. Comparing
11Chib (2001) shows that IE(θ) measures the mixing property of a Markov chain. If IE(θ) = m, the

MCMC algorithm requires m times more samples than drawing from an uncorrelated sample.
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Table 2.4.2: Posterior Statistics For The Univariate SV Model

PGAS-EIS MM-MH
θ Mean St.dev. 95% C.I. IE(θ) Mean St.dev. 95% C.I. IE(θ)
φ 0.96 0.02 [0.94 0.98] 4.53 0.94 0.06 [0.92 0.97] 81.53
σ 0.15 0.01 [0.15 0.17] 11.04 0.16 0.05 [0.14 0.20] 159.41
ρ -0.51 0.07 [-0.60 -0.42] 23.22 -0.54 0.10 [-0.73 -0.44] 79.16
µ -8.98 0.41 [-9.08 -8.76] 4.33 -8.92 0.87 [-9.12 -8.80] 27.58
β -0.57 0.17 [-0.79 -0.40] 16.03 -0.71 0.36 [-1.35 -0.32] 163.73
ζ 18.96 5.62 [16.46 26.35] 36.36 21.66 8.46 [16.07 37.88] 299.06

PG-EIS PGAS-BF
θ Mean St.dev. 95% C.I. IE(θ) Mean St.dev. 95% C.I. IE(θ)
φ 0.97 0.08 [0.94 0.98] 64.057 0.87 0.16 [0.76 0.99] 16.75
σ 0.16 0.02 [0.15 0.19] 132.74 0.24 0.16 [0.17 0.30] 73.57
ρ -0.52 0.13 [-0.71 -0.42] 92.25 -0.20 0.64 [-0.42 0.09] 52.74
µ -9.34 0.55 [-9.55 -8.83] 15.32 -10.66 1.48 [-11.05 -8.89] 24.32
β -0.69 0.22 [-0.84 -0.46] 93.68 -0.14 0.63 [-1.14 0.72] 51.99
ζ 22.46 8.12 [16.79 30.11] 123.37 32.86 13.05 [19.67 65.05] 96.78

1 Reported are sample mean of posterior means (Mean), standard deviation of posterior means
(St.dev.), sample mean of lower and upper bounds of 95% credible interval (C.I.), and sample mean
of inefficient factors (IE(θ)).
2 True DGP: φ = 0.95, σ = 0.15, ρ = −0.5, µ = −9, β = −0.5 and ζ = 20.
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Table 2.4.3: Correlation Matrix Of Posterior Samples

PGAS-EIS MM-MH
φ σ ρ µ β ζ φ σ ρ µ β ζ

φ 1 -0.27 0.02 0.01 0.00 -0.03 φ 1 -0.64 -0.15 0.05 -0.01 -0.03
σ 1 -0.04 -0.03 -0.03 0.05 σ 1 0.13 -0.10 -0.16 0.08
ρ 1 0.05 0.14 -0.02 ρ 1 0.04 0.21 0.13
µ 1 0.15 0.11 µ 1 0.27 0.18
β 1 -0.24 β 1 -0.79
ζ 1 ζ 1
PG-EIS PGAS-BF

φ σ ρ µ β ζ φ σ ρ µ β ζ

φ 1 -0.48 -0.17 0.01 -0.01 -0.04 φ 1 -0.59 -0.11 0.09 0.05 -0.1
σ 1 0.09 -0.11 -0.08 0.05 σ 1 -0.15 -0.18 -0.08 0.13
ρ 1 0.07 0.13 0.06 ρ 1 0.15 0.08 0.19
µ 1 0.19 0.20 µ 1 0.16 0.35
β 1 -0.28 β 1 -0.45
ζ 1 ζ 1

Reported is the average of correlation matrix of posterior samples of all simulated series.

PGAS-EIS with PG-EIS, it can be said that the majority of efficiency gain in terms of

mixing property comes from the ancestor sampling employed in particle Gibbs algorithm;

however, the EIS importance density is also instrumental for efficiency gain if we compare

PG-EIS with MM-MH or compare PGAS-EIS with PGAS-BF.

Table 2.4.3 shows the averages of correlation matrix of posterior samples under four

sampling methods. The table shows that PGAS-EIS samples from a wider state space than

the other three methods. In particular, MM-MH gives corr(β, ζ) = −0.79 and corr(φ, σ) =

−0.64 which triple those values given by PGAS-EIS. This would mean that one needs to

base inference of hyperparameters on much more conditional posterior samples if MM-MH

is applied.

2.4.2 Factor stochastic volatility model

Model setup

Our baseline model has n = 50 assets with p = 8 factors, the same as in Chib et al.

(2006). One feature of our model is the shrinkage on leverage effect and skewness, so the
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most interesting dataset would be the one with some leverage effect and some skewness

(sLE sSK) among factors ft and asset-specific processes ut. Different combinations of zero

or nonzero leverage effect and skewness are also considered in this study, as summarised

in Table 2.4.4.

Table 2.4.4: Different Datasets Simulated From The Factor SV model
Acronym Data generating process
sLE sSK For some k ∈ {1, ..., n+ p}, ρk 6= 0 and βk 6= 0.

That is, leverage effect and return asymmetry are present in some processes
among factors {fj,t}pj=1 and asset-specific components {ui,t}ni=1.

sLE aSK For some k, ρk 6= 0; and for all k, βk 6= 0.
aLE sSK For all k, ρk 6= 0; and for some k, βk 6= 0.
aLE aSK For all k, ρk 6= 0 and βk 6= 0.
nLE nSK For all k, ρk = 0 and βk = 0.

When a dataset has leverage effect or skewness, a n+p-dimensional vector is generated

from a binomial distribution with 0.5 probability of success indicating which series among

{fj,t}pj=1 and {ui,t}ni=1 have leverage effect or skewness. We choose the prior Beta(2, 2)

for shrinkage parameters introduced in section 2.3.1. Furthermore, a flat normal prior

N(0, 10) is assumed for each free element of Λ while they are generated from N(1, 1).

Other hyperparameters are generated from their prior distributions given in (2.23), except

that only negative β’s (if not zero) are selected. Such a design aims to reflect the dynamics

and “stylised facts” of equity returns.

Similar to Chib et al. (2006), we sample Λ with the factors marginalised out (see

the appendix). They compare their posterior output of Λ to the result obtained by

conditioning on the factors column-by-column or row-by-row as in Pitt and Shephard

(1999a) and Aguilar and West (2000). They find that with 8 factors, the marginalisation

approach delivers 80-fold efficiency gain. Expecting similar results, we do not compare

sampling efficiency resulted from marginalisation of factors in our model; but instead we

focus on the effect of PGAS-EIS, similar to our simulation study for the univariate SV

model.
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Table 2.4.5: Accuracy Comparisons Of Different Methods Under Different
Datasets

PGAS-EIS
φ σ ρ µ β ζ Λ

sLE sSK .94 [.01] .94 [.01] .98 [.07] .95 [.21] .98 [.28] .85 [3.89] .99 [.11]
sLE aSK .94 [.01] .92 [.01] .96 [.04] .95 [.18] .99 [.35] .91 [5.34] .99 [.13]
aLE sSK .95 [.02] .97 [.02] .99 [.08] .97 [.28] .97 [.24] .88 [3.07] .98 [.09]
aLE aSK .97 [.01] .96 [.02] .99 [.06] .98 [.18] .99 [.26] .95 [4.41] .99 [.12]
nLE nSK .96 [.01] .91 [.02] .95 [.01] .97 [.29] .92 [.08] .82 [4.27] .98 [.06]

MM-MH
sLE sSK .87 [.09] .81 [.02] .91 [.15] .92 [.33] .88 [.38] .73 [9.01] .97 [.24]
sLE aSK .84 [.11] .96 [.02] .97 [.07] .95 [.84] .92 [.67] .67 [11.91] .93 [.34]
aLE sSK .91 [.03] .88 [.01] .89 [.12] .88 [1.11] .93 [.56] .81 [8.49] .98 [.19]
aLE aSK .93 [.03] .92 [.02] .87 [.11] .89 [.78] .91 [.44] .74 [5.76] .97 [.40]
nLE nSK .93 [.16] .90 [.02] .97 [.03] .93 [.27] .95 [.12] .83 [7.63] .99 [.09]

PG-EIS
sLE sSK .93 [.01] .92 [.02] .99 [.08] .94 [.27] .97 [.22] .88 [4.12] .99 [.07]
sLE aSK .96 [.02] .91 [.01] .95 [.09] .94 [.31] .98 [.52] .93 [8.69] .99 [.03]
aLE sSK .91 [.04] .94 [.02] .94 [.10] .96 [.29] .94 [.32] .84 [6.11] .99 [.10]
aLE aSK .97 [.02] .92 [.03] .98 [.06] .97 [.62] .98 [.43] .96 [5.57] .99 [.07]
nLE nSK .97 [.01] .96 [.01] .94 [.03] .93 [.46] .95 [.11] .79 [6.79] .99 [.09]

PGAS-BF
sLE sSK .77 [.19] .64 [.04] .51 [.18] .87 [.57] .78 [.86] .24 [15.04] .86 [.98]
sLE nSK .82 [.14] .77 [.06] .62 [.26] .84 [1.34] .69 [.67] .31 [9.60] .87 [1.64]
nLE sSK .84 [.09] .68 [.05] .41 [.33] .76 [.88] .74 [.93] .24 [11.24] .79 [1.44]
nLE nSK .91 [.10] .81 [.04] .57 [.41] .63 [.76] .84 [.34] .47 [10.07] .85 [.67]
aLE aSK .84 [.12] .83 [.02] .45 [.43] .81 [1.21] .62 [.88] .35 [8.65] .89 [1.27]

Reported are the correlations between posterior means true DGP values under four sampling methods and
different datasets. In the brackets are the sample mean of absolute deviations given.
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Estimation results

Table 2.4.5 summarises the correlation between the posterior means of all parameters and

their DGP values under different samplers and datasets. Also, the mean absolute devia-

tions are reported. Both statistics serve as a metric for accuracy. PGAS-EIS and PG-EIS

are the best that achieve high correlations, and under all datasets PGAS-EIS performs

better than the others with only two correlations below 0.9 and none smaller than 0.8.

The mean absolute deviations given by the two methods are also the smallest among the

four, especially for the d.o.f parameter ζ which is the poorest estimated parameter for all

methods and datasets. It is thus evident that the EIS importance density employed con-

tributes to estimation accuracy. Furthermore, ancestor sampling also improves accuracy

slightly as PGAS-EIS gives a bit smaller mean absolute deviations in most of the cases

than PG-EIS except for ρ under aLE saSK. Both correlation and mean absolute devia-

tion show that MM-MH is outperformed by PG(AS)-EIS. For example, under aLE sSK

MM-MH gives the mean absolute deviation for µ larger than 1, while that is only 0.28

and 0.29 given by PGAS-EIS and PG-EIS.

PGAS-BF is the worst performing estimation method with correlations much lower

and mean absolute deviations much higher than the other three methods. The inaccuracy

of PGAS-BF is likely due to the dimensionality involved12. The factor loadings Λ are the

best estimated ones among all parameters, with EIS related methods showing a correlation

bigger than 0.98. The mean absolute deviations for Λ are also low except for PGAS-BF

under all datasets. This shows the effectiveness of our proposed sampling method for the

factor loadings.

Table 2.4.6 reports the medium of inefficiency factors IE(θ) obtained from the four

methods under aLE aSK. Other datasets show similar results and are thus omitted. It

can be seen that the factor SV model that boils down to n + p univariate SV models

during one MCMC run achieves efficiency that is comparable to univariate cases. IE(φ)

and IE(µ) are the smallest for all methods, but MM-MH produces IE(µ) that is six times

larger than PGAS-EIS. Similar to the univariate case, ancestor sampling contributes to
12It is shown by the asymptotic results in Snyder et al. (2008) and Bickel et al. (2008) that the

inevitable impoverishment of particle quality and the tendency of the particle system to collapse as t
increases in bootstrap filter is due to the number of particles failing to scale exponentially with n. A
direct consequence for this is that PGAS-BF becomes highly inefficient and inaccurate.
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Table 2.4.6: Inefficiency Factor For Parameter Estimates Under aLE aSK

PGAS-EIS MM-MH PG-EIS PGAS-BF
φ8.12 [4.97 14.86] 24.68 [18.94 29.52] 14.69 [10.64 19.48] 18.87 [14.31 22.49]
σ21.33 [8.62 27.53] 124.20 [111.37 134.79] 78.54 [34.73 94.39] 64.61 [48.03 92.59]
ρ 22.74 [18.40 28.69] 107.56 [84.16 147.33] 84.57 [41.58 106.34] 87.53 [55.21 104.46]
µ7.48 [5.97 9.06] 42.48 [37.64 48.76] 16.06 [10.55 23.74] 27.45 [14.62 44.78]
β19.73 [14.82 26.45] 214.78 [149.60 307.43] 117.41 [89.65 134.80] 54.73 [39.06 82.36]
ζ 43.80 [31.69 67.81] 371.81 [256.14 504.26] 108.56 [86.17 134.89] 53.29 [45.88 67.21]
Λ41.43 [24.74 51.12] 37.85 [27.84 48.57] 38.94 [32.50 57.93] 46.28 [37.66 63.18]

The medium of inefficiency factors is reported with 10-th and 90-th percentiles in the bracket.

the efficiency of our MCMC sampler. PGAS-EIS is at least twice as efficient as PG-EIS,

and for β it is more than five times more efficient. Furthermore, the incorporation of EIS

importance density also plays an important role in improving efficiency, if one compares

PGAS-EIS with PGAS-BF. IE(Λ) given by the four methods are however similar, because

all methods marginalise factors when sampling Λ.

To investigate the performance of the proposed Bayesian shrinkage estimator of lever-

age effect and skewness, Table 2.4.7 reports the lowest posterior probability of being zero

when associated DGP values are zero and the highest when the DGP values are not

zero. Firstly, we observe that for all methods considered, there are various degrees of

overshrinkage which is not uncommon for any type of shrinkage estimator due to penalty

assigned to nonzero values. Under sLE sSK, all methods give the highest zero probability

when DGP values are not zero above 0.7, but PG(AS)-EIS give the lowest. Secondly,

both PG(AS)-EIS and MM-MH produce reliable zero probability when parameters are

zero, with the former two slightly outperform the latter. For zero leverage effect and

skewness, PGAS-EIS and PG-EIS are able to deliver posterior probability of being zero

above 0.9, confirming the validity of shrinkage. Lastly, we see that shrinkage used along

with PGAS-BF performs the worst, which is again due to the inaccuracy brought about

by particle impoverishment of bootstrap filter.

Figure 2.4.1 shows correlations between the posterior means of selected factors, SV

series with their inverse gamma mixture components and their DGP values. It is easily

seen that PGAS-BF suffers from inaccuracy. The correlations between many estimated
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Table 2.4.7: Posterior Zero Probability Of Leverage Effect And Skewness

mink P(ρk = 0) where ρDGPk = 0 mink P(βk = 0) where βDGPk = 0
PGAS-EIS MM-MH PG-EIS PGAS-BF PGAS-EIS MM-MH PG-EIS PGAS-BF

sLE sSK 0.91 0.86 0.93 0.56 0.95 0.92 0.95 0.81
sLE aSK 0.94 0.87 0.90 0.66 – – – –
aLE sSK – – – – 0.95 0.94 0.94 0.76
nLE nSK 0.94 0.92 0.90 0.79 0.98 0.96 0.97 0.91

maxk P(ρk = 0) where ρDGPk 6= 0 maxk P(βk = 0) where βDGPk 6= 0
sLE sSK 0.77 0.86 0.76 0.92 0.52 0.74 0.61 0.9
sLE aSK 0.71 0.74 0.81 0.88 0.21 0.22 0.18 0.64
aLE sSK 0.44 0.51 0.46 0.71 0.57 0.68 0.60 0.86
aLE aSK 0.37 0.52 0.41 0.68 0.18 0.21 0.19 0.58

Reported are the lowest or highest posterior probability of leverage effect ρk and skewness parameter βk
being zero for k ∈ A and A ⊂ {1, ..., n + p} such that ρDGPk = 0 (top left section), βDGPk = 0 (top right),
ρDGPk 6= 0 (bottom left) and βDGPk 6= 0. Superscript DGP indicates the corresponding true values. P(.)
denotes posterior probability.
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Figure 2.4.1: Correlations between posterior mean estimate of latent processes and DGP
values. Purple: PGAS-EIS; Blue: MM-MH; Green: PG-EIS; Yellow: PGAS-BF; Top row: the 1st,
3rd, 6th and 8th factor; Middle row: the 2nd and 7th log-volatility process of factors (h), 16th and 45th
log-volatility process of asset-specific processes (l); Bottom row: the 2nd and 7th inverse gamma mixing
components of factors (W ), 16th and 45th inverse gamma mixing components of asset-specific processes
(Q); Columns from the left to the right indicate different simulated datasets.
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Table 2.4.8: PEIS Log-likelihood Evaluation

Dataset Number of particles
100 200 300 500 1000

sLE sSK -1864.79 -1834.26 -1833.68 -1833.27 -1833.34
sLE aSK -1824.61 -1819.57 -1819.24 -1819.66 -1819.29
aLE sSK -1841.27 -1828.03 -1830.86 -1830.94 -1830.62
aLE aSK -1812.46 -1811.74 -1811.09 -1811.42 -1812.00
nLE nSK -1923.95 -1920.53 -1921.81 -1921.86 -1921.44

Reported are average log-likelihood evaluated at posterior mean estimates of hyperparameters using differ-
ent number of particles.

latent processes and their DGP values are lower than 0.5 by this bootstrap filter method.

PGAS-EIS is the best performing method among all datasets, followed by PG-EIS in

most of the cases. This suggests that ancestor sampling adds slight precision resulted

from efficiency gain on top of EIS.

Number of factors

For model selection, we compute marginal likelihood used in Bayes factor via the feasible

IS2 method introduced in section 3. Thanks to Bayesian shrinkage employed in the

proposed model which automates the selection of leverage effect and skewness, there is

much less need to consider various model specifications. We thus focus on the ability of

feasible IS2 to select the correct number of factors.

Table 2.4.8 shows conditional average log-likelihood or posterior ordinate with hyper-

parameters evaluated at their posterior means θ̂, using the modified PEIS method (see

appendix), i.e. 1
T
p̃(y1:T |θ̂). We report evaluations with different number of particles which

provides a guideline as for how many particles are needed for empirical use13. From Table

2.4.8 we see that, the log-likelihood estimates for aLE aSK converge with 100 particles.

For nLE nSK and sLE aSK with the number of particles larger than 200, there is no major

difference in the log-likelihood. For aLE sSK and sLE sSK, more than 300 particles lead

to converged log-likelihood.
13Scharth and Kohn (2016) detail an algorithm to choose the number of particles using PEIS based on

the trade-off of overhead cost for constructing the EIS importance density and the Monte Carlo variance
of log-likelihood. But this procedure becomes prohibitively time-consuming for our high-dimensional
model, we thus use a simple heuristic.
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Table 2.4.9: Frequency(%) Of Bayes Factors With Different Number Of
Factors

sLE sSK DGP: 8 factors
1-3.2 3.2-10 10-100 >100 Total>10

8/6 0 0 0 100.00 100.00
8/7 0 0 0 100.00 100.00
8/9 0 0 3.33 96.67 100.00
8/10 0 0 0 100 100.00

7/6 0 16.67 40.00 43.33 83.33
7/9 0 6.67 56.67 36.67 93.33
7/10 0 3.33 6.67 0.90 96.67

9/6 0 0 0 100.00 100.00
9/10 0 16.67 36.67 46.67 83.33

The choice of range for Bayes factors is according to the Jeffrey’s scale. Frequency distribution is determined
across 30 simulated replications. The leftmost column indicates the comparison between two specifications.
For example, 8/6 corresponds to the Bayes factor of a model with 8 factors against the one with 6 factors.

It is reasonable to believe that the number of particles needed does not change signif-

icantly across different parameter values when one computes the likelihood (Tran et al.,

2014). So when applying IS2 to calculate the marginal likelihood, we use 300 particles for

each draw of parameters. We simulate 30 times to obtain 30 different sLE sSK datasets

with 8 factors as before. Out of the 30 simulated replications, the IC p1 criterion of Bai

and Ng (2002) chooses 8 factors 21 times, and 6, 7, 9, and 10 factors twice, twice, 4 times

and once respectively.

Table 2.4.9 shows the model comparisons based on Bayes factor. The Jeffrey’s scale

suggests decisive evidence in favor of the model with 8 factors against all cases. It can be

concluded that if the true DGP follows sLE sSK, Bayes factor based on the feasible IS2

method of computing marginal likelihood is more convincing than the criteria of Bai and

Ng (2002). Furthermore, we emphasize that the proposed feasible IS2 procedure is much

more easy to implement than the reduced MCMC run method in Chib and Greenberg

(1994) and Chib et al. (2006).
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2.5 Empirical study

In this section, we provide an application using our proposed high-dimensional factor SV

model with the PGAS-EIS estimation method, followed by an exercise on forecasting the

covariance matrix used in dynamic portfolio management.

2.5.1 Data

The dataset we use has 80 weekly equity returns from the S&P100 index14. It covers peri-

ods including the 1998 Asian crisis, the 2000 dot-com bubble, the 2008 U.S. financial crisis

and the 2012 European debt crisis with a total data length of T = 1095 trading weeks.

Model is formulated as in (2.15). According to Bai and Ng (2002), both IC p1 and IC p2

suggest 4 factors while IC p3 suggests 6. Based on the feasible IS2 marginal likelihood

criterion we choose four factors, supporting the former two non-Bayesian criteria.

2.5.2 Estimation results

Figure 2.5.1 shows the posterior mean estimates of the loadings on the four factors with

associated standard deviations. The first observation is that most loadings tend to have

positive sign with similar magnitudes, which can be interpreted as individual asset’s sen-

sitivity to market movement measured by the extracted factor. For the 2nd and 4th

factor, we notice that many loadings are close to zero with distinct exceptions, suggesting

that the drivers for these two factors may come from a few asset returns in the index

composition15.

Table 2.5.1 summarises the sample mean and standard deviation of posterior statistics

(among the 84 estimates) of autoregressive coefficient φ, volatility of volatility σ, uncon-

ditional mean µ and the d.o.f. parameter ζ. Mean of φ is 0.97 with quite small standard

deviation, which indicates most of log-volatility processes are quite persistent. We find

that only 5 assets with φli smaller than 0.9, and 21 assets smaller than 0.95. The sam-

14The 20 stocks in the index composition that are not chosen have too short trading history. We use
weekly data as in Chib et al. (2006); also, portfolio rebalancing becomes too expensive if it is on a daily
basis due to commission and transaction cost.

15Notice that factor models are identified up to a rotation, so sparsity of factor loadings does not
necessarily imply a lack of systematic content for these factors.

https://en.wikipedia.org/wiki/S%26P_100
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Figure 2.5.1: Posterior means of the factor loadings Λ. From top to bottom are estimated
loadings on the 1st, 2nd, 3rd and 4th factors.

ple skewness of φ, σ and ζ is most likely due to the parameter transformation applied,

but their large standard deviations, except for the skewness of σ’s suggest quite different

posterior distributions of these hyperparameters across 84 estimates.

Table 2.5.2 reports some statistics summarising the inefficiency factors obtained using

the proposed PGAS-EIS algorithm including minimum, maximum and interquartile range

(IQR). It can be concluded that PGAS-EIS is a highly efficient Bayesian sampler for the

factor SV model which is capable of delivering smaller than 20 IE(φ) and IE(µ) under

Table 2.5.1: Summary Of Posterior Statistics

Mean and standard deviation of posterior
mean s.t.d. C.I. lb C.I. ub skewness

φ 0.971 (0.033) 0.007 (0.004) 0.962 (0.037) 0.977 (0.033) -0.536 (0.279)
σ 0.197 (0.095) 0.019 (0.010) 0.184 (0.082) 0.209 (0.091) 0.082 (0.017)
µ -7.578 (0.454) 0.328 (0.109) -7.670 (0.468) -7.308 (0.449) -0.404 (0.396)
ζ 28.885 (1.603) 5.436 (0.371) 24.265 (1.489) 31.434 (1.708) 0.409 (0.169)

The table shows the mean of 84 posterior means, standard deviations, lower bound (lb) and upper bound
(ub) of 95% credible interval, and skewness obtained from the posterior samples with associated sample
standard deviations.
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Table 2.5.2: Summary of Inefficiency Factor

statistics Parameters
φ σ µ ζ Λ1 Λ2 Λ3 Λ4

medium 11.32 27.79 6.35 67.24 14.86 45.24 33.64 69.70
min 5.67 22.37 3.77 32.85 8.94 25.53 21.71 42.57
max 21.27 52.46 13.38 94.21 19.63 87.04 50.38 108.67
IQR 13.68 30.56 8.10 47.16 6.34 51.90 18.66 57.83

Based on 84 estimates for each parameter, the table shows the summary of inefficiency factors delivered by
the proposed EIS-PGAS algorithm. Λj stands for the loadings on the j-th factor. IQR is the interquartile
range.

such a complex model structure16. This is also supported by the tight IQR of IE’s. IE(ζ)

tends to be larger than the previous three parameters, similar to the case of the univariate

model. The last four columns show the inefficiency factor of loadings on the four factors.

Compared to IE(Λ2) and IE(Λ4), the tighter IQR of IE(Λ1) and IE(Λ3) may be caused

by many near-zero loadings on the 2nd and 4th factor, as seen in Figure 2.5.1.

Figure 2.5.2 illustrates the shrinkage posterior estimate of ρ and β, sorted in ascending

order. The left and middle panel show that both leverage effect and asymmetry carry

some systematic content. The nonzero leverage effects of the 1st and 4th factor are

shared by all assets, whereas the 2nd factor contributes the most across assets in terms

of asymmetry. Asymmetry from the second factor contributes the most to the observed

return asymmetry for individual assets. It is easy to see that apart from the factor

leverage effect, some asset-specific ones are still present. This is seen by the right panel

which shows that many asset-specific leverage effects have a posterior probability of being

zero smaller than 0.8, which is quite different from asymmetry.

The left panel of Figure 2.5.3 illustrates the posterior mean estimate of SV associated

with the 1st and 4th factor. The volatility of the 4th factor is extremely high in 2008,

suggesting its role as a crisis factor. The middle panel shows SV associated with three

16Small inefficiency factor itself does not suggest efficiency. One can always increase lengthen the
Markov chain and select posterior samples that yield low autocorrelation. Notwithstanding, we see from
the simulation study that the inefficiency factors from the factor SV model are comparable to those from
the univariate SV model.
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Figure 2.5.2: Posterior estimate of ρ and β. Left and middle: posterior estimate of ρ and β,
respectively with 90% credible interval; Right: posterior zero probability of β against that of ρ. Coloured
dots indicate the parameters corresponding to four factors.

randomly associated, which is computed via

σ̂i,t =
( 4∑
j=1

Λ̂2
ij exp(ĥj,t) + exp(l̂i,t)

) 1
2 ,

where i ∈ {1, ..., 80} indexes the asset. That the three volatility series behave very

differently highlights the room for modelling asset-specific SVs on top of factor ones which

is consequential in forecasting covariance matrix of a portfolio. The right panel shows the

implied time-varying correlations among the three assets, calculated as

Ĉorrij,t =
∑4
k=1 Λ̂ikΛ̂jk exp(ĥk,t)

σ̂i,tσ̂j,t
.

During the financial crisis the assets tend to co-move with one of the three correlations

shooting up to over 0.4. Yet we have to notice that outside the crisis period, correlations

behave distinctively; therefore models with equicorrelation may not be an optimal choice

in such a case.

The extracted factors are model-based, so one may be interested in their relationship

with market indicators such as the classic Fama-French factors (Fama and French, 1993).

To examine this, we run a simple linear regression of the filtered estimate of our model-

based factors on the Fama-French factors, i.e. Rm-Rf, SMB, and HML during the same

sample period. We find that the variation of Rm-Rf, SMB and HML is mostly explained

by the 2nd, 1st and 3rd factor, respectively. We should however, keep in mind that the
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Figure 2.5.3: Posterior estimate of stochastic volatility and time-varying correlations. Left:
SV associated with the 1st and 4th factor; Middle: SV associated with three randomly chosen assets;
Right: Implied time-varying correlations.

model-based factors are identified up to a rotation; so if one has a different identification

scheme for the factor model, the correspondence of extracted factors to the Fama-French

ones will change.

2.5.3 Dynamic portfolio management

We compare our model with five factor models in literature in terms of VaR evaluation and

portfolio performance under both one-week and two-week rebalancing dynamics. Besides

the U.S. portfolio, we also consider an Australian portfolio containing 41 assets from

components of S&P ASX 50 index. A rolling window exercise of size T = 600 is carried out

with S = 495 out-of-sample periods. Throughout the following, our model is abbreviated

by HFSV.

Design and alternative models

HFSV is compared to competing factor models in literature, because factor structure is

viable for dimensionality reduction.

The first model is the multivariate stochastic volatility model (MSV) of Chib et al.

(2006). The second model is the same model but augmented with stochastic jumps (MSV-

J). MSV-J is formulated as

yt = Λft +Ktqt + ut,

where each factor fj,t is modelled by a standard Gaussian SV model. The asset-specific
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ui,t is modelled Student’s-t SV model. Kt records jump size at time t with Bernoulli jump

variable qi,t. We also use PGAS-EIS procedure to estimate this model.

The third model, denoted by CKL, is the factor model of Chan et al. (1999) given by

yt = Λft + ut

Ωt = ΛVtΛ′ + Ut,

where ft is a vector of constructed (thus observed) factors, which in this exercise contains

the three Fama-French factors17, i.e. ft = ((Rm-Rf)t, SMBt,HMLt)′. The covariance

matrix Vt is computed by rolling-windows and, Ut is the sample covariance matrix of

residuals from asset-by-asset regressions.

The fourth model is the dynamic factor multivariate GARCH (DFMG) model of Santos

and Moura (2014) which also uses constructed factors and given by

yt = Λtft + ut

Ωt = ΛtVtΛ′t + Ut,

λk,t+1 = λk,t + ηt,

where λk,t is the k-th element of vec(Λt), k = 1, ..., p× n. Vt and Ut are diagonal matrix

with each element evolving according to a standard GARCH dynamics. Vt and Utare

found by fitting GARCH to factors and regression residuals. Conditional on Vt and Ut,

vec(Λt) for all t is obtained via Kalman filter.

The last model we consider is the factor copula (FCO) model of Oh and Patton

(2017b). This model provides a novel way of modelling high-dimensional data and allows

for separate modelling of marginals (assets) and dependence structure (factors). Readers

may refer to the original paper for a detailed description. We choose GARCH marginals

and a copula implied by Gaussian bifactor model.

We consider a dynamic minimum-variance portfolio (MVP) problem. Rebalancing

decision is based on forecast of portfolio’s conditional covariance matrix. The MVP de-

17The three factors for the U.S. portfolio is readily downloadable. We construct those for the Australian
portfolio based on definitions in Fama and French (1993), but only with the 41 assets in our sample.
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termines the n-dimensional vector of weights ωt+h|t at time t to rebalance at time t + h

such that

ωt+h|t = arg min
ω
ω′Ωt+h|tω, subject to ω′ = 1,

where  is a vector of ones. The solution of this MVP problem is given by

ωt+h|t =
Ω−1
t+h|t

′Ω−1
t+h|t

.

In HFSV, MSV and MSV-J, Ωt+h|t is obtained via particle filtering discussed in the ap-

pendix 18. In CKL, Ωt+h|t is simply set to be equal to Ωt. For DFMG and FCO, it is

straightforward to use a GARCH type recursive algorithm to compute Ωt+h|t.

VaR and portfolio performance

One firstly investigate the one-period ahead forecast of portfolio VaR under the dynamic

MVP rebalancing scheme, or V aRp,t+1|t. Provided ωt+1|t, the one-step ahead VaR at α%

level is given by

V aRp,t+1|t(α) =
√
ω′t+1|tΩt+1|tωt+1|tF

−1
yp,t+1|t

(α),

where F−1
yp,t+1|t

(α) is the α-th percentile of the predictive distribution function of the port-

folio, i.e. yp,t+1|t = ω′t+1|tyt+1|t. In HFSV, MSV and MSV-J, the distribution function of

yt+1|t can be readily approximated by the particle system at time t (see the appendix).

In other models, the predictive density can derived similar to GARCH type models.

Define the following binary sequence It

It =


1 if ω′t+1|tyt+1 < V aRp,t+1|t

0 if ω′t+1|tyt+1 ≥ V aRp,t+1|t

,

where It = 1 means hits or exceptions. Well-behaved VaR estimate means that the se-

quence It should have correct unconditional coverage ratio, i.e. E(It) = α. A likelihood

ratio (LR) test based on the hit rate (HR) 1
T

∑T
t=1 It can be constructed for the uncondi-

tional coverage. As in Christoffersen (1998), the test statistic LRuc for testing uncondi-

18The sampler for MSV-J takes one extra step to draw Kt and qt. See Chib et al. (2006) for details.
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Table 2.5.3: Quality Of VaR Estimates For The U.S. Portfolio

S&P 100 α=0.01 α=0.05
HR LRuc LRind LRcc HR LRuc LRind LRcc

HFSV 0.011 0.71 0.75 0.89 0.051 0.86 0.20 0.43
MSV 0.017 0.13 0.68 0.30 0.046 0.71 0.46 0.71
MSV-J 0.012 0.69 0.37 0.62 0.051 0.86 0.87 0.97
CKL 0.019 0.07 0.27 0.10 0.084 0.00 0.07 0.00
DFMG 0.023 0.01 0.62 0.02 0.121 0.00 0.12 0.00
FCO 0.009 0.70 0.23 0.45 0.058 0.36 0.34 0.42

The table shows p-values of coverage ratio tests for the U.S. portfolio. Portfolio weights are updated weekly
based on one-step ahead forecast of covariance matrix. α is the nominal level of VaR. Shaded cells indicate
rejection of coverage ratio test at 10% significance level.

Table 2.5.4: Quality Of VaR Estimates For The Australian Portfolio

ASX 50 α=0.01 α=0.05
HR LRuc LRind LRcc HR LRuc LRind LRcc

HFSV 0.014 0.44 0.24 0.37 0.051 0.86 0.37 0.66
MSV 0.015 0.25 0.51 0.42 0.054 0.72 0.46 0.71
MSV-J 0.012 0.69 0.36 0.61 0.048 0.85 0.21 0.45
CKL 0.014 0.44 0.48 0.58 0.036 0.12 0.08 0.06
DFMG 0.018 0.07 0.09 0.04 0.079 0.00 0.12 0.00
FCO 0.009 0.73 0.11 0.26 0.053 0.71 0.20 0.41

The table shows p-values of coverage ratio tests for the Australian portfolio. Also see descriptions of Table
2.5.3.

tional coverage and LRind for serial independence can be constructed using It and they

are both asymptotically χ2(1)-distributed. The combined statistic LRcc = LRuc + LRind

for testing conditional coverage is asymptotically χ2(2)-distributed.

Table 2.5.3 and 2.5.4 report the p-values of LR tests for the U.S. and Australian

portfolio with shaded cells indicating rejection at 10% significance level. Comparing HR’s

given by different models, HFSV is the most accurate in estimating VaR, except for the

case of Australian portfolio targeting 1% nominal level. MSV is always less accurate than

MSV-J, highlighting the need for modelling heavy-tailed events. FCO also estimates VaR

well, perhaps with the exception of the U.S. portfolio targeting 5% nominal level, though

test results do not reject its validity.

Interestingly, all shaded cells come from either CKL or DFMG, both using constructed
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or observed factors. We conjecture this has to do with factors as proxies that may average

out important local information regarding market movements. As a result, the quality of

forecast deteriorates when a certain number of assets deviate from factors. Additionally,

HFSV is the only model with asymmetry, leverage effect and heavy tails in factors which

are believed to influence covariance matrix forecast and thus HR.

We also consider portfolio performance measured Sharpe ratio (SR) and information

ratio (IR). SR measures risk-adjusted return. A portfolio that is rebalanced every h

periods has

SR(h) = µ̂(h)
σ̂(h) , where µ̂(h) = 1

S − h

S−h∑
s=1

ω′T+s+h|T+syT+s+h,

σ̂2(h) = 1
S − h

S−h∑
s=1

(
ω′T+s+h|T+syT+s+h − µ̂(h)

)2
.

IR measures how much excess return can be generated from the amount of excess risk

relative to a chosen benchmark. Here we choose S&P 100 and ASX 50 index return. The

IR is given by

IR(h) = µ̃(h)
σ̃(h) , where µ̃(h) = 1

S − h

S−h∑
s=1

ω′T+s+h|T+s(yT+s+h − µB,T+s+h),

σ̃2(h) = 1
S − h

S−h∑
s=1

(
ω′T+s+h|T+s(yT+s+h − µB,T+s+h)− µ̃(h)

)2
,

where µB,t is the benchmark return at time t.

Model comparisons are based on portfolio average weekly return, variance, SR and IR

across out-of-sample periods. Table 2.5.5 shows that for the U.S. portfolio the equally

weighted portfolio gives the highest variance and the lowest mean return. This would

suggest that the equally weighted portfolio is inefficiently managed and locates inside

the conditional efficient frontier and in the bottom area of the conditional feasible set19.

This is in contrast to the Australian portfolio summarised in Table 2.5.6. Among all

models, HSFV delivers the lowest portfolio return variance, and it is the only model

achieving mean return higher than the equally weighted portfolio under both weekly and

19The efficient frontier and feasible set are conditional because the mean and covariance matrix of asset
returns are conditional forecasts.



46 2.5. EMPIRICAL STUDY

Table 2.5.5: The U.S. Minimum Variance Portfolio Performance

S&P 100 h=1 h=2
µ̂× 102 σ̂2 × 104 SR IR µ̂× 102 σ̂2 × 104 SR IR

EquWgt 0.150 7.385 0.055 0.041 0.152 7.398 0.056 0.043
HFSV 0.205 2.301 0.135 0.033 0.188 2.241 0.126 0.046
MSV 0.187 2.462 0.119 0.036 0.174 2.520 0.110 0.051
MSV-J 0.183 2.209 0.123 0.052 0.186 2.534 0.117 0.032
CKL 0.146 4.671 0.068 0.020 0.160 4.215 0.078 0.016
DFMG 0.155 5.205 0.068 0.037 0.175 4.813 0.080 0.022
FCO 0.174 2.911 0.102 0.033 0.203 3.116 0.115 0.040

The table shows the average weekly MVP returns and variances for the U.S. portfolio under different mod-
els. EquWgt denotes an equally weighted portfolio. Shaded cells indicate the best performer with the highest
average mean return, lowest average variance, highest average Sharpe ratio, or highest average information
ratio.

Table 2.5.6: The Australian Minimum Variance Portfolio Performance

ASX 50 h=1 h=2
µ̂× 102 σ̂2 × 104 SR IR µ̂× 102 σ̂2 × 104 SR IR

EquWgt -0.128 6.077 -0.052 -0.162 -0.130 6.084 -0.053 -0.161
HFSV -0.086 2.164 -0.063 0.119 -0.106 2.043 -0.057 0.126
MSV -0.147 2.283 -0.097 0.124 -0.134 2.764 -0.081 0.101
MSV-J -0.132 2.280 -0.087 0.094 -0.177 2.655 -0.109 0.025
CKL -0.115 4.455 -0.055 -0.174 -0.127 4.860 -0.058 -0.153
DFMG -0.190 3.037 -0.109 -0.099 -0.194 3.675 -0.101 -0.231
FCO -0.180 2.634 -0.111 0.028 -0.146 2.648 -0.090 0.062

The table shows the MVP performance for the Australian portfolio. Also see descriptions of Table 2.5.5.

biweekly rebalancing. For the U.S. portfolio rebalanced weekly, HFSV delivers the second

lowest variance, slightly higher than MSV-J. Under biweekly rebalancing however, the

latter becomes bigger. Another observation is that the return variances clearly fall in two

groups. The first includes HFSV, MSV, MSV-J and FCO, whose factors are model based.

The second, showing larger variance, includes CKL and DFMG, which uses constructed

factors. This indicates that the conditional efficient frontier implied by the first group lies

to the left of the second group.

Importantly, HFSV delivers the highest SR for the U.S. portfolio under both rebal-

ancing policies. Although the U.S. portfolio managed using HFSV compensates investors
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the most for the risk taken, the Australian portfolio rebalanced biweekly suggests the

superior performance of HFSV in relation to the risks investors choose to deviate from

the benchmark, i.e. high IR. Yet for the U.S. portfolio, MSV and MSV-J model give the

highest IR, followed by HFSV. FCO produces moderately-performing SR, but its devia-

tion from the benchmark fluctuates more, making its IR lower than other models with

unobserved factors. One should notice that because the choice of benchmark is subjective

and influences the calculation of IR, a low IR should not be seen as decisive evidence

of poor model performance. A final remark is that SR and IR are low because we only

consider MVP. Should a certain degree of risk is allowed and a certain return is required,

both can increase.

2.6 Conclusion

We propose a high-dimensional factor stochastic volatility model with leverage effect using

the generalised hyperbolic skew Student’s t-error to address asymmetry and heavy tails

of equity returns. The model is shown to be flexible enough to distinguish asset-specific

mean and volatility dynamics from common factors. With shrinkage technique, the model

helps answer the question whether leverage effect and return asymmetry are systematic

or idiosyncratic. Efficient Bayesian estimation procedures to sample hyperparameters,

unobserved volatility processes and to compute marginal likelihood are developed and

tested through Monte Carlo study. We apply our model to a U.S. portfolio with 80

assets, and find that return asymmetry is a systematic phenomenon. Lastly, applying

the proposed model to the U.S. portfolio and another Australian portfolio we show that

the estimation of VaR and portfolio performance under a dynamic minimum variance

rebalancing scheme outperform other factor models in some aspects.
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Appendices

The leverage effect multiplier

The leverage effect for the univariate SV model (2.1) is Corr(νt, ηt) = Cov(νt, ηt)/
√

Var(νt)Var(ηt),

where the numerator

Cov(νt, ηt) = E(
√
Wt)ρσ.

Since Wt ∼ IG( ζ2 ,
ζ
2), 1

ζ
Wt is IG( ζ2 ,

1
2)-distributed or Inv − χ2(ζ) distributed. Let W̃t =

√
Wt, we have 1

ζ
W̃ 2
t ∼ Inv − χ2(ζ) with Jacobian 2

ζ
W̃t. It follows that

E(W̃t) =
∫ ∞

0

2
ζ
W̃ 2
t

2−ζ/2
Γ(ζ/2)ζ

2
ζ+2 W̃

−(ζ+2)
t exp( −ζ

2W̃ 2
t

)dW̃t

= 1√
ζ
W̃t

∫ ∞
0

1
2ζ/2−1Γ(ζ/2)

(
1√
ζ
W̃t

)−ζ−1

exp(−1
2

1√
ζ
W̃t)−2dW̃t

=
√
ζ

2ζ/2−1Γ(ζ/2)

∫ ∞
0

y−ζ exp( 1
−2y2 )dy

=
√
ζ

2ζ/2−1Γ(ζ/2)

∫ ∞
0

2ζ/2−3/2zζ/2−1 exp(−z)dz

=
√
ζΓ
(
(ζ − 1)/2

)
√

2Γ(ζ/2)
,

where we use substitution y ≡ 1√
ζ
W̃t and z ≡ 1

2y
−2. In the denominator, the variance of

the generalised hyperbolic skew Student’s t-distributed error νt is given by Aas and Haff

(2006) (in their parametrisation δ2 and v are both equivalent to our ζ), i.e.

Var(νt) = 2β2ζ2

(ζ − 2)2(ζ − 4) + ζ

ζ − 2 .

With these quantities, the unconditional leverage effect multiplier can be shown to be to

one given in Section 2.1.
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Sampling of hyperparameters for the univariate SV model

(i). Sampling autoregressive coefficient φ. Given the rest, the conditional posterior distri-

bution is

π(φ|·) ∝ π0(φ)
√

1− φ2 exp
{
−(1− φ2)h̄2

1
2σ2 −

T−1∑
t=1

(h̄t+1 − φh̄t − ρσε̄t)2

2σ2(1− ρ2)

}

∝ π0(φ)
√

1− φ2 exp
{
−(φ− µφ)2

2σ2
φ

}
,

where h̄t = ht − µ and

µφ =
∑T−1
t=1 (h̄t+1 − σρε̄t)h̄t
ρ2h̄2

1 +∑T−1
t=2 h̄

2
t

, σ2
φ = σ2(1− ρ2)

ρ2h̄2
1 +∑T−1

t=2 h̄
2
t

.

Metropolis-Hastings (MH) algorithm is employed to sample from the above posterior. We

draw a candidate φ∗ from N(µφ, σ2
φ) truncated within (−1, 1) to ensure stationarity. The

candidate is accepted with probability

min

π0(φ∗)
√

1− φ∗2

π0(φ)
√

1− φ2 , 1

 .

(i). Sampling unconditional mean µ of ht. Let the prior distribution of the unconditional

mean µ be N(µ0, v
2
µ). The conditional posterior distribution is given by

π(µ|�) ∝ exp
{
−(µ− µ0)2

2v2
µ

− (1− φ2)h̄2
1

2σ2 −
T−1∑
t=1

(h̄t+1 − φh̄t − ρσε̄t)2

2σ2(1− ρ2)

}
.

We can generate a new draw µ|� ∼ N(µµ, σ2
µ) with

σ2
µ =

{
1
v2
µ

+ (1− ρ2)(1− φ2) + (T − 1)(1− φ)2

σ2(1− ρ2)

}−1

,

µµ = σ2
µ

{
µ0

v2
µ

+ (1− ρ2)(1− φ2)h1 + (1− φ)∑T−1
t=1 (ht+1 − φht − ρσε̄t)

σ2(1− ρ2)

}
.

(iii). Sampling skewness parameter β. Let the prior distribution of the skewness parameter
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β be N(β0, v
2
β). Denoting W̄t = Wt − ζ

ζ−2 , the conditional posterior distribution follows

π(β|�) ∝ exp

−(β − β0)2

2v2
β

−
T∑
t=1

(yt − βW̄te
ht
2 )2

2Wteht
−

T−1∑
t=1

(h̄t+1 − φh̄t − ρσ(yte
−ht

2 − βW̄t)/
√
Wt)2

2σ2(1− ρ2)

 ,
from which a new draw β|� ∼ N(µβ, σ2

β) can be generated with

σ2
β =

{
1
v2
β

+ 1
1− ρ2

T−1∑
t=1

W̄ 2
t

Wt

+ W̄ 2
T

WT

}−1

,

µβ = σ2
β

{
β0

v2
β

+ 1
1− ρ2

T−1∑
t=1

ytW̄t

Wte
ht
2

+
T−1∑
t=1

(h̄t+1 − φh̄t)ρW̄t

σ(1− ρ2)
√
Wt

}
.

(iv). Sampling Wt d.o.f parameter ζ. A Gamma prior π0(ζ) ≡ G(sζ , rζ) is used for the

d.o.f parameter of the mixture process Wt. The conditional posterior distribution of ζ

involves the full joint likelihood which follows

π(ζ|�) ∝ π0(ζ)
T∏
t=1

IG(Wt;
ζ

2 ,
ζ

2) exp
{
−

T∑
t=1

(yt − βW̄te
ht/2)2

2Wteht
−

T−1∑
t=1

(h̄t+1 − φht − ρσε̄t)2

2σ2(1− ρ2)

}
.

MH algorithm is used to draw δ = log(ζ − 4), based on a normal approximation of the

logarithm of transformed posterior density function log π̃(δ|�) whose mode and the second

derivative around the model are µδ and σ2
δ , respectively. The draw is accepted with

probability

min
{
π(ζ∗|�)N(δ;µδ,−σ−2

δ ) exp(ζ)
π(ζ|�)N(δ∗;µδ,−σ−2

δ ) exp(ζ∗)
, 1
}
.

Sampling of loadings

MH algorithm based on Laplace approximation and multivariate Student’s t-proposal dis-

tribution with arbitrarily chosen degrees of freedom v is used to sample the factor loading

matrix Λ in the factor SV model. To find the mode, we propose to use Hessian-free opti-

misation routine such as L-BFGS and quasi-Newton method, based on the following score

function ∂l(y1:T |Λ)/∂Λij = ∑T
t=1 ∂lt(yt|Λ)/∂λij with λij denoting the ij-th free element of
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Λ and

∂lt(yt|Λ)
∂λij

=− 1
2

{
∂ log |Ωt|
∂λij

+ ∂

∂λij

(
ỹ′tΩ−1

t ỹt − 2ỹ′tΩ−1
t ΛFt + F ′tΛ′Ω−1

t ΛFt
)}

=− tr
(

Ω−1
t ΛVt

∂Λ′
∂λij

)
+ ỹ′tΩ−1

t

∂Λ
∂λij

VtΛ′Ω−1
t ỹt + ỹ′tΩ−1

t

∂Λ
∂λij

(Ip − 2VtΛ′Ω−1
t Λ)Ft

+ F ′t

(
Λ′Ω−1

t

∂Λ
∂λij

VtΛ′Ω−1
t Λ− 1

2( ∂Λ′
∂λij

Ω−1
t Λ + Λ′Ω−1

t

∂Λ
∂λij

)
)
Ft,

where Ω−1
t = U−1

t − U−1
t Λ(V −1

t + Λ′U−1
t Λ)−1Λ′U−1

t . After some convergence criterion is

met, we compute the inverse of observed information matrix, i.e. ΣΛ = (G(µΛ)G(µΛ)′)−1

where G(µΛ) is the gradient matrix whose t-th column equals vec({∂lt(ỹt|Λ)/∂λij}i,j)

with i, j running through all free elements of Λ. Then a candidate draw vec(Λ∗) can be

generated from the proposal with acceptance probability

min
{
π0(vec(Λ∗)) exp(l(y1:T |Λ∗))T (vec(Λ);µΛ,ΣΛ, v)
π0(vec(Λ)) exp(l(y1:T |Λ))T (vec(Λ∗);µΛ,ΣΛ, v) , 1

}
.

PEIS and IS2 details

In the following, we slightly abuse the use of notations. PEIS finds an unbiased estimate

for the likelihood function p(y1:T |θ) = p(y1|θ)
∏T
t=2 p(yt|y1:t−1, θ) by propagating the par-

ticle system with forward weights resampling (Shephard and Pitt 1997 and Scharth and

Kohn 2016). Suppose at time t, one has the particle system {xi1:t, ω
i
t}Mi=1, where

xit = {{hij,t}
p
j=1, {W i

j,t}
p
j=1, {lik,t}nk=1, {Qi

k,t}nk=1}.

Suppressing the dependence on θs which is a specific draw from the posterior sample of

θ, the forward weights are calculated according to

−→ω i
t = ωit

χq(xit; δst+1)
χp(xit−1; yt−1) , i = 1, ...,M,

where ωit is the normalised weight ωit = ωit/
∑M
i=1 ω

i
t. χq(xit; δst+1) is the integration constant

of the importance density q(xit+1|xit, y1:T ), the product of n+ p individual EIS importance

densities with parameters δst+1 with kernel kq(xit+1, x
i
t; δst+1); whereas χp(xit−1; yt−1) is the
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integration constant of the transition density p(xt|xit−1, yt−1). Next, with the normalised

forward weights
−→ω

i

t =
−→ω i

t∑M
j=1
−→ω j

t

,

one calculates the effective sample size ESS = 1/∑M
i=1(−→ω

i

t)2. If ESS drops below a

predetermined threshold, resampling is applied to M particles {xit}Mi=1 with probability

{−→ω
i

t}Mi=1, and all normalised weights ωit are set to be 1/M for i = 1, ...,M . At time t+1, M

new particles {xit+1}Mi=1 need to be generated from the importance density q(xt+1|xit, y1:T ),

which requires M draws from n+ p individual importance densities with each as in (2.8).

To do this, we have to recover the factor process, which is needed to propagate the SV

processes due to the presence of leverage effects. We take the conditional posterior mean

of the factor process, i.e.

f it = (Λ′(U i
t )−1Λ + (V i

t )−1)−1(Λ′(U i
t )−1ỹit + (V i

t )−1F i
t ), (2.24)

where ỹtt, F i
t , V i

t and U i
t are as in (2.16). The idiosyncratic noise is thus

uit = yt − Λf it .

With both f it and uit, leverage effect can be accounted for. For example, hij,t+1 for i =

1, ...,M can be obtained by

hij,t+1 = µfj(1− φfj) + φfjhij,t + ρfjσfj

W i
j,t

(f ij,t − αfj − βfjW i
j,t) +

√
1− ρfj 2

σfjη∗j,t
i,

with η∗j,t
i ∼ N(0, 1) for j = 1, ..., p. Other latent processes propagate similarly20. Once

the prorogation of all particles is finished, the importance weights are recalculated as

ωit+1 =


ωit × p(yt+1|xit+1)p(xit+1|xit, yt)/kq(xit+1, x

i
t; δt+1), if resampling

ωit × p(yt+1|xit+1)p(xit+1|xit, yt)/q(xit+1|xit, y1:T ), otherwise.

20Antithetic variables are used to reduce Monte Carlo noise during particle propagation. In particular,
pairs of perfectly negatively correlated Gaussian variables are generated for all SV processes (Durbin and
Koopman 2000 and Scharth and Kohn 2016), and pairs of inverse gamma variables are generated using
a Gaussian copula with perfect negative correlation.
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The last step at time t is to record the estimate of the likelihood contribution via

p̃(yt+1|y1:t) =


(∑M

i=1
−→ω i

t)(
∑M
i=1 ω

i
t+1), if resampling∑M

i=1 ω
i
t+1, otherwise.

Once the propagation of particle system reaches time T , the unbiased estimate of likeli-

hood is simply given by p̃(y1:T |θ) = p̃(y1|θ)
∏T
t=2 p̃(yt|y1:t−1, θ) with obvious modification

to p̃(y1|θ).

Forecasting and filtering

Keeping θ at some posterior estimate, at time T the particles {xkT}Kk=1 with normalised

weights {ωkT}Kk=1 are propagated 1-period forward based on their transition dynamics.

The 1-period ahead forecast ẏT+1 is given by ẏT+1 = ∑K
k=1 ω

k
T ŷ

k
T+1, where for k = 1, ..., K,

ŷkT+1 is imputed from

ŷkT+1 ∼ N(ỹkT+1 + ΛF k
T+1,Ωk

T+1), Ωk
T+1 = ΛV k

T+1Λ′ + Uk
T+1.

S-period ahead forecast ẏT+S can be obtained similarly. The predicted total return over

S periods ∑S
s=1 ẏT+s thus follows a mixture Gaussian distribution

S∑
s=1

ẏT+s ∼
K∑
k=1

ωkTN(
S∑
s=1

ỹkT+s + ΛF k
T+s,

S∑
s=1

Ωk
T+s).

The above can be used to estimate moments of returns over S periods which are essential

for portfolio management, and also for other statistics such as tail index and VaR.

The filtered mean return and covariance matrix are

µt|t−1 = E(yt|y1:t−1, θ), Ωt|t−1 = E(Ωt|y1:t−1, θ),

which can be estimated by

µ̂t|t−1 =
K∑
k=1

ωkt−1(ỹkt + ΛF k
t ), Ω̂t|t−1 =

K∑
k=1

ωkt−1Ωk
t ,



54 2.6. CONCLUSION

where Ωk
t = ΛV k

t Λ′ + Uk
t and {ωkt−1}Kk=1 are the normalised weights pertaining to the

particle system at time t− 1. Chib et al. (2006) express the filtered correlation as

Rt|t−1 = E(Υt|y1:t−1, θ).

Υt is thus the conditional correlation matrix for yt|{hj,t}pj=1, {Wj,t}pj=1, {li,t}ni=1, {Qi,t}ni=1,

or

Υt = D(Ωt)−
1
2 ΩtD(Ωt)−

1
2 ,

where D(Σ) denotes the matrix with diagonal elements equal to those of Σ and zero

off-diagonal elements. So Rt|t−1 can be estimated by

R̂t|t−1 =
K∑
k=1

ωkt−1Υk
t =

K∑
k=1

ωkt−1D(Ωk
t )−

1
2 Ωk

tD(Ωk
t )−

1
2 .



Chapter 3

Unobserved components with

stochastic volatility in U.S. inflation:

Estimation and signal extraction

3.1 Introduction

Unobserved components (UC) models have gained increasing popularity in applied macroe-

conomics (e.g., Campbell and Mankiw, 1987; Harvey, 1990). It decomposes a time series

of interest into a nontationary or permanent and, a stationary or transitory component,

such as trend growth and output gap. Though UC models take stochastic mean into

account, a voluminous literature has emphasised the importance of accommodating time-

varying volatility for inflation modelling. One way to allow for time-varying volatility is

via the stochastic volatility (SV) model (e.g., Taylor, 1994; Kim et al., 1998). Since the

seminal work of Stock and Watson (2007) and Stock and Watson (2008) which propose

a local level model with SV to understand episodic performances of many inflation fore-

casting models, there has been a surge of interest in unobserved components models with

stochastic volatility (UCSV).

A unique feature of UCSV models is that SV in both the permanent and the transitory

components are modelled. Stock and Watson (2007) incorporate SV in the random walk

trend inflation and, SV in the transitory shocks. Shephard (2015) develops a life span
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process for inflation based on this model and shows it measures the stochastic persistence

of inflation. Chan (2013) compares variants of UCSV models that allow persistence in

the transitory component. Allowing ARMA components in UC and UCSV models such

as in Harvey (2011), Kim et al. (2014), Mertens and Nason (2017) and Cecchetti et al.

(2017) has also shown to improve inflation forecasting. Chan (2017) and Koopman and

Hol Uspensky (2002) consider UCSV models with SV also going into the trend equation

linearly. In multivariate settings, Mertens (2016) and Chan et al. (2018) use survey

inflation expectation to anchor the trend inflation. In the presence of stochastic trend,

the stationary component can be modelled via a flexible VAR dynamics or stochastic

cycles to reflect structural relationships such as Phillips curve and Okun’s law (e.g., Kim

et al., 2014; Harvey, 2011; Hasenzagl et al. 2017; Banbura and van Vlodrop 2018). Stock

and Watson (2016) apply a factor model with SV to sectoral inflation data and find

commonalities in trend and transitory shocks.

Contrary to GARCH-type models (Bollerslev, 1986) and score-driven models (e.g.,

Delle Monache et al., 2016; Delle Monache and Petrella, 2017), UCSV models do not

have an analytic likelihood function; thus focus has been on Bayesian estimation for this

class of models1. As far as we know, this chapter is the first one to fill the gap in litera-

ture by developing an easy-to-implement likelihood-based method for UCSV models. Our

method relies on importance sampling, based on the work of Richard and Zhang (2007)

and Koopman et al. (2015). In each iteration of maximisation, our method computes

the likelihood with unobserved components integrated out, so one may also incorporate

our method in Bayesian approaches, such as particle Monte Carlo Markov chain (Doucet

et al., 2001) for evaluating likelihood conditional on each draw of hyperparameters. The

baseline requirement for successful implementations of the proposed simulate ML method

is that the UCSV model under consideration should have linear and Gaussian state tran-

sition such as random walk and ARMA dynamics, so that given the SV process (and

possibly other non-linear states such as stochastic correlation) the model likelihood can

be computed, which is the case for all aforementioned inflation models. Our empirical

study highlights the ease to use the simulated ML method for a selection of univariate
1Comparison among these classes of models is beyond the scope of this chapter. Readers may refer

to Koopman et al. (2016) for a discussion. Notice that the former two classes are only filters, so they
cannot give smoothed estimate of time-varying volatility.
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and multivariate UCSV models, rendering usual likelihood-based tests applicable.

This chapter is organised as follows. Section 3.2 formulates the UCSV model. The

proposed simulated ML method is introduced in Section 3.3. Section 3.4 conducts a

simulation study and briefs implications of the proposed method in Bayesian analysis.

Section 3.5 applies the proposed method to various UCSV models for US inflation with

different dimensionality and model complexity. We conclude in Section 3.6.

3.2 Unobserved components with stochastic volatil-

ity

3.2.1 Model specification

We abstract the specification of a UCSV model by a decomposition model for inflation yt
and possibly other variables if yt is multivariate. We have

yt = πt + ψt, (3.1)

πt is a nonstationary process driven by permanent shocks ηt, ηt ∼ N(0, Qt), (3.2)

ψt is a stationary process driven by transitory shocks εt, εt ∼ N(0,Ωt). (3.3)

The above specification nests many univariate and multivariate UCSV models. In the

univariate model of Stock and Watson (2007) πt is a random walk with Qt = exp(hπ,t),

and ψt = εt with Ωt = exp(hy,t). Both log-volatilities follow a random walk, i.e.

hπ,t+1 = hπ,t + σπζπ,t, hy,t+1 = hy,t + σyζy,t, (3.4)

where σπ and σy are unknown parameters, termed the volatility of volatility; and where

ζπ,t and ζy,t are standard normal variates. As reviewed in Section 3.1, persistence of

transitory component is allowed if ψt is modelled by some (V)ARMA dynamics.

Beveridge and Nelson (1981) show that the nonstationary component πt serves as the

long-term expectation of yt, i.e. πt = lims→∞E(yt+s|Yt), Yt = {y1, ..., yt}. It identifies the

trend inflation that is usually used for inflation forecasting. Though πt is often modelled
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by a (vector) random walk with SV, other specifications such as integrated random walk

and cointeration among trend components can also be modelled easily (e.g., Stock and

Watson, 1998; Holston et al., 2017). πt and ψt can be driven by common trend and

transitory factors (Stock and Watson, 2016). Lastly, one may easily include other variables

in the UCSV model (3.1)-(3.3). Mertens (2016), Chan et al. (2018) and Banbura and van

Vlodrop (2018) use survey inflation expectation to anchor the trend inflation. In the

spirit of the Gordon (1990)’s triangle model, the trend and transitory component can

have regression terms using marginal cost and output gap or employment slack measures,

respectively, where the former measures supply shock and the latter models transitory

demand shocks. Some of these models are revisited in Section 3.6.

3.2.2 Inflation expectation and memory index

UCSV models do not only take into account stochastic mean and volatility, but also model

stochastic persistence or stickiness of inflation expectation. The latter is related to the

(in)determinacy of equilibrium path (e.g., Clarida et al., 2000; Gaĺı, 2015) and is thus

important for monetary policy2. This section develops a memory index that measures the

persistence of inflation expectation at each point in time based on a UCSV model.

UCSV models are state space models that can be cast into the familiar form3:

yt = Zαt + εt, εt ∼ N(0,Ωt)

αt+1 = Tαt + ηt, ηt ∼ N(0, Qt),
(3.5)

for t = 1, ..., T ; where αt contains πt or/and ψt. When the UCSV model has regression

terms, system matrices Z and T may become time-variant with predetermined regressors,

but w.o.l.g. we stick to invariant system matrices except for Ωt and Qt.

To facilitate discussion, we repeat the familiar Kalman recursion. Let at = E(αt|Yt−1)

(so Zat is the MSE estimator of yt), Pt = Var(αt|Yt−1), vt = yt − Zat and, Ft = Var(vt).

2When the inflation expectation becomes more persistent or sticky, central banks need more drastic
policy due to weaker impulse response (e.g., Lubik and Schorfheide, 2004; Ascari et al., 2016).

3Durbin and Koopman (2012) discuss how to cast time series models in state space form in detail.
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Kalman filter recursively computes

vt = yt − Zat, Ft = ZPtZ
′ + Ωt, Kt = TPtZ

′F−1
t ,

at+1 = Tat +Ktvt, Pt+1 = TPt(T −KtZ)′ +Qt,
(3.6)

where Kt is the Kalman gain at t. Should SV is not present, i.e. Ωt = Ω and Qt = Q, the

Kalman filter quickly converges to a steady state, meaning that Pt → P where P is the

fixed point solution to the Riccati equation

P = TPT ′ − TPZ ′(ZPZ ′ + Ω)−1ZPT ′ +Q. (3.7)

As a result, Ft → F and Kt → K. Assuming constant volatility, the model of Stock and

Watson (2007) where Z = T = 1 gives analytic solution of P = (q +
√
q2 + 4q)/2 with

the signal-to-noise ratio (SNR) q = exp(hπ−hy). It can be shown this model rationalises

the exponentially moving average estimator of the local mean, i.e.

E(πt|Yt−1) = λ
t−1∑
s=1

(1− λ)s−1yt−s, λ = q +
√
q2 + 4q

2 + q +
√
q2 + 4q

,

and in this case at = E(πt|Yt−1) = E(yt|Yt−1). This means the inflation expectation at

t is a weighted average of past observations with weight λ(1 − λ)s−1 attached to yt−s, a

function of the SNR only. If SV is present, the weighting scheme will become time-varying,

or λ becomes λt as q becomes qt = exp(hπ,t − hy,t).

To gauge the time-varying persistence or stickiness of inflation expectation implied

by a UCSV model, we define a memory index mt as the number of periods when agents

assign sufficiently large weights to past inflation, say larger than 0.05. In this example, it

follows

mt = (log 0.05− log λt)/ log(1− λt), (3.8)

which is a function of the SNR qt only. This definition is similar to the life span process

defined by Shephard (2015). He also emphases one needs to allow for non-zero correla-

tion between permanent and transitory volatility shocks, e.g. E(ζπ,tζy,t) = ρπ,y in (3.4),

for data supports this and, if without, the SNR will over-fluctuate when there is much

volatility clustering. So in all models considered in the application, we also estimate ρπ,y.
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In general however, process mt is not a function of SNR only and (3.7) cannot be

solved analytically. With constant volatility, the Kalman filter weighs expectation of the

i-th element in yt by

E(yi,t|Yt−1) = Zi,·
t−1∑
s=1

(T −KZ)s−1Kyt−s,

where Zi,· is the i-th row of Z4. When SV is present, the steady state becomes ht-

dependent, where ht collects all SV at time t. Thus the memory index is given by

mt = sup
s
{s ∈ R+|max

j
Zij(T −K(ht)Z)s−1K(ht) > 0.05}, (3.9)

where Zij is the j-th element in Zi,·. Therefore, as long as one has estimates of ht, mt can

be found based on either (3.8) or (3.9).

3.3 Simulated maximum likelihood estimation

3.3.1 Simulated likelihood function

Importance sampling is often used to evaluate intractable densities (see e.g., Shephard and

Pitt, 1997 and Durbin and Koopman 1997 for a treatment for SV models). We adopt this

likelihood-based approach for the UCSV model (3.1)-(3.3). In particular, we modify the

numerically accelerated importance sampling (NAIS) method of Koopman et al. (2015)

with the purpose to treat multiple SV components in the UCSV model.

Let θ collect parameters such as the volatility of volatility in the UCSV model; and let

the density p(.) refer to the model and g(.) represent the importance density. We take a

linear Gaussian state space model as an approximation of the true model and use it as the

importance density g(.). Suppose ht is k-dimensional and Ht = {h1, . . . , ht}, t ≤ T ; for

example in (3.4), k = 2 and ht = (hπ,t, hy,t)′. The simulated log-likelihood function can

be constructed via importance sampling and, after a standard bias-correction, is given by

logLp(θ) = logLg(θ) + log ω̄ + s2
ω / (2Mω̄2),

4See Durbin and Koopman (2012, Chapter 4) for a derivation of Kalman filter weights.
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where logLg(θ) is the Gaussian log-likelihood function that is computed via the Kalman

filter applied to the approximating model; and where ω̄ and s2
ω are the mean and variance

of the importance weight function given by ω(HT ;ψ) = p(YT |HT ; θ) / g(YT |HT ; θ), with M

simulations taken from the importance density, that is H i
T ∼ g(HT |YT ; θ) for i = 1, . . . ,M

(see also Durbin and Koopman, 1997). Notice p(YT |HT ; θ) can be easily computed for

UCSV models as SV is given. The log-likelihood function is thus estimated by

log L̂p(ψ) = logLg(ψ) + log ̂̄ω + ŝ2
ω / (2M ̂̄ω2), (3.10)

where ̂̄ω = M−1∑M
i=1 ω

(i), ŝ2
ω = (M − 1)−1∑M

i=1(ω(i) − ̂̄ω)2, ω(i) = ω(H i
T ;ψ), for i =

1, . . . ,M .

Maximising (3.10) with respect to θ gives ML estimates. If ηt or/and εt in (3.2)-

(3.3) are non-Gaussian, evaluating p(YT |HT ; θ) using Kalman filter gives standard quasi

ML interpretation. The supplementary appendix details importance sampling estimation

and inference of latent processes in UCSV models and a particle filtering algorithm for

real-time filtering.

3.3.2 Importance density for UCSV: modified NAIS method

Building on the earlier work on efficient importance sampling (EIS) method of Richard

and Zhang (2007), Koopman et al. (2015) develop NAIS and show its effectiveness in esti-

mating SV models. NAIS aims to construct an importance density that can be represented

as

g(yt|ht;ψ) = exp
(
rt + b′tht −

1
2h
′
tCtht

)
, (3.11)

for t = 1, 2, ..., n, where rt is an integrating constant; bt ∈ Rk and Ct ∈ Rk×k are implic-

itly functions of YT and θ. So the construction of g(.) boils down to choosing a set of

importance sampling parameters {bt, Ct} for t = 1, ..., T .

It is shown by Koopman et al. (2015) for k = 1 that (3.11) is equivalent to the

conditional density g(y+
t |ht;ψ) with y+

t = C−1
t bt that is modelled by a linear Gaussian
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state space model with the observation equation

y+
t = ht + ε+t , ε+t ∼ N(0, C−1

t ), t = 1, ..., T, (3.12)

and with the state equation for ht appearing in the UCSV model such as (3.4). A set of

optimal importance sampling parameters solves the variance minimisation problem:

min
bt,Ct

∫
λ2
t (yt, ht; θ)ωt(yt, ht; θ) g(ht|y+

1:n; θ)dht, ωt(yt, ht; θ) = p(yt|ht; θ)
g(y+

t |ht; θ)
, (3.13)

where λt(yt, ht; θ) = logωt(yt, ht; θ) = log p(yt|ht; θ)− rt − b′tht + 1
2h
′
tCtht, for t = 1, ..., T .

For each t, the evaluation of the integral, and its subsequent analysis, can be based on

simulation (EIS) or numerical integration (NAIS). We focus on the latter because it is

much faster and numerically robust. Notice that, unlike SV models where conditional

likelihood p(yt|ht; θ) can be computed directly, we cannot calculate p(yt|ht; θ) because πt
and ψt are unobserved. Instead, we use prediction error decomposition

p(YT |HT ; θ) = p(y1|h1; θ)
T∏
t=2

p(yt|Yt−1, HT ; θ) =
T∏
t=1

p(vt|HT ; θ) =
T∏
t=1

p(vt|ht; θ),

to calculate conditional likelihood contribution p(vt|ht; θ) for all t, where vt is given by the

Kalman recursion (3.6) and independently N(0, Ft)-distributed. So the importance weight

function in (3.13) for the UCSV model becomes ωt(yt, ht; θ) = p(vt|ht; θ)/g(y+
t |ht; θ).

Since the integral in (3.13) can be approximated with high precision using Gauss-

Hermite quadrature, when ht is univariate (i.e. k = 1) as is in SV models the basic NAIS

method finds bt and Ct via

min
bt,Ct

K∑
j=1

wtj λ
2
t (yt, h̃tj; θ), wtj = w∗(zj) exp(z2

j / 2)ωt(yt, h̃tj; θ) /
√

2π,

withK abscissae or node zj and associated Gauss-Hermite weight w∗(zj), for j = 1, . . . , K.

We typically have K = 12; both zj and w∗(zj) are tabulated. We further have

h̃tj = ĥt +
√
V tzj, ĥt = Eg(ht|Y +

T ; θ), Vt = Eg[(ht − ĥt)(ht − ĥt)′|Y +
T ; θ],
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where Eg(.) denotes expectation under g(y+
t |ht; θ), that is the approximating linear Gaus-

sian state space model (3.12). The smoothed mean ĥt and corresponding variance Vt

are computed via the Kalman filter and smoother (Durbin and Koopman, 2012, Chapter

4). This minimisation is solved by a weighted regression with K dependent variables

log p(vt|htj; θ) and explanatory variables h̃tj and h̃2
tj, with weights wtj. Regression coeffi-

cients are bt and Ct, respectively. The overall solution of (3.13) can be found iteratively

starting from bt = 1 and Ct = 1 for all t. Convergence is usually achieved within fewer

than 10 iterations. Besides standard Kalman smoother, the computational complexity is

thus O(K); that is the complexity of one regression (computing X>X with O(22K) and

inverting it with O(23))5.

In general UCSV models have k ≥ 2, meaning that the integration in (3.13) is multi-

dimensional. For example, when k = 2 as in (3.4), the integration takes the form

∫
x(ht)dht =

∫ ∫
x(hπ,t, hy,t)dhπ,tdhy,t,

where x(ht) may λ2
t (yt, ht; θ) in (3.13). We thus modify the NAIS method by using Gauss-

Hermite grid which concerns a Kk-dimensional (here Kk = 144) summation. It is evident

that as k becomes large, computations becomes demanding with complexity O(Kk).

To ease the computational burden, a simple pruning works well. Take k = 2 as

an example. The top left panel of Figure 3.3.1 presents the Gauss-Hermite grid results

in a rectangular set of function evaluations at the nodes (zj1 , zj2) for j1, j2 = 1, ..., K.

The pruning cuts off many node combinations that lead to near-zero likelihood values as

they are located far in the tails of the bivariate normal distribution. The pruning sets a

threshold τK given by

τK := w∗(z1) · w∗(zbK+1
2 c

)/K,

where bac is the largest integer smaller than a. If we drop all grid points that obtain a

weight below τK , we obtain the approximation

∫
x(ht)dht ≈

K∑
j1=1

K∑
j2=1

1{w∗(zj1 )w∗(zj2 )≥τK}wtj1wtj2 x
(
h̃tj1 , h̃tj2

)
.

5For all iterations, only one regression needs to be actually carried out, because the Gauss-Hermite
nodes are common across regressions.
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The effect of pruning is presented in the top right panel of Figure 3.3.1. Because HT is
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Figure 3.3.1: Two-dimensional Gauss-Hermite grid Top left: Gauss-Hermite grid leads to a
rectangular set of function evaluations. Top right: Effect of pruning. Bottom left: Set of function
evaluations due to correlation. Bottom right: Effect of pruning when correlation is present.

drawn from the conditional density g(ht|Y +
T ; θ), elements in ĥt are correlated. If func-

tion inputs are correlated, the rectangular Gauss-Hermite grid becomes a parallelogram

that comes from a rotated plane as in Figure 3.3.1 and pruning remains valid after such

rotations (Jäckel, 2005).

Lastly, when k is very large, even the pruning will not be of much help. One may

construct the grid using sparse techniques as in Gerstner and Griebel (1998). This may

however lead to efficiency loss, meaning that g(.) is not a good approximation of p(.),

measured by the variance of importance weights. Fortunately, most of the UCSV mod-

els reviewed previously are “scalable” where the importance density can be constructed

stepwise. We discuss this in Section 3.6 where we revisit the factor model of Stock and

Watson (2016) with k = 38.

3.4 A Monte Carlo study

In this section, we verify in a Monte Carlo study whether standard asymptotic properties

of the simulated ML estimator applies and, briefly discuss how our method can be used
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in Bayesian analysis.

3.4.1 Model design and results

We consider the UCSV model of Stock and Watson (2007) but allow for log-volatility

following an autoregressive dynamics. The DGP has observation equation yt = πt + εt

and random walk state dynamics πt+1 = πt + ηt, with εt and ηt following N(0, exp(hy,t))

and N(0, exp(hπ,t)). hz,t is AR(1): hz,t+1 = αz + φzhz,t + σzζz,t where ζz,t is standard

normal, and z = π, y. DGP values are shown in Table 3.4.1. These values imply the

log-normally distributed SNR qt = exp(hπ,t − hy,t) has E(qt) =
√

Var(qt) = 0.56, in line

with empirically found SNR properties. 1000 replications are simulated with sample sizes

T = 100, 300, and 1000. In the ML estimation, we use K = 10 Gauss-Hermite nodes with

M = 200 importance samples drawn to compute log-likelihood. We also consider DGP’s

that imply different SNR properties, but due to limited space they are not reported here.

Some estimation results are given in Table 3.4.1. It is evident the estimation accuracy

increases as T increases. For example, when T = 100, σπ is much smaller than its DGP,

which is related to the “pile-up” problem documented in Stock and Watson (1998) who

study the downward bias for the state variance caused by limited sample size. This issue

is mitigated when T = 300 with σπ close to its DGP. Variation of estimates also tend

to decrease as T increases, as suggested by the sample standard deviation among 1000

simulated estimates. Furthermore, there is evidence that supports validity of likelihood

asymptotics; the sample average of standard errors from each estimation is close to the

standard deviation of estimates for T = 300 or 1000. Let θ̂ denote the ML estimate. Using

standardised prediction errors v∗t = (yt − E(yt|Yt−1; θ̂)) exp(−0.5E(ht|Yt−1; θ̂)) produced

by particle filter, with the ML estimate , we test v∗t for normality, autocorrelation (Box-

Ljung test) and heteroskedasticity. Rejection rates suggest correct model specification,

probably except for the case of normality test when T = 100.

The main condition for importance sampling asymptotic normality to hold is that the

variance of the distribution of importance weights must exist (Geweke, 1989). To verify

this, we estimate the tail index7 of the distribution of importance weights evaluated at θ̂,
6It also implies log qt is an ARMA(2,1) processes with SV.
7Tail index measures the rate of decay of the tails of a distribution. For fat-tailed distributions,
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Table 3.4.1: Results Monte Carlo Study UCSV Model

Simulated ML estimates DGP: (αy, απ, φy, φπ, σy, σπ) = (−0.1,−0.2, 0.9, 0.9, 0.3, 0.2)
T = 100 T = 300 T = 1000 T →∞

σπ 0.08 (0.06) 0.18 (0.03) 0.21 (0.03) 0.04 [0.0016]
σy 0.47 (0.34) 0.41(0.18) 0.32 (0.14) 0.16 [0.0008]

Normality 0.18 0.04 0.04 –
Box-Ljung 0.08 0.11 0.06 –
Heteroskedasticity 0.10 0.00 0.00 –

Tail index 4.81 (2.47) 8.74 (1.61) 8.63 (1.21) 2.69 [0.1610]
Variance existence 0.37 0.02 0.00 –

We report sample average of estimates with sample standard deviation in parentheses for σz, z = π, y

across 1000 replications, for three sample sizes. In the last column under T → ∞, the sample average
of standard errors is reported, and within the square bracket are the Monte Carlo numerical standard
deviations based on 30 different random seeds. The fraction of rejections of residual tests (normality,
autocorrelation and, heteroskedasticity) at 5% level are also reported, using one-step ahead standard-
ised prediction errors produced by particle filter. Estimated tail index and fraction of rejection for the
existence of variance of importance weights are also reported.

using the Dekkers-Einmahl-de Haan moment estimator (Dekkers et al., 1989). The sample

average and standard deviation are reported in the table, together with the rejection rate

of a likelihood-based test for the existence of variance developed by Koopman et al. (2009).

It can be seen that our proposed importance sampling procedure ensures the existence of

variance when sample size is reasonably large (T > 100). Recently, Chan et al. (2017)

develop methods of bias correction for importance sampling when variance of weights is

unbounded.

3.4.2 In relation to Bayesian analysis

All UCSV models reviewed in Section 3.1 reply on Bayesian inference. Suppose we

want to sample hyperparameters from p(θ|YT ) ∝ p(YT |θ)p0(θ), where p0(.) denotes a

prior distribution. One way to do this is the particle Markov chain Monte Carlo (PM-

CMC) method (e.g., Andrieu et al., 2010; Shephard, 2015). PMCMC evaluates likelihood

p(YT |θ) =
∫
HT

p(YT , HT |θ)dHT via particle filter which integrates out SV process sequen-

moments of order larger than the tail index cease to exist. See Embrechts et al. (1997) for an introduction.
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tially. Apparently, our simulated likelihood method (SML) does the same, though not

sequentially.

Table 3.4.2 reports comparisons of SML with PMCMC using bootstrap filter (BF),

the auxiliary particle filter of Pitt and Shephard (1999b) and the tempered particle filter

(TPF) of Herbst and Schorfheide (2017) for computing Lp(θ̂) = log p(YT |θ̂), for the 1000

generated series based on the UCSV model in the previous section with sample size

T = 300. SML performs very well even when M , the number of simulations or particles,

is only 50. Variance of Lp(θ̂) is small with tail index suggesting a well-behaved distribution

with finite second moment. Not surprisingly, BF performs the worst with large variance

and possible unbounded second moment for Lp(θ̂). Both APF and TPF mitigate this

pathology by reducing log-likelihood variance and consequently ensuring the existence of

second moment. However, their computational costs as seen by run time increase a lot as

M goes from 1000 to 5000, due to more function evaluations taking place in the forward

weight resampling (APF) and, in the tempering iterations (TPF). In comparison, the

run time of SML is much smaller than the three competing particle methods, suggesting

its computational advantage in UCSV models. Certainly, particle methods are much

more general and we only consider small-scale cases in the Monte Carlo study, i.e. k =

2. Detailed comparisons are not the focus of this chapter and left for future research.

Figure 3.4.1 illustrates the log-likelihood distribution computed by these methods for one

randomly chosen generated series.

Table 3.4.2: Likelihood Estimation Comparison with Particle Methods

Method SML BF APF TPF
no. simulations or particles 50 200 1000 5000 1000 5000 1000 5000

Var(Lp(θ̂)) 14.86 14.84 73.94 52.2 48.07 29.49 44.65 18.76
Tail index 10.48 10.74 1.34 2.61 3.65 5.94 5.06 11.65
Relative run time 1.00 1.10 14.23 39.76 60.52 187.58 22.30 83.47

We report the sample average of variance and estimated tail index of log-likelihood evaluated at the ML
estimated parameter values θ̂ across 1000 simulated series with sample size T = 300. Sample average of run
time for estimating log-likelihood relative to the proposed simulated likelihood method (SML) with M =
50 simulations is also reported. BF, APF and TPF denote the bootstrap filter, auxiliary particle filter and
tempered particle filter, respectively.

Lastly, it should be noticed that particle methods can calculate likelihood, but ML
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estimation based on particle filter is rarely attempted due to prohibitively high computa-

tional cost and accumulation of estimation errors even in low-dimensional models, as one

needs to sequentially filter and resample score and Hessian of hyperparameters together

with latent state process (see e.g. Poyiadjis et al., 2005). Thus for UCSV models consid-

ered in this chapter, our SML provides a fast and accurate ML alternative to Bayesian

methods.
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Figure 3.4.1: Distribution of Log-Likelihood Estimates Left: Distribution of Lp(θ̂) estimated
by SML with M = 50 simulations and PMCMC methods with M = 1000 particles. Right: Distribution
of Lp(θ̂) estimated by SML with M = 200 simulations and PMCMC methods with M = 5000 particles.

3.5 Application to inflation models

We apply the proposed SML method to estimate UCSV inflation models for quarterly US

headline inflation. Because all models considered here have stochastic volatility, we drop

“SV” in the abbreviations. In terms of (3.1)-(3.3), we consider the following models.

UC: The model of Stock and Watson (2007). πt and ψt are a random walk with SV and a

Gaussian noise with SV, respectively.

UC-AR, -MA, -ARMA: Same as UC but with ψt replaced by an AR(1), MA(1) and ARMA(1,1)

process with SV, respectively.

UC-TVP: A UC version of Gordon (1990)’s triangle model. πt+1 = πt + β1,tgt + ηt and

ψt+1 = φψt+β2,txt+εt, where β1,t and β2,t are random walk coefficients with SV for unit labour

cost gt which proxies marginal cost and, for unemployment gap xt, respectively8.
8Marginal cost gt is nonstationary and captures supply shocks. It is believed to affect trend inflation

in longer run than the stationary unemployment gap xt; so the former goes into the trend component



CHAPTER 3. Unobserved components with stochastic volatility in U.S. inflation:
Estimation and signal extraction 69

MUC-SC: Extension with SV to the multivariate unobserved components (MUC) Phillips curve

model with similiar cycles of Harvey (2011). yt = (y1,t, y2,t)′ with logarithmic output level y1,t

and inflation y2,t; π1,t follows an integrated random walk of order 1 with SV, and ψt is modelled

as similar stochastic cycles with SV. On top of SV, covariance matrix of cycle innovations con-

tains also stochastic correlation ρt = (1− exp(lt))/(1 + exp(lt)) with lt following a random walk.

MUC-F: The factor model of Stock and Watson (2016). yt is 18-dimensional with headline infla-

tion y1,t and 17 series of sectoral inflation yi,t, i = 2, .., 18. πi,t = aiπc,t+π∗i,t and ψi,t = biψc,t+ψ∗i,t
with common trend πc,t and common transitory shock ψc,t. All trends follow random walk with

SV and all transitory shocks are Gaussian noise with SV. ai and bi are unknown loadings with

a1 = b1 = 1 ensuring identifiability.

MUC-SEC: MUC with stochastic equicorrelation (SEC). Both πt and ψt are 18-dimensional; Qt

and Ωt are full matrix with SEC. For example, Qt = DtRtDt withDt = diag(exp hπ1,t
2 , ..., exp hπ18,t

2 )

and Rt = (1 − ρt)I18 + ρt1181′18, where Ip and 1p denote p-dimensional identity matrix and a

vector of ones, respectively.

We summarise dimensionality of these models in Table 3.5.1. “Linear” is the dimension of

αt, state process that can be integrated out using Kalman filter, once the UCSV model is

cast into (3.5), whereas “Non-linear” is that of SV and SE for MUC-SC and MUC-SEC.

Table 3.5.1: Dimensionality of Various UCSV Models

UC UC-AR UC-MA UC-ARMA UC-TVP MUC-SC MUC-F MUC-SEC

yt, xt 1, 0 1, 0 1, 0 1, 0 1, 2 2, 1 18, 17 18, 17
Linear 1 2 2 2 3 7 20 18
Non-linear 2 2 2 2 4 5 38 38

We summarise the dimensionality of UCSV models. The two entries in the first row indicate the dimension
of yt as in model (3.5) and, number of other observables in the model besides the headline inflation, respec-
tively. The second and third row indicate the dimension of latent process that enter the model linearly and
non-linearly, respectively.

Non-linear state MUC-F and MUC-SEC has dimension k = 38, so the construction

of importance density may become difficult as discussed in Section 3.3. The proposed

SML method is still applicable once we notice that the importance density can be built

in two steps. In MUC-F, πc,t and π∗i,t are independent random walks, while ψc,t and ψi,t,

and the latter goes into the transitory component.
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i = 1, ..., 18 are independent Gaussian noise. This means in the first step, we can run UC

in parallel for all series, and compute series-wise filtered estimate of trends and transitory

components. The second step runs a factor model with SV where we adapt the univariate

treatment of multivariate state space models (Durbin and Koopman, 2012, Chapter 6)

together with our SML. In MUC-SEC, we apply the SML method to estimate a stochastic

equicorrelation model with just two non-linear states for the set of filtered estimate of

series-wise standardised trends and transitory innovations. Actually, most MUC models

with SV are scalable, meaning that the importance density can be constructed in two

steps.

Table 3.5.2 shows estimation results for volatility and volatility σπ and σy as in (3.4)

and, the correlation ρπ,y between volatility shocks. Estimated tail indices are also re-

ported. Except for UC-TVP, all ρπ,y’s are significantly positive. This would mean the

interaction between the variation of marginal cost and that of unemployment gap explains

volatility correlation found in other UCSV models. Based on MUC-F, we see that σπ ≈ σy

once the commonality in trend and transitory components have been taken into account;

whereas the former is evidently smaller than the latter for other models. Furthermore, tail

indices of all models provide evidence that our SML method gives importance weights with

finite variance and thus ensures consistency and asymptotic normality (Geweke, 1989).

Table 3.5.2: Estimation Results of UCSV Models

UC UC-AR UC-MA UC-ARMA UC-TVP MUC-SC MUC-F MUC-SEC

σπ 0.09 0.17 0.21 0.14 0.07 0.21 0.11, 0.24 0,18
σy 0.34 0.35 0.38 0.33 0.47 0.39 0.23, 0.27 0,35
ρπ,y 0.46 0.37 0.41 0.38 0.07 0.65 0.14 0.57
Tail index 12.76 14.24 10.78 11.26 8.55 9.76 5.46 7.93

We report volatility of volatility and correlation between volatility shocks. For MUC models, these parameters
correspond to the headline inflation series. The first and second number under MUC-F indicate the parameter
corresponding to the common and individual permanent or transitory volatility series, respectively. Estimated tail
index of importance weights evaluated at the ML estimated parameter values are also reported.

Figure 3.5.1 illustrates importance sampling estimate of trend inflation πt, permanent

volatility exp hπ,t
2 , transitory volatility exp hy,t

2 and memory index mt as defined in (3.8)

and (3.9). For models allowing persistence in the transitory component such as UC-
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ARMA and MUC-SC, the trend inflation is flatter due to some mild autocorrelation

captured by ψt. For all models, a gradual decline in permanent volatility is observed

from 1980s onwards, reflecting the Great Moderation that took place after oil crises and

the Volcker-Greenspan monetary policy regime. Transitory volatility however stays low

before the financial crisis (FC) in 2008, with values given by MUC-F and MUC-SEC

slightly larger than other models, and experiences larger than three-fold increase during

FC. The memory index capturing persistence or stickiness of inflation expectation suggests

that before and after the FC, agents look two to four quarters back to form expectation,

whereas during FC they consider six to ten past observations, highlighting the uncertainty

brought by the increase in transitory volatility.
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UC-AR 
UC-ARMA 
MUC-F 
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Figure 3.5.1: Trend inflation, memory index and volatility from UCSV models Importance
sampling estimate of trend inflation, permanent volatility, transitory volatility and memory index from
various UCSV models.

We also conduct out-of-sample forecasting exercise based on expanding window start-

ing from 1990Q1 and results in terms of root mean squared error (RMSE) and mean

predictive likelihood score (MPLS) relative to the UC model are shown in Table 3.5.3.

RMSE and MPLS measure point and density forecast performance, respectively. For

point forecasts, univariate models tend to perform better than multivariate models at

shorter horizons. In particular, MA dynamics added to the UC model improves forecasts

further than the AR dynamics does, a result also found by Chan (2013); and UC-ARMA
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does not suggest further improvement from UC-MA, though both AR and MA coefficients

are found to significant. MUC-F becomes the winner at longer horizons but with per-

formance similar to UC-MA, as seen by similar paths of memory index implied by these

models since 1990s. In terms of density forecast, MUC models tend to perform better,

except for one quarter ahead forecast where the best model is UC-ARMA. Lastly, we

see that MUC-SEC performs better than MUC-F at all horizons, suggesting that time-

varying correlation among trends and transitory components across sectors is important

for modelling predictive density.

Table 3.5.3: Point and Density Forecast Performance of UCSV Models

Forecast horizon 1990Q1 through 2017Q2
(quarters ahead) UC UC-AR UC-MA UC-ARMA UC-TVP MUC-SC MUC-F MUC-SEC

RMSE

1 1 0.95 0.90 0.90 0.96 0.94 0.93 0.97
4 1 0.96 0.93 0.93 0.95 1.01 0.95 0.95
8 1 0.97 0.95 0.95 0.98 0.97 0.94 0.95
12 1 0.98 0.96 0.96 1.03 0.98 0.94 0.95
MPLS

1 0 0.28 0.34 0.34 0.22 0.36 -0.06 0.27
4 0 0.29 0.31 0.34 0.15 0.28 -0.02 0.26
8 0 0.21 0.20 0.22 0.07 0.14 0.00 0.24
12 0 0.10 0.06 0.07 0.01 0.01 0.02 0.09

Point and density forecasts are evaluated by the root mean squared error (RMSE) and mean predictive likeli-
hood score (MRLS), respectively. The former is the ratio to UC, and the latter is the difference to UC. Smaller
than one RMSE and larger than zero MPLS suggest superior performance. The exercise is conducted using
expanding window starting from 1990Q1. Bold number indicates best-performing model.

3.6 Conclusion

We have developed a simulated maximum likelihood approach for estimating unobserved

components model with stochastic volatility. The proposed method relies on the con-

ditional linear and Gaussian structure of UCSV models; that is, given the SV process,

Kalman filter can be used to evaluate the likelihood function. To integrate our the la-

tent SV process, we have adapted a high-precision importance sampling approach using
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pruned multivariate Gauss-Hermite quadrature. A Monte Carlo study has shown our

method ensures existence of variance for importance weights, validating likelihood-based

inference. Comparisons to Bayesian particle methods have shown its computational and

numerical efficiency for evaluating likelihood. In our empirical application of modelling

US quarterly inflation, we have seen successful implementations of our SML method for

various UCSV models with different dimensionality. Also, models with time-varying cor-

relation can also be treated. This would provide an avenue for future research that looks

into time-varying interactions among macroeconomic time series.

Appendices

Importance density via multivariate NAIS

Geweke (1989) gives conditions for a central limit theorem under importance sampling.

Therefore we choose the importance parameters bt and Ct for all t to minimize the variance

of the logarithm of the importance weights, i.e.

min
{bt,Ct}Tt=1

∫
HT

λ2(YT , HT ; θ)ω(YT , HT ; θ)g(HT |Y +
T ; θ)dHT , (3.14)

where

λ(YT , HT ; θ) = logp(YT |HT ; θ)− logg(Y +
T |HT ; θ)− constant.

The last term is a normalizing constant such that the mean of λ(YT , HT ; θ) is set to zero.

We can approximate the above minimization problem by considering a minimization

problem for each t separately, i.e. for t = 1, 2, ..., T

min
bt,Ct

∫
λ2
t (yt, ht; θ)ωt(yt, ht; θ)g(ht|Y +

T ; θ)dht, (3.15)

where

λt = logp(vt|ht; θ)− logg(y+
t |ht; θ)− constant,

ωt(yt, ht; θ) = p(vt|ht; θ)
g(y+

t |ht; θ)
.
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One way to solve (3.15) is via Monte Carlo averaging, i.e.

min
bt,Ct

1
S

S∑
j=1

λ2
t (yt, h

(j)
t ; θ)ωt(yt, h(j)

t ; θ), h
(j)
t

i.i.d∼ g(ht|YT ; θ). (3.16)

Notice that in (3.5), the SV ht ∈ Rp+m is still multidimensional; thus a multidimensional

summation is needed in (3.16). Monte Carlo averaging is not ideal as draws of h(j)
t may

scatter around in the multidimensional space; so a large number of draws is required.

We notice that the importance density g(ht|Y +
T ; θ) is Gaussian, or

g(ht|Y +
T ; θ) ≡ N(ĥt, Vt) = 1√

(2π)k|Vt|
exp

{
− 1

2(ht − ĥt)′V −1
t (ht − ĥt)

}
, (3.17)

where ĥt and Vt are the smoothed mean and variance from Kalman filter smoother applied

to the linear Gaussian state space model (3.12).

To construct the importance density g(ht|Y +
T ; θ) for t = 1, 2, ..., T one starts with a

given set of importance sampling parameters, i.e. {b+
1 , b

+
2 , ..., b

+
n , C

+
1 , C

+
2 , ..., C

+
n }. g(ht|Y +

T ; θ)

then follows from (3.17) where we obtain the smoothed mean ĥt and variance Vt applying

Kalman filter smoother to the importance model (3.12). Consequently, the minimization

problem (3.15) can be approximated by

min
bt,Ct

S∗∑
j=1

λ2
t (h̃tj, yt; θ)ωtj, (3.18)

where

λt(h̃tj, yt; θ) = logp(vt|h̃tj; θ)− logg(y+
t |h̃tj; θ)− constant, ωtj = p(vt|h̃tj; θ)

g(y+
t |h̃tj; θ)

,

and where S∗ is the total number of GH nodes combinations after pruning, and h̃tj is

constructed from GH nodes

h̃tj = ĥt + Ltzj, LtL
′
t = Vt, for j = 1, 2, ..., S∗.

The above shows that matrix Lt from Cholesky decomposition of the smoothed variance

Vt serves as a rotation operator to the vector of GH nodes zj such that correlation among
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the SV components h̃tj is taken into account. It follows from (3.11)

g(h̃tj|Y +
T ; θ) = 1√

(2π)k|Vt|
exp

{
− 1

2z
′
jzj

}
, t = 1, 2, ..., T.

The linear form of log-Gaussian importance density leads to a weighted least square

(WLS) procedure which has the vector of dependent variables

Yt = (logp(vt|h̃t1; θ), logp(vt|h̃t2; θ), ..., logp(vt|h̃tS∗ ; θ))′.

For j = 1, 2, ..., S∗, the jth row of the matrix of regressors Xt is

(1, h̃tj,1, ..., h̃tj,k,−
1
2 h̃

2
tj,1, ...,−

1
2 h̃

2
tj,k,−h̃tj,1h̃tj,2, ...,−h̃tj,k−1h̃tj,k).

Together with a diagonal weighting matrixWt whose jth diagonal element equals ωtj, the

solution of the WLS procedure is thus given by (X ′tWtXt)−1X ′tWtYt. The minimization

of (3.18) takes place iteratively in order to find the “optimal” importance density which

minimizes the variance of log-weights.

Inference via importance sampling

An importance sampling estimator of E(h(x)) with x ∼ p(x)9 and h(.) ∈ L1 are given by

1
M

∑M
j=1

p(x(j))
g(x(j))h(x(j))

1
M

∑M
j=1

p(x(j))
g(x(j))

=
∑M
j=1 ω(x(j))h(x(j))∑M

j=1 ω(x(j))
p−→ E(h(x)), M →∞,

where ω(x(j)) = p(x(j))/g(x(j)), j = 1, ...,M are importance weights. Convergence holds

under the weak law of large numbers when x(j), j = 1, ...,M are sampled from the im-

portance density g(.) independently. In Bayesian settings as comparison, samples drawn

based on MCMC approaches are dependent, as a result convergence holds under ergodic

law of large numbers.

Inference based on importance sampling is valid if ω(x(j)) or ω(j) has a finite variance

(Geweke, 1989). Firstly, we calculate the normalized weights by ωj = ω(j)∑M

j=1 ω
(j) . Let

9It suffices to know the density function p(.) up to an integrating constant, i.e. the density kernel.
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EY (.) and VY (.) denote the smoothed estimate of the mean and variance, respectively,

e.g. EY (.) = E(.|YT ; θ̂); and let H(j)
T collect the j-th draw of all SV processes from the

importance density. It follows that for the SV process we have

EY [exp(ht/2)] =
M∑
j=1

ωj exp(h(j)
t /2), VY [exp(ht/2)] =

M∑
j=1

ωj exp(h(j)
t )−

(
EY (exp(h(j)

t /2))
)2
,

where all entities are evaluated at the simulated ML estimate θ̂. For a dynamic component

zt, such as the permanent trend or transitory component, we have

EY (zt) =
M∑
j=1

ωjEp(zt|H(j)
T ),

VY (zt) =
M∑
j=1

ωjVp(zt|H(j)
T ) +

M∑
j=1

ωj
(
Ep(zt|H(j)

T )
)2
−
(
EY (zt)

)2
,

where Ep(zt|H(j)
T ) and Vp(zt|H(j)

T ) are the smoothed mean and variance of zt derived from

the Kalman smoother applied to the UCSV model conditional on H(j)
T . The last equation

comes from the law of total variance.

Two multivariate models

In the application of US quarterly inflation, we have considered two multivariate unob-

served components models with stochastic volatility: the factor model MUC-F of Stock

and Watson (2016) and a stochastic equicorrelation model MUC-SEC proposed by us. In

these models, the dimension k of ht is 38, rendering direct construction of importance

density difficult. We outline the two-step procedure of constructing importance density

for MUC-F and MUC-SEC used in the main text.

In the first step, we run the UCSV model of Stock and Watson (2007) using our SML

method series by series. Thus we obtain 18 estimated series of trends πi,t and transitory

components ψi,t, i = 1, ..., 18. Now we have the following sing-factor model with SV for

the trends 
π1,t

...

π18,t

 =


a1
...

a18

 πc,t +


π∗1,t

...

π∗18,t

 , (3.19)
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where πc,t and π∗i,t, i = 1, ..., 18, are independent random walks with SV. Namely, denoting

zt = (πc,t, π∗1,t, ..., π∗18,t)′, we have

zj,t+1 = zj,t + exp hj,t2 ηj,t, hj,t+1 = hj,t + σjζj,t,

where ηj,t and ζj,t are i.i.d. standard normal variates, for j = 1, ..., 19 and all t. The

second step is to write model (3.19) as an equivalent univariate model; that is

πi,t = aiz1,t + zi+1,t, i = 1, ..., 18, t = 1, ..., T,

zi+1,t+1 = zi+1,t + exp hi+1,t

2 ηi+1,t,

z1,t = z1,t, i = 1, ..., 17,

z1,t+1 = z1,t + exp h1,t

2 η1,t, i = 18,

(3.20)

which is a univariate UCSV model with 18T observations. Building importance density

for this model simply replies on a two-dimensional Gauss-Hermite grid. Similarly, we

apply this univariate treatment to ψi,t, i = c, 1, ..., 18. This “scalablity” is quite general

in multivariate UCSV models, and can be incorporated in our SML method straightfor-

wardly.

For MUC-SEC, two-step procedure is implemented as follows. Firstly, we run the

standard UCSV model series by series as in MUC-F, and collect filtered estimate of

standardised transitory components ψ∗t = (ψ∗1,t, ..., ψ∗18,t) with

ψ∗i,t = E(ψi,te−
hi,t

2 |Yt), i = 1, ..., 18.

This is modelled by a stochastic equicorrelation model; that is

ψ∗t ∼ N(0, Rt), Rt = (1− ρt)I18 + ρt1181′18,

ρt = 1− exp(lt)/17
1 + exp lt

, lt+1 = lt + σlζt,
(3.21)

for t = 1, ..., T ; ζt is standard normal variate and the link function of ρt is such that

ρt ∈ (−1/17, 1) and ensures positive definiteness of Rt. Construction of importance

density for lt (thus ρt) can be carried out using the least square algorithm as in the SML
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method. The “dependent variable” in the regression is given by

log p(ψ∗t |lt) = −1
2

18 log 2π + 17 log(1− ρt) + log(1 + 17ρt) +
ψ∗t
[
I18 − ρt

1+17ρt1181′18

]
ψ∗t
′

1− ρt

 ,
where ρt = (1− exp(lt)/17)/(1 + exp lt). The construction of importance density for the

stochastic equicorrelation among trends is done similarly.

The sectoral inflation series we use is summarized in Table 3.6.1. Estimated permanent

volatility and transitory volatility for each series from MUC-F, including the common ones,

are illustrated in Figure 3.6.1 and 3.6.2, respectively. Estimated stochastic equicorrelation

among trends and among transitory components from MUC-SEC are shown in Figure

3.6.3.

Table 3.6.1: Sectoral Inflation Used in MUC-F And MUC-SEC

Sector Acronym
Durable goods

Motor vehicles and parts MVP
Furnishings and durable household equipment FRHE
Recreational goods and vehicles RGV
Other durable goods ODG

Nondurable goods
Food and beverages purchased for off-premises consumption FBOPC
Clothing and footwear CF
Gsoline and other energy goods GOEG
Other nondurable goods ONDG

Services
Housing and utilities

Household consumption expenditures (for services) HCES
Housing and utilities HU

Health care HC
Transportation services TS
Recreational services RS
Food services and accommodations FSA
Financial services and insurance TSI
Other services OS
Final consumption expenditures of nonprofit institutions

serving households NPISH
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Figure 3.6.1: MUC-F permanent volatility
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Figure 3.6.2: MUC-F transitory volatility
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Chapter 4

Looking for the stars: Estimating

the natural rate of interest

4.1 Introduction

There has been a lively debate over the past decade on whether the natural rate of

interest, or the so-called r-star, in developed economies is around zero. The century-old

notion of r-star originates from Wicksell (1898) who defines it as the rate of bank loans

that neither stimulates nor curbs commodity prices. R-star has re-emerged as a monetary

policy benchmark and started gaining popularity since the beginning of 21-st century and

nowadays is widely used in central banks. Following literature, we define the natural

rate of interest as the rate that is compatible with an economy growing at its potential

giving stable maximum employment and output in an environment of stable inflation.

Accordingly, the corresponding output growth in such an environment is the natural rate

of output growth, or potential output growth rate1.

In this chapter, we propose a model that builds on the definition given above for

estimating the unobserved natural rate of interest and output growth. As a result, we

also obtain two coincidental indicators. One is the real interest rate gap which is the

deviation of real interest rate from its natural rate and measures the monetary stance;

that is, an accommodative monetary policy leads the real rate to exceed the r-star. The
1We use natural rate of output growth, potential output growth rate and trend growth rate inter-

changeably in this chapter.
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output gap is defined similarly.

We follow the framework of Laubach and Williams (2003) and Holston et al. (2017)

which set an yardstick for estimating the r-star2 via connecting ti to economic growth.

Importantly, they argue that central banks cannot reply on r-star or the real interest

rate gap exclusively when making monetary policy; because there are gradual shifts in

both the natural rate of output growth and natural rate of interest. A simple equilibrium

relationship suggests that the gradual shifts of r-star is driven by that of potential out-

put growth rate and by the time-variation of factors including time preference and risk

aversion of economic agents. Within this strand of literature, Garnier and Wilhelmsen

(2005) extend analysis to EA and document some modifications to the model of Laubach

and Williams (2003). Fries et al. (2016) consider a mixed frequency extension for four

European countries, and find a significant drop in r-star during the GFC. McCririck et al.

(2017) embrace a Bayesian approach for estimating the model of Holston et al. (2017)

using Australian data, and link the drop in r-star to the widening gaps between policy

rate and market interest rates. All these researches find that the uncertainty around the

estimate of r-star and the potential output growth rate is quite large, emphasizing that

cautions should be made when one makes the claim about recent value of r-star. This is

also noted by Matthew and Justin (2017) and Lewis and Vazquez-Grande (2017).3

We make several modifications to the model in Holston et al. (2017) by noting some

important pitfalls if one fits their model directly to economies other than the US. Firstly,

we pin down the potential output growth rate by making the link between observed

growth rate of output and unemployment explicit via a first-difference version of Okun’s

law with time-varying parameters. Secondly, we model the gap variables, i.e. deviations

2While Laubach and Williams (2003) initially studies only US, Holston et al. (2017) considers similar
models for three more economies.

3Another strand of literature studying the natural rate is based on dynamic stochastic general equi-
librium (DSGE) models with nominal rigidities. Lombardi and Sgherri (2007) find it critical to account
for time-variation of the underlying productivity and inflation trend to ensure consistency between the
estimated r-star and the evolution of economy. Johannsen and Mertens (2016) model the effect of zero
lower bound on nominal interest rates and find the drop in natural rate is less profound if one takes
stochastic volatility into account. Del Negro et al. (2017) build a comprehensive DSGE model with finan-
cial frictions which reconciles findings from a simple VAR model with local mean, and use convenience
bond yield to explain the changes in inflation expectation and the drop in natural rate. Finally, Gerali
and Neri (2017) provides evidence on the difference between drivers of the natural rate in US and EA,
where the former is mainly related to technology and investment shocks while the latter to risk premium
shocks.
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from natural rates, through a similar cycles model. The latter is in spirit ofHarvey (2011)

who uses similar cycles to model the interaction between output gap and inflation gap

and finds that the implied Phillips curve provides better fit than a regression specification

for the US economy. Our model extends to tri-variate stochastic similar cycles involving

interest rate with the expectation to account for the reaction function of central banks

via a Taylor rule, which is ignored in Holston et al. (2017). Our econometric model takes

two-stage estimation and is able to reconcile some unintuitive findings from previous

literature, such as differences from institutional estimates, and perform robustly across

different economies. Empirically, we find that for US and EA, r-star starts to drop from

1985 while the natural rate of output growth starts to fall from the initial sample period.

For UK, r-star starts low in the 1960s and rises up until the onset of the GFC.

This chapter is organized as follows. Section 4.2 discusses the model of Holston et al.

(2017) and introduces our model with detailed two-stage estimation procedure. Section

4.3 gives estimation results from both stages, followed some robustness checks in terms

of different model specification. We conclude and comment on future research in Section

4.4.

4.2 Empirical methodology

The natural rate of interest is a long-run equilibrium or flexible price steady-state concept

in the DSGE literature. For example, the recent research by Barsky et al. (2014) and

Cúrdia et al. (2015) define the natural rates of macroeconomic variables as the long-run

rate when an economy is growing at its potential. Under this framework, the natural rate

of interest is such that the growth rate of output and unemployment rate are at their

natural rates in an environment with stable inflation. However, it is clear that although

equilibrium is termed long-run, natural rates may be subject to low-frequency fluctuations

due to advancement of technology and changing time preference of the representative agent

that are difficult to detect (Stock and Watson, 1998). Holston et al. (2017) thus develop

a New Keynesian modeling framework (the HLW model hereafter) based on a Phillips

curve and an intertemporal IS curve to describe the stochastic driving forces behind

output gap and real interest rate gap but allows for low-frequency gradual shifts in the
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potential growth rate of output and the natural rate of interest. Empirically, the HLW

does not seem to adequately capture output gap and real interest rate gap compared with

estimates produced by various institutions. Before we introduce our model and estimation

procedure, the next section discusses the HLW model and some of its limitations.

4.2.1 The HLW model and discussions

On a balanced growth path, the intertemperal utility maximization by representative

agent with CES preference in standard monetary DSGE models implies a constant infla-

tion steady-state that links the equilibrium real interest rate r∗ with the equilibrium per

capita consumption growth gc via

r∗ = 1
α
gc + z, (4.1)

where α is the risk aversion or the intertemporal elasticity in consumption, and z is

the rate of time preference that is inversely related to discount rate. Off equilibrium, the

natural rate of interest is time-varying in response to shifts in the right-hand side variables

of equation (4.1). Based on this link, the HLW model assumes a law of motion for the

natural rate given by

r∗t = g∗t + zt, (4.2)

where g∗t is the potential growth rate of output and zt is a stochastic process capturing

fluctuations in other determinants of r∗t 4. The HLW model imposes a unity risk aversion,

i.e. α = 1.

The econometric treatment of the rest of the HLW model is given within a New Key-

nesian framework (e.g. Woodford, 2001 and Gaĺı, 2015) with a Phillips curve identifying

the output gap, i.e. the deviation of output from its potential. The latter is also affected

by the real interest rate gap ψr,t = rt− r∗t where rt is the real interest rate. In particular,

4For example, theoretical researches by Woodford (2011) and Hamilton et al. (2016) show that changes
in the time-preference of consumers may lead to fluctuations in the equilibrium real rate; Laubach (2009)
shows the impact of budget deficits and debt on the interest rate; Bernanke et al. (2005) provides evidence
of the impact of global supply of savings on domestic long-term interest rate; Chatterjee (2016) documents
the global factor affecting nominal rate due to coordinated monetary policy across developed economies.
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Holston et al. (2017) estimate the following equations:

IS curve: ψy,t+1 = a1ψy,t + a2ψy,t−1 + ay
2 (ψr,t + ψr,t−1) + εψy ,t

Phillips curve: πt+1 = bππt + (1− bπ)π̄t−1 + byψy,t + επ,t,

(4.3)

where the output gap ψy,t = yt−y∗t ; yt and y∗t are 100 times the logarithm of real GDP the

potential rate of output, respectively. πt denotes the annulized core CPI inflation, with

π̄t = 1
3
∑2
i=0 πt−i. The error terms εψy ,t and επ,t capture transitory shocks to output and

inflation. Low-frequency shifts in r∗t is modeled via (4.2) with zt being a random walk.

g∗t is a random walk that drives an integrated random walk of order 2 for the potential

output growth rate y∗t 5, namely

y∗t+1 = y∗t + g∗t + εy∗,t,

g∗t+1 = g∗t + εg∗,t.
(4.4)

The measurement equation in the HLW model decompose the output and real rate as

yt = y∗t + ψy,t,

rt = r∗t + ψr,t.
(4.5)

The star variables are the nonstationary local mean of the above system and they are of

primary interest because they serve as policy benchmarks. The stationary gap variables

are important as well because they are coincidental indicators the reflect the stance of the

economy. Equation (4.2) makes it clear that the potential or trend growth rate of output

g∗t is a major source of low-frequency time-variation of r∗t , an argument supported by

(4.1) and used extensively at institutions (see, e.g. Laubach and Williams, 2003, Garnier

and Wilhelmsen, 2005, Fries et al., 2016, Lewis and Vazquez-Grande, 2017 and McCririck

et al., 2017).

The HLW model uses the median unbiased estimator of Stock and Watson (1998)

5A Dicky-Fuller test fails to reject the null of unit root for the first difference of US output. Among
others, Taylor, Shepherd, and Duncan (Taylor et al.) and Sinclair (2009) document evidence of structural
breaks in the US output growth rate. We follow Clark (1987), Stock and Watson (1998), Harvey (2011),
Berger et al. (2016) and Holston et al. (2017) who assume a random walk growth rate to facilitate state
space modeling.
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to pin down the variation of the potential growth rate g∗t and that of the r-star specific

component zt6. One pitfall of the HLW model estimation is that when deciding the

variation of g∗t , HLW apply the median unbiased estimator based on a “handicapped”

version of the model which discards the IS curve. As a result, the variation of g∗t is

incorrectly calibrated, as thus is that of zt and r∗t
7. It turns out these two signal-to-

noise ratios are highly consequential on the final estimates of the model (see Garnier and

Wilhelmsen, 2005 and Matthew and Justin, 2017 for a discussion). From the comparison

between our estimates and theirs in section 3, it is likely that the variation of two stars

in the HLW model are biased downward. Secondly, the HLW model fits US data quite

sensibly, yet its fit to EA and UK data is problematic. The EA output gap shows a

prolonged stagnation between 1980 and 2000, which is in stark contrast to institutional

estimates. The UK real interest rate gap attains very negative values between 1975 and

1980, down to lower than -10% followed by a 30-year long positive real rate regime,

which calls for cautious take on this result. Some possible explanations for these puzzling

results can be attributed to the nearly fixed starting values used by the HLW model for

unobserved components; highly consequential use of 4-quarter moving average measure

of ex-ante inflation expectations; and the lack of information content in the data to pin

down the output gap. We introduce our model in the next section with remedies to all

these concerns.

4.2.2 Implementation of two-stage estimation

Our model builds on the HLW model that links r-star to the potential growth rate and

emphasizes that one source of gradual changes in r-star comes from the changes in poten-

tial growth rate of an economy. In other words, the two unobservables: potential output

y∗t and real interest rate rt are cointegrated due to the common random walk g∗t . One

pathology of the HLW model, especially when fitted to EA and UK, comes from the weak
6As Stock and Watson (1998) noted in linear state space models, due to small sample size, maximum

likelihood estimation tends to underestimate the innovation variance, and thus variation for a nonstation-
ary unobserved process. This phenomenon is well documented in macroeconometric studies. If estimated
freely, g∗t and zt in the HLW model are found to be a deterministic trend and a constant, respectively.

7In particular, they propose a three-step estimation method where they firstly use the model without
the IS curve to determine the signal-to-noise ratio λg∗ = σg∗/σy∗ and secondly determine λz = σz/σψy .
In the third step, they plug in λg∗ and λz into the model and estimate other parameters and unobserved
processes.



CHAPTER 4. Looking for the stars: Estimating the natural rate of interest 89

identification of g∗t and zt
8. To better estimate these two components, we isolate them

and propose a two-stage procedure by firstly estimating g∗t following the model of Li and

Mendieta-Muñoz (2018), and secondly estimating an unobserved components model with

similar cycles and a model-consistent measure of inflation expectation.

The trend growth rate

As in (4.5), the output yt can be written as the sum of a time-varying local mean y∗t and

a stationary cycle ψy,t. It follows

yt = y∗t + stationary.

The potential output y∗t is an integrated random walk of order 2 as in (4.4). This means

by taking difference, we have

∆yt = g∗t + stationary, (4.6)

where g∗t is an integrated random walk of order 1. This is a reduced form model which

enables us to directly estimate g∗t . Let Yt = exp yt denote the actual output in level. We

have the identity

Yt = Yt
Ht

Ht

Nt

Nt

Lt
Lt = PtQtEtLt,

where Ht, Nt, Lt represent hours worked, total employment, and labor force, respectively.

Therefore, Yt/Ht = Pt, Ht/Nt = Qt and Nt/Lt = Et indicate labor productivity, hours

worked per worker, and the employment rate, respectively. Taking the first difference of

logarithm in the above equation, we have

∆yt = pt + qt + et + lt.

This means that the growth rate of output ∆yt is the sum of growth rates of labor

productivity pt, hours worked per worker qt, the employment rate et and the labor force

lt.
8They are identified in the model, but information about their variation may be weak in the data due

to, for example, measurement errors.
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When an economy is at its potential, the growth rate should maintain a constant

employment rate Et, or et = 09. Also, that goods market clear indicates the growth rate

of supply of goods equals that of demand, i.e. ∆yS,t = ∆yD,t, and any disequilibrium in the

goods market is thus captured by the growth rate of employment, i.e. et = ∆yS,t−∆yD,t.

So a necessary condition for an economy at its potential is ∆yt = pt+qt+lt. Let ut = 1−Et
denote the unemployment rate. Using the fact ∆ut = −Et−1(Et/Et−1− 1) = −Et−1et, we

can easily show that

∆yD,t = ∆yS,t −
1

Et−1
∆ut.

This gives rise to a time-varying parameter model (TVPM) if one assumes the discrepancy

between the left- and right-hand side of the above equation is due to transitory shocks

ε∆y,t hitting the system. From (4.6) and the above equation, we can thus write

∆yt = g∗t +Ot∆ut + ε∆y,t. (4.7)

Equation (4.7) is a first-difference version of Okun’s law with time-varying Okun coefficient

Ot which measures the inverse relationship between changes in the unemployment rate

and growth rate of output. The variation in g∗t is captured by pt + qt + lt, which measures

the long-run growth rate of labor productivity pt + qt and of the labor force lt, that are

free from aggregate demand fluctuations10.

Since g∗t is an integrated random walk of order 1, it can be modeled by a smooth local

level model with a stochastic drift (Harvey, 1990). Assuming Ot is also a gradual shift

9Alternatively, the potential gorwth rate should be such that the employment rate Et is at its potential.
This is to say 1−Et should be the natural rate of unemployment, or NAIRU. In literature, NAIRU is a
low-frequency nonstationary stochastic process, meaning that et is an innovation term of limited variation
which can be assumed to be accommodated by the transitory shock ε∆y,t in (4.7).

10Li and Mendieta-Muñoz (2018) argue that, on a balanced growth path with maximum employment,
g∗t serves as a “threshold growth rate” that equals the sum of labor force and productivity growth (Klump
et al., 2008). If ∆ut = 0, g∗t represents a natural or long-run output growth rate since it is the minimum
level of output required to reduce ut given labor force and productivity growth.
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that follows a random walk, the full model thus reads

∆yt = g∗t +Ot∆ut + ε∆y,t, ε∆y,t ∼ N(0, σ2
∆y),

g∗t+1 = g∗t + µt,

µt+1 = µt + εµ,t, εµ,t ∼ N(0, σ2
µ),

Ot+1 = Ot + εO,t, εO,t ∼ N(0, σ2
O).

(4.8)

Due to nonstationarity, we use diffuse initialization for g∗1, µ1 and O1 (Koopman, 1997).

One can specify an agnostic moving average dynamics for ε∆y,t with stochastic volatil-

ity as in Li and Mendieta-Muñoz (2018) to mitigate possible error autocorrelation and

heterskedasticity.

Importantly, model (4.8) may suffer from endogeneity problem due to possible corre-

lation between ∆ut and ε∆y ,t. Kim (2006) shows that in such a case, maximum likelihood

estimation of the TVPM via Kalman filter leads to invalid inference. To tackle this, Kim

(2006) proposes a Heckman-type two-step bias correction procedure. Suppose that we

have a m-dimensional vector of instruments zt for all t; and that there is a standard

TVPM that we can use to project ∆ut onto the space spanned by zt, i.e.

∆ut = z′tγt + ε∆u,t, ε∆u,t ∼ N(0, σ2
∆u), (4.9)

where γt is m× 1 vector of time-varying coefficients where each component γi,t follows a

random walk with innovation variance σγi , i = 1, ...,m. Kalman filter allows for decom-

position of ∆ut into a predicted value E(∆ut|Ft−1) and an orthogonal prediction error

ε̂∆u,t = σ∆uε̂
∗
∆u,t where Ft−1 is the information set available at t− 1 and ε̂∗∆u,t is standard

normal.

If we assume that E(ε̂∗∆u,tε∆y,t) = ρσ∆y, we can write

ε∆y,t = ρσ∆y ε̂
∗
∆u,t + ε∗∆y,t, ε∗∆y,t ∼ N(0, (1− ρ2)σ2

∆y).

Substituting the above equation into the measurement equation of the TVPM (4.8), we

have

∆yt = g∗t +Ot∆ut + ρσ∆y ε̂
∗
∆u,t + ε∗∆y,t. (4.10)
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The standardized prediction errors ε̂∗∆u,t in (4.10) augment the measurement equation

in (4.8) as bias correction terms similar to Heckman (1976)’s two-step procedure for

sample selection. A t-test for the maximum likelihood estimate of ρ can be used to check

the necessity of this procedure. Lastly, to estimate the model using the two-step bias

correction procedure, we need to deal with the “limited variation” of g∗t or the so-called

“pile-up” problem documented by Stock and Watson (1998). We firstly estimate the

TVPM treating g∗t as a constant and apply the exponential Wald statistic for structural

breaks to determine the signal-to-noise ratio (SNR) λ = σµ
σ∆y

; and secondly re-estimate

the model by imposing σ2
µ ≡ λ2σ2

∆y. In this first stage, we estimate the parameter vector

θ1 = (σ∆u, σγ1 , ..., σγm , ρ, σ∆y, σO, λ)′.

Unobserved components model with similar cycles

The trend growth rate g∗t is estimated using a reduced form model with diffuse initial-

ization. We find this appealing compared to the estimation of the HLW model which

initializes the state vector from HP filter. In this section, we introduce our model and

and its estimation.

Harvey (2011) finds that the US Phillips curve can be well modeled by a bivariate

unobserved components model with similar cycles. We follow his approach by introducing

a trivariate similar cycles model for both the Phillips curve and IS curve in the spirit of

(4.3). In particular, denoting ψt = (ψy,t, ψr,t, ψπ,t)′ and an auxiliary cycle vector ψ̃t, we

specify the following model for the gap variables,

ψt+1

ψ̃t+1

 =

ϕ
 cosω sinω

− sinω cosω

⊗ I3


ψt
ψ̃t

+

εψ,t
εψ̃,t

 , εψ,t, εψ̃,t ∼ N(0,Σψ), (4.11)

where ψy,t is the output gap; ψr,t is the real interest rate gap; ψπ,t is the inflation gap;

ϕ ∈ (−1, 1) is a damping factor ensuring stationarity of stochastic cycles; ω ∈ (0, 2π)

is the angular frequency of the cycles such that τ = 2π/ω is the cycle period; and the



CHAPTER 4. Looking for the stars: Estimating the natural rate of interest 93

stochastic forces driving the cycles are such that E(εψ,tε′ψ̃,t) = 0 with covariance matrix

Σψ =


σ2
ψy ρyrσψyσψr ρπyσψπσψy

σ2
ψr ρrπσψrσψπ

σ2
ψπ

 . (4.12)

ρπy and ρyr reflect the Phillips curve and IS curve, respectively. ρrπ captures the Taylor

principle that models the reaction function of central banks. It is easy to see that the

Taylor rule implied by the similar cycles is given by

it = πet + r∗t + βψTAψπ,t + γψTAψy,t + εi,t.

The regression equation can be rearranged such that the left-hand side variable is the

real interest gap ψr,t = rt − πet − r∗t . βψTA and γψTA are the Taylor coefficients; εi,t is a

monetary shock. This specification is in line with the original definition of Taylor rule

in Taylor (1993) and Taylor (1999) where Taylor suggests βψTA ≈ 0.5. One can calculate

Cov(ψr,t, ψy,t) and Cov(ψr,t, ψπ,t) and solve for βψTA and γψTA. For example, βψTA is given

by

βψTA = Var(ψy,t)Cov(ψr,t, ψπ,t)− Cov(ψr,t, ψy,t)Cov(ψπ,t, ψy,t)
Var(ψπ,t)Var(ψy,t)− Cov(ψπ,t, ψy,t)2 = σψr(ρrπ − ρyrρπy)

σψπ(1− ρ2
πy)

,

(4.13)

which captures the reaction of real interest rate to the inflation cycle. Notice that the

unconditional moments of the cycles reduce to those of the cycle innovations because the

multipliers in front of unconditional moments cancel out in the numerator and denomi-

nator. Since it reacts one-to-one to πet in our model, the magnitude of βψTA indicates the

activeness of monetary policy rule (Lubik and Schorfheide, 2004). The implied Phillips

curve and IS curve coefficients βψPC and βψIS can be computed similarly, allowing compar-

isons between similar cycles specification and regression specifications such as equation

(4.3).

The similar cycles model is a parsimonious specification for the gap variables which

imposes identical autocorrelation function for ψy,t, ψr,t and ψπ,t. Indeed, from a New

Kenyesian perspective, these gap variables should all resonate with real activities, i.e. the
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business cycle. From Figure 4.2.1, which shows the EA output gap, interest rate gap and

inflation cap obtained from HP filter, we see that all cycles share the same frequency with

similar amplitudes.
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Figure 4.2.1: Cyclic components obtained from HP filter for the EA. Red: output gap; Blue:
interest rate gap; Green: inflation gap; Dashed black: average of gap variables.

Furthermore, much literature mentioned in Section 2.1 that studies r-star has found the

HLW model is quite sensitive to different measures of ex-ante real interest rate rt = it−πet
with short-term nominal rate it and inflation expectation πet . Since any arbitrary filter

gives a different expectation measure which may lead to episodic performance of the HLW

model (Stock and Watson, 2007), we consider it more robust to use a model-based inflation

expectation when fit our model to data of different economies. In particular, we have the

following system of measurement equations in our unobserved components model:

yt = y∗t + ψy,t,

it = πet + r∗t + ψr,t,

πt = πet + ψπ,t + επ,t, επ,t ∼ N(0, σ2
π).

(4.14)

The extra transitory noise term επ,t in the inflation equation of (4.14) is an ad-hoc choice
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for measurement errors in core inflation and is optional11. πet is the unobserved trend

inflation. In the presence of the cyclic component ψπ,t, the trend πet equals the long-run

inflation expectation lims→∞Et(πt+s) (Beveridge and Nelson, 1981). In the appendix we

show the equivalence between the inflation equation of (4.14) and a hybrid New Keynesian

Phillips curve. It is worth noticing that instead of taking an ad-hoc measure of inflation

expectation as in the HLW model, we model a stable path, or long-run expectation,

of inflation πet . Explicitly modeling a stable path for inflation is necessary, because all

natural rates are defined in such an environment. For example, when an economy is at

its flexible price equilibrium, we have ψi,t = 0 for i = y, r and π; that is πt = πet (up to a

measurement error), which is the stable inflation. Should this not hold, monetary policy

becomes non-neutral in equilirbium which violates the definition of r-star. As comparison,

in equilibrium the HLW model gives πt = bππt−1+(1−bπ)π̄t−1 as in (4.3), hardly justifying

the “stable inflation”12. πet goes into the interest rate equation of system (4.14) such that

the real interest rate subject to long-run inflation expectation consists of the r-star and

the real interest rate gap.

We have the following local mean state transition equations:

y∗t+1 = y∗t + g∗t + εy∗,t, εy∗,t ∼ N(0, σ2
y∗),

r∗t = g∗t + zt,

zt+1 = φzt + εz,t, εz,t ∼ N(0, σ2
z),

πet+1 = πet + επe,t, επe,t ∼ N(0, σ2
πe).

(4.15)

The equation for potential output y∗t and the natural rate of interest r∗t is linked

by the trend growth g∗t , similar to the HLW model (4.4); but in our model, the trend

growth is found by the first-stage estimation. We let the r-star specific component zt
follow a stationary AR(1) process with AR coefficient φ ∈ (−1, 1) such that it can be

initialized from its unconditional distribution N(0, σ2
z/(1− φ)). This specification makes

11In our empirical study, this term is only modeled for the UK, because the core inflation we get from
Bank of England is much more volatile than the ones for the US and EA. We find that adding this term
to account for this excess volatility delivers more robust results.

12Among many others, literature that also introduces a stocashtic trend in Phillips curve includes
Cogley and Sbordone (2008), Harvey (2011), Goodfriend and King (2012), Kim et al. (2014) and Berger
et al. (2016).
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maximum likelihood estimation more stable and is also applied by Garnier and Wilhelmsen

(2005) who explain why one should prefer a stationary zt over a random walk. y∗t and πet
are initialized using diffuse initialization and the model is estimated by maximizing the

likelihood with respect to the 13-dimensional parameter vector

θ2 = (φ, ϕ, ω, ρIS, ρPC , ρTA, σψy , σψr , σψπ , σy∗ , σz, σπe , σπ)′.

The appendix details the state space representation of our model. All computations are

carried out using OxMetrics7 with the state space model package SsfPack3.0 (Koopman

et al., 1999).

4.3 Estimation results

In this section, we report estimation results for US, EA and UK. Section 3.1 shows the

estimate of potential growth rate of output, or the trend growth rate, based on the time-

varying parameter model for the first-difference version of Okun’s law. Section 3.2 shows

the estimation results of the proposed unobserved components model with similar cycles

for natural rate of interest. Some robustness checks are provided in Section 3.3.

4.3.1 Estimates of trend growth rate and Okun’s law

Estimation of the time-varying Okun’s law model (4.8)-(4.10) takes two steps where the

first step addresses potential endogeneity problem. Using the Heckman-type two-step

bias correction procedure proposed by Kim (2006), we can estimate all parameters and

time-varying components via Kalman filter and maximum likelihood.

Table 4.3.1 shows the estimated parameter vector θ̂1 in our first stage model, where

the hat symbol indicates the maximum likelihood estimate. As is seen, estimates of

ρ are significant with minus sign for the three economies considered. This highlights

the endogeneity problem; thus we should indeed apply the two-step bias correction for

estimating g∗t as well as other parameters in the model. The Ljung-Box test LB1 for

the first-step IV time-varying regression (4.9) suggests that the TVPM is sufficient to

capture changes in ∆ut and thus able to deal with potential endogeneity via orthogonal
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Table 4.3.1: Estimation Results of Time-varying Okun’s Law

First stage Parameter vector θ̂1
ρ σ∆y σO λ LB1 LB2

US −0.194(0.082)∗∗ 2.326(0.114)∗∗ 0.039(0.042) 0.042 0.757 0.166
EA −0.267(0.104)∗∗ 1.600(0.107)∗∗ 0.528(0.201)∗∗ 0.079 0.760 0.026∗∗
UK −0.180(0.073)∗∗ 3.309(0.159)∗∗ 0.046(0.082) 0.035 0.475 0.054∗

The table reports a selection of estimated parameters from the first-difference Okun’s law with time-varying
parameters (4.8)-(4.10), which is the first stage of our modeling framework. Within brackets are standard
errors with ∗∗ and ∗ indicating statistical significance at 5% and 10% level, respectively. LB1 and LB2 re-
port the p-value of Ljung-Box test of no residual serial correlation resulted from the first-step IV projection
(4.9) and the second-step estimation of (4.8) and (4.10).

decomposition of prediction errors. However, LB2 rejects the null of no serial correlation

in the residuals of (4.10) for EA at 5% level. This misspecification can be mitigated

following the method of Li and Mendieta-Muñoz (2018) by allowing some parametric

form of autocorrelation and stochastic volatility.

Table 4.3.1 also reports the estimated value of σO which shows the variation of the time-

varying Okun coefficient. Only the parameter for EA suggests significant time variation of

Ot, whereas US and UK are expected to have an Okun coefficient of limited variation13.

Table 4.3.2 summarizes the 95% confidence interval of Ot, for five selected periods. It

is easy to see a weakening effect of ∆ut on ∆yt for the three economies, confirming the

findings in Knotek II (2007) and Zanin and Marra (2012) which attribute this weakening

effect in developed countries to advancement in technology and increasing labor resource

utilization. This weakening Okun’s law is the most evident for the EA, as Ot becomes

insignificant at the end of sample period.

We present our estimates of the trend growth rate g∗t for the three economies in Figure

4.3.1 together with the estimates from the HLW model. For US, the Congressional Budget

Office (CBO) routinely publishes an estimate of the potential output y∗t . We fit model

(4.4) to it and obtain the CBO estimate of g∗t .

From Figure 4.3.1 it can be seen that the HLW estimate of g∗t is more of a slowly

decreasing linear trend. Our estimated trend growth from our model resembles the one

13The significance is based on likelihood ratio test, but one should notice that the test statistic is
non-standard because the null is at the boundary of parameter space, i.e. zero variance.
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Table 4.3.2: Time-varying Okun Coefficient

First stage Time-varying Okun cofficient Ot

1961Q1 1972Q1 1981Q1 2008Q4 2017Q2
US (-1.92, -0.82) (-1.84, -1.06) (-1.82, -1.12) (-1.54, -0.65) (-1.63, -0.42)
EA (-4.71, -0.41) (-2.45, 0.16) (-4.23, -3.21) (-3.72, 1.98)
UK (-2.15, -0.48) (-1.94, -0.60) (-1.84, -0.61) (-1.70, -0.24) (-1.79, -0.05)

The table shows the 95% confidence interval of the time-varying Okun coefficient from model (4.8) and
(4.10) for the three economies. Five periods are selected, including initial period, end of sample period, the
period after the oil crises (1981Q1) and the global financial crisis (2008Q4).

CBO 

1960 1965 1970 1975 1980 1985 1990 1995 2000 2005 2010 2015

2.5

7.5
US

CBO 

1975 1980 1985 1990 1995 2000 2005 2010 2015

2.5

7.5
EA

1960 1965 1970 1975 1980 1985 1990 1995 2000 2005 2010 2015

0.0

2.5

5.0
UK

Figure 4.3.1: Estimates of trend growth rate for US, EA and UK. Blue: Estimated trend
growth rate g∗t with 95% confidence band; Red: The HLW estimate; Dashed black: Estimate of the US
potential output growth rate by the Congressional Budget Office.

given by CBO after 1980. In particular, it captures the trough in 1981 (the Volcker-

Greenspan regime), the peak in the late 90’s, and the drop of potential growth rate after

the global financial crisis. However, prior to 1980 our estimate seems to lead the CBO

estimate, because CBO’s data set starts two decades before ours thus the initial value

effect is minor.

Similar to the US trend growth. For both economies, the HLW g∗t for EA and UK

is effectively a linear trend. Although estimation of the HLW model uses the median
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unbiased estimator, but it is expected to still suffer from the “pile-up” problem14. Our

first-stage model is well suited for capturing shifts in g∗t because the changes in the unem-

ployment rate isolates the effect of demand shocks on changes in output (Blanchard and

Quah, 1989 and Sinclair, 2009), and thus identifies changes in g∗t . In particular, g∗t of EA

shows a sharp drop before 1980 due to the oil crises and decreasing labor productivity

in the periphery countries of the then European Economic Community (Dew-Becker and

Gordon, 2008); g∗t of UK shows three drops (the mid 1970s, 1990 and 2008) on top of a

decreasing trend.

4.3.2 Estimates of natural rate of interest and gap variables

With the trend growth rate obtained from the first stage model, we estimate the proposed

unobserved components model with similar cycles (4.11)-(4.15) to the three economies.

Firstly, we report parameter estimates in Table 4.3.3.

The period of business cycle for US and UK is estimated to be 35 and 41 quarters,

respectively, which is line with the literature; however that of EA is estimated to be at

the boundary, i.e. 50 quarters. This can be seen from Figure 4.3.7 that the output gap

behave like a random walk locally and have a longer period than those of US and UK.

Yet the damping factor ϕ is well within the stationary regime, so we can safely conjecture

that there exists a business cycle for EA.

For the three economies, only ρπy is found to be statistically significant (though ρrπ for

UK is significant at 10% level). This suggests that the main cyclical correlation is between

output and inflation. Due to our trivariate similar cycles specification, statistically near-

zero ρry or ρrπ does not necessarily imply economically near-zero IS curve, Phillips curve

and Taylor principle coefficients. Using equation (4.13), we find that for US, the IS

coefficient βψIS is smaller than the HLW estimate in absolute value, whereas for both EA

and UK, EA in particular, it is found to be larger. As for the Phillips curve coefficient

βψPC , our estimates are larger than the HLW estimates for all three economies. Noticeably,

βψPC for EA is found to be ten times larger than the HLW counterpart. This mainly

results from the contemporaneous relationship modeled by similar cycles, rather than
14The first step estimation in the HLW model builds on a model without the real rate equation. As a

result, the signal-to-noise ratios for g∗t and zt are incorrectly calibrated.
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Table 4.3.3: Estimation Results of Unobserved Components Models

Secend stage Parameter vector θ̂2
US EA UK

φ 0.968 (0.030)** 0.986 (0.012)** 0.991 (0.010)**
ϕ 0.911 (0.018)** 0.949 (0.023)** 0.915 (0.017)**

ω 0.179 (0.029)** 0.126 0.154 (0.051)**
period 2π/ω 35.147 50 40.893

ρry -0.007 (0.185) 0.000 (0.001) 0.000 (0.001)
ρπy 0.420 (0.111)** 0.578 (0.208)** 0.401 (0.165)**
ρrπ 0.092 (0.088) 0.260 (0.129)* 0.146 (0.177)
βψIS -0.039 / -0.071 -0.139 / -0.036 -0.047 / -0.009
βψPC 0.110 / 0.079 0.689 / 0.065 0.650 / 0.490
βψTA 0.538 / - 0.380 / - 0.134 / -

σψy 0.591 / 0.354 0.358 / 0.290 0.644 / 0.110
σψr 0.870 / - 0.582 / - 0.811 / -
σψπ 0.685 / 0.791 0.949 / 1.001 1.046 / 2.737
σy∗ 0.356 / 0.575 0.430 / 0.400 0.557 / 0.878
σz 0.500 / 0.150 0.375 / 0.323 0.201 / 0.287
σψe 0.422 / - 0.347 / - 0.495 / -
σπ - / - - / - 3.719 / -

The table reports estimated parameters from the unobserved components model with similar cycles (4.11)-
(4.15), which is the second stage of our modeling framework. Within brackets are standard errors with ∗∗

and ∗ indicating statistical significance at 5% and 10% level, respectively. Our estimates (on the left-hand
side of the slash symbol) are compared with their HLW counterparts whenever possible. Cycle period is
restricted to be within (20, 50) quarters. Implied beta’s are calculated as in (4.14).
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a lagged structure. One appealing feature of our model is that, although the implied

beta’s differ across economies, the cycle innovation correlation coefficients are found to

be rather homogeneous, ρry and ρrπ in particular. So the difference among beta’s are

mainly from cycle innovation variances. Furthermore, our model also incorporates the

Taylor principle while this important channel of central bank reaction is not modeled in

the HLW framework. βψTA for the US is found to be 0.538, which is quite close to what

John Taylor originally suggests.
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Figure 4.3.2: Estimate of US natural rate of interest. Blue: Estimated natural rate of interest
r∗t with 95% confidence band; Red: The HLW estimate.

Figure 4.3.2-4.3.4 show the estimates of natural rate of interest for the three economies.

In comparison with the estimates from the HLW model (the red line), we can see that our

r-star show more variation. For US, no statistical difference is present if the confidence

band is taken into account. The r-star of EA from our model starts 1 percentage point

(pp) higher than the HLW value, and from 1990 a drop can be spotted which prevails

until recently. Even if taking uncertainty around the estimate into account, our model

still suggests a level shift in r-star for EA, whereas the HLW does not. The result of UK

from our model is surprisingly different from that of the HLW model. Similar to the case

of EA, UK’s r-star suggested by the HLW model does not show any statistical changes
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Figure 4.3.3: Estimate of EA natural rate of interest. Blue: Estimated natural rate of interest
r∗t with 95% confidence band; Red: The HLW estimate.
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Figure 4.3.4: Estimate of UK natural rate of interest. Blue: Estimated natural rate of interest
r∗t with 95% confidence band; Red: The HLW estimate.

if one takes into account the uncertainty around the estimate. Our r-star however starts

2pp lower than the HLW value and shows a rise from 1975 to 1985, after which a big drop
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Table 4.3.4: Changes of Percentage Points in Natural Rates

PP change baseline model / the HLW model
sample period US EA UK

∆r∗
- 1990 -1.275 / -2.076 0.505 / 0.146 1.883 / -1.105

1990 - 2006 -2.104 / -1.330 -4.358 / -1.287 -0.891 / -0.176
2006 - 2017 -0.547 / -0.630 -0.433 / -1.369 -1.433 / -0.543

∆g∗
- 1990 -2.915 / -1.445 -3.256 / -0.488 -1.171 / -0.542

1990 - 2006 -0.831 / -0.944 -1.464 / -0.826 0.362 / -0.455
2006 - 2017 -0.291 / -0.265 0.337 / -0.255 -0.514 / -0.072

This table shows the changes in terms of percentage point (pp) of estimated r∗t and g∗t over three periods
for the US, EA and UK from our baseline model (on the left-hand side of the slash symbol) and the HLW
model.

takes place due to the GFC.

In Table 4.3.4, we summarize percentage point changes of the natural rate of interest

and output growth based on estimates from both models. We see that both model suggest

that most of the fall in natural rate of output growth took place before 1990; but our

model suggests that the major drop in r-star took place during 1990-2006, whereas the

HLW model suggests r-star dropped the most before 1990. Our result tells that r-star of

EA stayed at around 4.8% until the downward shift started in 1990, while the HLW model

estimates the fall to be most profound after the GFC. Furthermore, our model suggests

that most of the fall in potential output growth rate took place before 1980, amounting to

a -3.2 pp change, and the HLW model simply suggests a gradual decrease of g∗t . According

to our model, the changes in UK’s r-star experienced an 1.88pp-increase before 1990 and a

big fall during the GFC in 2008. With the HLW mode, r-star shows a gradual fall, similar

to its estimate of g∗t . Despite these differences, both models suggest near-zero r-star for

the three economies in the current period, in line with literature; however, it cannot not

emphasized more that one should have a cautious take on this as the uncertainty around

the estimated r-star is rather large (see extensive discussions in Matthew and Justin, 2017

and Holston et al., 2017).

The above summary can also be seen from Figure 4.3.5. Importantly, the initial value

of r∗t and g∗t in the HLW model almost coincides, because it treats z1 to be zero almost

deterministically. As a result, together with a potentially downward-biased estimate of σz
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Figure 4.3.5: Baseline model and the HLW estimates. Thick line: Estimated natural rate of
interest r∗t ; Dashed line: Estimated trend growth rate g∗t . Blue: estimates from our baseline model; Red:
estimated from the HLW model; Top to bottom: results for US, EA and UK, respectively.

what we obtain is an expanding wedge between the two stars, for US and UK particularly.

Additionally, the HLW model initializes the potential output y∗t from their HP-filtered

values almost deterministically, while we initialize all nonstationary components in our

model diffusely; thus we let the data speak, which causes the big difference between our

estimates of UK’s natural rates and those of the HLW model at the beginning of the

sample period.

Due to the differences in estimates of natural rates between our model and the HLW

model, we expect to see different gap variables since both models decompose left-hand

side variables into a nonstationary and a stationary component. Figure 4.3.6-4.3.8 show

the estimate of output gap ψy,t for the three economies, and Figure 4.3.9-4.3.11 show the

estimate of real interest rate gap ψr,t. It can be easily seen that both models produce

similar gaps for the US economy and track other institutional estimates closely, which

reassures our model specification. Main differences are observed from the output gap for

EA and the real interest rate gap for EA and UK.
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Figure 4.3.6: Estimate of US output gap. Blue: Estimated output gap ψy,t; Red: The HLW
output gap; Colored dashed lines indicate estimates given by other institutions.
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Figure 4.3.7: Estimate of EA output gap. Blue: Estimated output gap ψy,t; Red: The HLW
output gap; Colored dashed lines indicate estimates given by other institutions.

EA’s outputgap ψy,t estimated by the HLW model shows a twenty-year long secular

stagnation between 1980 and 2000, whereas our model finds such evidence only during
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Figure 4.3.8: Estimate of UK output gap. Blue: Estimated output gap ψy,t; Red: The HLW
output gap; Colored dashed lines indicate estimates given by other institutions.

the 1990s. Similar to the OECD, IMF and Oxford Economics estimates, we find a 2%

peak for EA output gap in 1991. The trough in the HLW output gap in the 1980s goes

into the dip in our estimate of g∗t ; however by definition of the potential output growth

rate given in section 2, this dip in g∗t is free from output growth fluctuations explained

by the changing unemployment rate of EA during 1980s. Thus the drop is indeed from

the potential output rather than the output gap, same as the findings in Dew-Becker and

Gordon (2008) who document a significant drop in the growth rate of productivity in

Europe during that period.

The estimated real interest rate gap of EA differs from the HLW estimates mostly

during 1983-1993. Our estimates form a trough from 5% to -2.5% and come back to

4%, while the HLW real interest rate gap levels off at around 4%. The high real interest

rate during the second half of the 1980s in the HLW model comes from low inflation

expectation calculated using an ad-hoc 4-quarter moving average measure. In other words,

the HLW model implicitly assumes that the representative agent always discounts four

quarters in the recent past to form expectation. On the contrary, we directly treat inflation

expectation as unobserved, thus is able to derive a model-consistent measure of inflation
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expectation. The fact that the HLW model is sensitive to different ad-hoc measures of

inflation expectation renders a model-consistent inflation expectation more preferable.

This can also be seen from the HLW real interest rate gap of UK which shows a nearly

27-year long positive regime between 1982 and 2009. Surprisingly, during the 1970s the

UK’s real interest gap is estimated to as low as -12.5% by the HLW model, whereas our

model attributes these low values to the dip in the natural rate of interest r∗t due to the

drop of natural rate of output growth during that time.
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Figure 4.3.9: Estimate of US real interest rate gap. Blue: Estimated real interest rate gap ψr,t;
Red: The HLW rate gap.

4.3.3 Robustness

To check the robustness of the proposed model, we consider some basic alternatives. Table

4.3.5 shows a selection of estimated parameters. Firstly, we consider a model for US that

directly uses the potential output growth rate g∗t from CBO. Both estimated parameters

and unobserved components are literally the same as the estimates obtained using our

baseline model. This is expected as our first-stage model produces g∗t that closely tracks

the one given by CBO, as is seen in Figure 4.3.1. Furthermore, we can estimate the

risk aversion parameter or even make it time-varying because g∗t is obtained prior to the
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Figure 4.3.10: Estimate of EA real interest rate gap. Blue: Estimated real interest rate gap
ψr,t; Red: The HLW rate gap.
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Figure 4.3.11: Estimate of UK real interest rate gap. Blue: Estimated real interest rate gap
ψr,t; Red: The HLW rate gap.

second-stage estimation. For all three economies, this parameter is estimated to be close to

one when considered static and shows a small gradual increase over time when considered
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stochastic, suggesting the representative agent effectively has a log utility function. Under

both cases, other estimated parameters are quite close to the ones estimated by the

baseline specification, i.e. restricting α = 1. The estimated natural rate of interest r∗t for

the three economies when either static or stochastic risk aversion is estimated does not

suggest any noteworthy difference from the baseline, thus we do not show the comparisons.

Yet we should notice that Garnier and Wilhelmsen (2005) estimate the risk aversion in

the HLW model when fitting it to EA data and find quite different r-star. Our model

thus shows robustness in terms of estimation of risk aversion. Lastly, we re-estimate

the baseline model using only data after 1990Q1. The results suggest flattening Phillips

curve for the three economies, EA and UK in particular, which is in line with literature on

weakening response of inflation to output gap (Berger et al., 2016). IS curve also seems to

be weaker after 1990 for US and UK, but stronger for EA. The implied Taylor principle

coefficient shows that central banks in Europe have made more responsive monetary policy

since 1990, whereas the estimate for US suggests the opposite. The difference between

full sample estimates and estimates obtained using sample after 1990 leaves the room

for time-varying parameter modeling, which is an important avenue for future research

on r-star. Apparently, this model uncertainty attributes to the estimation uncertainty of

r-star, as Holston et al. (2017) notice.

4.4 Conclusion

The natural rate of interest or r-star plays a central role in monetary policy. It is rec-

ognized that r-star is subject to low-frequency time-variation due to gradual shifts in

potential output growth rate. Literature has devoted much effort in estimating these

natural rates. This chapter complements this discussion by proposing an unobserved

components model with similar cycles estimated using a two-stage procedure. In the first

stage, we pin down the potential output growth rate using a first-difference version of

Okun’s law with time-varying parameters. In the second stage, the unobserved compo-

nents model is estimated with the output gap, real interest rate gap and inflation gap

identified by similar cycles through Phillips curve, IS curve and a Taylor rule. Our model

is not only robust to initialization of nonstationary components in the model, but also to
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Table 4.3.5: Other Model Specifications

Other specifications Selected parameters
βψPC βψIS βψTA σψr σz

US
CBO 0.099 -0.055 0.454 0.846 0.517
α 0.108 -0.034 0.534 0.89 0.454
αt 0.107 -0.032 0.535 0.876 0.486
after 1990 0.081 -0.027 0.355 0.29 0.137

EA
α 0.709 -0.149 0.390 0.577 0.381
αt 0.759 -0.175 0.414 0.562 0.389
after 1990 0.168 -0.262 0.751 0.414 0.174

UK
α 0.648 -0.051 0.148 0.808 0.212
αt 0.713 -0.058 0.138 0.753 0.197
after 1990 0.064 -0.032 0.919 0.368 0.146

The table reports some estimated parameters for the three economies under different model specifications.
For US, CBO indicates we directly use the trend growth g∗t published by the Congressional Budget Office. α
indicates the model with estimated risk aversion parameter as in (4.1). αt indicates the model with a time-
varying risk aversion. “After 1990” uses data after 1990Q1.
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inflation expectation measures. Empirically, we fit our model to US, EA and UK data

with comparisons to the results from the Holston et al. (2017)’s model. We find that

the fall in potential output growth starts much before the GFC for the three economies,

whereas the r-star of US and EA starts to fall after 1985. The UK’s r-star starts low

in the 1960s and 1970s, and experiences an increase from 1980s until its significant drop

during the GFC. All r-stars are near-zero in the recent periods, but uncertainty suggests

that policy makers should take extra caution until we can be more certain about their

exact values.

Appendices

Similar cycles and the New Keynesian Phillips curve

The similar cycles model imposes identical autocorrelation functions for variables in the

system. Only looking at output, we have

yt = y∗t + ψy,t,ψy,t+1

ψ̃y,t+1

 = ϕ

 cosω sinω

− sinω cosω


ψy,t
ψ̃y,t

+

κy,t
κ̃y,t

 , κy,t, κ̃y,t ∼ N(0, σ2
ψyI2).

It can be shown that the reduced form model for the output gap ψy,t = yt− y∗t follows an

ARMA(2,1) dynamics,

ψy,t = ρ1ψy,t−1 + ρ2ψy,t−2 + θηt−1 + ηt, ηt ∼ N(0, σ2
ψy), (4.16)

where ρ1 = −ϕ2, ρ2 = 2ϕ cosω and θ = −ϕ(cosω + sinω).

Cogley and Sbordone (2008) and Harvey (2011) derive a New Keynesian Phillips

curve when a stochastic trend inflation is present. They show that such a model with

only forward-looking components provides better in-sample fit for the US data. We follow

this literature and show that the similar cycles model permits a hybrid New Keynesian

Phillips curve between the deviation of inflation from its trend πet and output gap ψy,t.
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Define the following inflation variable with a backward-looking component

πct = (πt − πet )− a(πt−1 − πet−1)
1− a ,

and consider the standard Phillips curve

πct = γEt(πct+1) + βψy,t + επc,t, (4.17)

where a is the backward-looking weight; επc,t is a white noise disturbance; γ is a discount

factor. The question thus becomes if there exists a pair (a, b) such that the inflation gap

is proportional to the output gap, or equivalently, if for some b we have

ψπ,t = πt − πet = bψy,t + ζt, (4.18)

where ζt is a noise term. If the above holds true, then we know ψπ,t has the same

autocorrelation function as ψy,t, which is a similar cycle.

Provided the usual transversality condition, iterating (4.17) forward gives

πct = β
∞∑
s=0

γsEtψy,t+s + επc,t.

Inserting (4.16) into the above, we can solve for the inflation path as

πct = β[1 0]

I2 − γ

ρ1 1

ρ2 0



−1  ψy,t

ρ2ψy,t−1 + θηt

+ επe,t,

or equivalently

1
1− a(ψπ,t − aψπ,t−1) = β

1− γρ1 − γ2ρ2
(ψy,t + γρ2ψy,t−1 + γθηt) + επc,t.
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Using (4.18) and by undetermined coefficients, we see

a = −γρ2,

b = (1 + γρ2)β
1− γρ1 − γ2ρ2

,

ζt =
t∑

s=1
as
(
γθηs + 1− γρ1 − γ2ρ2

β
επc,s

)
.

State space representation

A linear Gaussian state space model takes the following form:

xt+1 = δt + Φxt + ηt, ηt ∼ N(0,Ση), (4.19)

zt = τt + Λxt + εt, εt ∼ N(0,Σε). (4.20)

Equation (4.19) and (4.20) are the state transition and measurement equation, respec-

tively. ηt and εt are the vector of state innovations and idiosyncratic disturbances, respec-

tively, and E(ηtε′t) = 0. δt, τt, Λ, Φ, Ση and Σε are either fixed or predetermined system

matrices which may contain unknown parameters that need to be estimated.

In our model, we have zt = (yt, it, πt)′ and

xt = (y∗t , zt, πet , ψy,t, ψr,t, ψπ,t, ψ̃y,t, ψ̃r,t, ψ̃π,t)′.
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The system matrices are given by

δt =



g∗t

0

0

0

0

0

0

0

0



, Φ =



1 0 0 0 0 0 0 0 0

0 φ 0 0 0 0 0 0 0

0 0 1 0 0 0 0 0 0

0 0 0 ϕ cosω 0 0 ϕ sinω 0 0

0 0 0 0 ϕ cosω 0 0 ϕ sinω 0

0 0 0 0 0 ϕ cosω 0 0 ϕ sinω

0 0 0 −ϕ sinω 0 0 ϕ cosω 0 0

0 0 0 0 −ϕ sinω 0 0 ϕ cosω 0

0 0 0 0 0 −ϕ sinω 0 0 ϕ cosω



,

τt =


0

g∗t

0

 , Λ =


1 0 0 1 0 0 0 0 0

0 1 1 0 1 0 0 0 0

0 0 1 0 0 1 0 0 0

 ,

Ση =



σy∗ 0 0 0 0

0 σz 0 0 0

0 0 σπe 0 0

0 0 0 Σψ 0

0 0 0 0 Σψ


, Σε =


0 0 0

0 0 0

0 0 σπ

 ,

where Σψ is defined as (4.12). Estimation of the model is based on prediction error

decomposition using Kalman filter, which also produces estimate of state xt.



Chapter 5

Long term forecasting of El Niño

events via factor simulations

5.1 Introduction

El Niño is a well-known phenomenon in climate science and is characterized by higher

than average sea surface temperatures in the central and eastern equatorial Pacific Ocean.

It has a substantial impact on the climate in many parts of the world. Hence, it has been

given much coverage in the popular media, and it is the subject of extensive research

in the scientific world. El Niño typically causes changes in weather patterns related to

temperature, pressure and rainfall. Thus, a warm event may not only have a negative

impact on local economies, but can also have negative consequences for public health,

as in some regions these changes increase substantially the risk of water-borne and/or

vector-borne diseases. Given its huge impact particularly on some developing countries

bordering the Pacific Ocean, it is self-evident that a timely forecast of the next El Niño

event is important. Much scientific research has been devoted to the development of

forecasting methods for El Niño. The oscillation is characterized by an irregular period of

between 2 and 7 years. Currently, forecasts are issued regularly for up to three seasons in

advance, but the long term of more than one year ahead forecasts remain a real challenge,

and have only been attempted in the domain of theoretical hindcast studies. At the same

time, one of the two main theories about the physics underlying El Niño implies that it
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may be a self-sustaining climatic fluctuation that is quasi-periodic, with several dominant

peaks in its spectrum, the main one being at about every 4-5 years, a secondary at about

2 years, and a third one at about 1.5 years. This suggests that it may be predictable

at lead times of several years. This chapter proposes a new forecasting procedure for

El Niño and explore its ability to produce accurate forecasts for medium to long lead

times. The forecasting methods are based on state-of-the-art developments in time series

econometrics including state space simulation methods.

An overview of the current operational empirical models for the ENSO predictions

is presented in Barnston et al. (2012). These ENSO prediction models are based on

different approaches including inverse modeling (Penland and Magorian, 1993), multiple

polynomial regression (Kravtsov et al., 2005; Kondrashov et al., 2005), multiple regression

(Clarke and Van Gorder, 2003; Knaff and Landsea, 1997), multivariate empirical orthogo-

nal functions and Markov modeling (Xue et al., 1994, 2000), constructed analogues (Dool,

1994, 2007), canonical correlation analysis (Barnston and Ropelewski, 1992), and neuro-

logical network modeling (Tangang et al., 1997). All these models have been empirically

studied and compared with the state-of-the-art dynamical ENSO models. The overall con-

clusion is that their forecast performances are similar, for both short-term and long-term

horizons; see the discussions in Barnston et al. (2012). The exceptions are cases where

the target or start period is close to the months of March-May; this period is the season

corresponding to the so-called spring predictability barrier; see Duan and Wei (2013).

Hence, in an operational framework, the skill of all models is good for the predictions of

about 2-3 seasons ahead and gradually decreases for longer lead times than 8-9 months.

There are exceptions for some dynamical models.

In more recent studies with a retrospective forecasting focus, several models have

demonstrated longer lead forecast capabilities extending to between 1 and 4 years ahead;

see Chen et al. (2004), Ludescher et al. (2013), Petrova et al. (2017) and Gonzalez and

Goddard (2016). This chapter follows this line of research since our proposed method has

not been tested operationally and has the limitation of being a study based on ENSO

hindcasts, rather than on forecasts performed in real time. Chen et al. (2004) presents

dynamic predictions of the strongest El Niño events in recorded history dating back to 1877

and at lead times of up to 24 months. Ludescher et al. (2013) use sea surface temperature
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anomalies, teleconnections and network methods to issue statistical predictions of the

warm events in 1981-2011 at lead times of up to about 20 months. Petrova et al. (2017) use

a dynamic components model and a number of specially designed subsurface temperature

and wind stress predictors (also used in the present methodology) to predict the major EN

events in 1996-2015 at lead times of up to 34 months. Furthermore, Petrova et al. (2018)

show a prediction of the whole ENSO time series between 1972-2016 at a lead time of 2

years with an improved version of the model described in Petrova et al. (2017). Finally,

Gonzalez and Goddard (2016) use decadal prediction experiments from the Coupled Model

Intercomparison Project (CMIP5) to explore the long term predictability of ENSO with

different dynamical schemes. They show consistent skill for lead times of up to 24 months,

but some ENSO events are predicted longer in advance (4 years and more).

This chapter addresses the classical forecasting problem in time series analysis where

one needs to forecast a single time series of interest that is subject to a possibly intricate

serial correlation structure and for which a large set of explanatory variables is avail-

able. The standard approach is to consider a linear model that simultaneously treats the

dynamic structures in the time series and the explanatory variables, which may be endoge-

nous or exogenous. Both in econometrics and statistics, much attention is given to the

selection of the explanatory variables and their dynamic interactions with the variable of

interest. The preferred methodology for model specification depends heavily on whether

the aim is in-sample fit or out-of-sample forecasting. In the latter case, it is typically

argued that working towards more parsimonious models can be beneficial in forecasting.

For ENSO forecasting, Petrova et al. (2017) have adopted this standard approach with

the unobserved components time series models of Harvey (1990) as their base model. This

chapter explores and develops new multivariate methods to treat the explanatory vari-

ables specifically for the purpose of improving the ENSO forecasts from such univariate

models.

Denote the variable of interest by the scalar yt and the explanatory variables by the

vector Xt for t = 1, . . . , T . It is assumed in this chapter that the time series yt and those

in Xt are trend stationary. Further notice that Xt may also contain lagged explanatory

variables. The aim is to produce an estimate for yT+h where h is the forecast horizon,

based on the available observations for yt and Xt up to time T . For small values of h, we
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refer to the forecast made at time T , denoted by ŷT+h|T , as a short term forecast while

for larger values of h we refer to the forecast as a long term forecast. It depends on the

time series and the purpose of the study of what forecast horizon is associated with short,

medium or long term forecasts. Our focus is mostly directed towards long term forecasting

but our proposed procedure is also valid for short term forecasting. To produce a forecast

for yT+h, the information in XT+1, . . . , XT+h may be highly relevant for it but we do not

have their observations available at time T . One can either predict XT+1, . . . , XT+h in

an ad-hoc way from which the actual forecast ŷT+h|T can be computed, or relate yT+h to

XT , ..., XT−j for some j ∈ {0, ..., T − 1}. The former suffers from inaccuracy; namely the

larger h is, the less accurate ŷT+h|T becomes, whereas the latter suffers from difficulty to

choose the best lags j; see the discussion in Ashley (1988).

Another solution for the handling of explanatory variables in the forecasting problem

is to jointly analyze yt and Xt within, for example, a vector autoregressive (VAR) model.

Although there is evidence of their effectiveness in forecasting key variables, there is a

surge in the number of parameters that need to be estimated when the number of variables

in Xt increases. The estimation errors can negatively affect the forecast accuracy for the

variable of interest, especially in the case of long term forecasting; see, for example, the

discussion in Litterman (1986). In recent years much attention is given to shrinkage

methods applied to large sets of explanatory variables including principal components

and empirical Bayes methods. In many studies where shrinkage procedures are adopted,

convincing evidence of improved forecast accuracy is presented; see also the discussion in

Stock and Watson (2012). In this chapter, we aim to build on these methods in developing

a novel and accurate forecasting procedure for ENSO time series and events.

The remainder is organised as follows. Section 5.2 presents and discusses a new three-

step forecasting method. We also provide an intuition and motivation of the overall

forecasting method. A selection of the results of our empirical study is presented in

Section 5.3. It includes the specification of the univariate model for the Niño3.4 time

series and the role of the explanatory variables in the multivariate analysis. The main

results of our forecasting study is presented in Section 5.4. Concluding remarks are in

Section 5.5 together with suggestions for further research.
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5.2 The three-step forecasting method

By preliminary examination of the set of climatological time series as illustrated in 5.5.2

including across-sectional autocorrelation function and spectral density, we conjecture

that popular multivariate forecasting models involving dimension reduction such as vari-

able selection and factor models may not be ideal to pool information while keeping data

dependence across time and sections intact.

To balance forecasting parsimony and model flexibility of cross-sectional dependence,

we propose a three-step procedure: (i) analysis, modelling and prediction of the variable

of interest, in our case Niño3.4, using a univariate time series model; (ii) a joint analysis of

the prediction errors from step (i) and the explanatory variables, using a multivariate time

series model; (iii) simulation of the prediction error series from step (i) conditional on the

data set of explanatory variables using the multivariate model in step (ii); the simulated

error series can be transformed to an ensemble or synthetic time series of the variable of

interest which can be forecast using the univariate model of step (i) with the parameter

re-estimated. The sample average of these ensemble forecasts is the final forecast. From

this three-step method, confidence intervals and forecasts for the probability of El Niño

and La Niña events can be obtained1. In this section, we discuss the three steps in detail.

In the appendix a more technical treatment of the three-step method is provided which

explains how both flexibility and parsimony are allowed in the forecasting procedure; and

we present a small but intuitive Monte Carlo study.

The three-step forecasting procedure includes a parsimonious treatment of the many

explanatory variables that all have short-term and long-term interrelationships with the

variable of interest. In a dynamic linear regression analysis, it requires many coefficients

for the explanatory variables and their lags. When applying parameter reduction methods

such as LASSO, the exclusion of coefficients is based on statistical decision making. Our

approach is not concerned with the selection of coefficients but with the measurement of

combinations of signals from explanatory variables that are relevant for the part of the

variable of interest that cannot be explained by its own dynamics. These signals reflect

1The El Niño and La Niña events are treated as binary variables. For example, an El Niño event
takes place if a consecutive sequence of temperature exceedances is observed. We show later how this
complexity can be solved within the simulation procedure.
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the main and persistent dynamics in the explanatory variables that particularly facilitates

long-term forecasting of the variable of interest. We could have opted for a complete

dynamic factor analysis but then equal importance to both the variable of interest and

the explanatory variables is given. By relying on a mix of an univariate time series model

and a dynamic factor model, both are leading to parsimonious and flexible methods, the

three-step procedure is able to provide accurate forecasts, especially in the long-term.

5.2.1 Step (i): univariate model

The time series properties of the variable of interest is first established by means of a

univariate linear dynamic model. In this chapter, we consider the class of unobserved

components (UC) time series of Harvey (1990) but other linear dynamic models can also

be considered, including those from the well-known class of autoregressive moving average

(ARMA) models. We consider the monthly time series variable Niño3.4 denoted by yt,

for time points t = 1, . . . , T . We analyse yt using the decomposition model as given by

yt = µt + γt + ψt + εt, t = 1, . . . , T, (5.1)

where µt, γt and ψt represent trend, seasonal and cyclical components, respectively, while

εt is a Gaussian disturbance term, with mean zero and variance σ2
ε , which is also referred

to as the irregular component2. The UC model provides a flexible framework for the

analysis, modeling and prediction of time series. The trend and seasonal components

evolve dynamically over time as specific random walks which can be given by

µt+1 = µt + σµηµ,t, γt+1 = −(γt + . . .+ γt−10) + σγηγ,t,

where ηz,t, for z = µ, γ are mutually and serially uncorrelated Gaussian disturbance terms

(they are also independent of the irregular εt). We treat the standard deviations σz > 0 as

unknown parameters and are estimated by the method of maximum likelihood (ML). The

initial variables µ1, γ1, . . . , γ11 are also treated as unknown but can be estimated using

special methods, see Durbin and Koopman (2012, Chapter 5). The cycle component is

2This particular model formulation is further motivated and discussed in Section 4.
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defined in terms of stochastically evolving trigonometric functions3, we have

ψt =
p∑
j=1

ψj,t

where
ψj,t+1

ψ∗j,t+1

 = φj

 cos(λj) sin(λj)

− sin(λj) cos(λj)


ψj,t
ψ∗j,t

+ σψj

ηψj ,t
ηψ∗j ,t

 ,
for j = 1, . . . , p where ηzj ,t for zj = ψj, ψ

∗
j are mutually and serially uncorrelated Gaussian

disturbance terms (and independent of all other disturbance terms and irregular). The

standard deviation σψj > 0, the damping factor 0 < φj < 1 and cycle frequency 0 <

λj ≤ π, for j = 1, . . . , p, are treated as unknown parameters and estimated by ML.

The unconditional properties of ψj,t are used as initial conditions for the cycle processes.

Maximum likelihood estimation is done routinely using the Kalman filter. Furthermore,

signal extraction and multi-step forecasts for yt and their standard errors are calculated

using techniques of linear Gaussian state space models. The UC model has been adopted

for the analysis of the Niño3.4 time series in Petrova et al. (2017) who extend model (5.1)

by a careful selection of explanatory variables and who show that accurate forecasts can

be obtained, especially for lead time of 1.5 to 2.5 years.

We denote the set {x1, . . . , xt} by x1:t, for any variable x and for t = 1, . . . , T . For

a given UC model as specified above, the Kalman filter computes the one-step ahead

prediction errors which we denote and define as

vuct = yt − Euc(yt|y1:t−1), (5.2)

where Euc refers to the expectation under the conditional density puc(yt|y1:t−1) implied by

the linear Gaussian UC model (5.1). We have vuc = (vuc1 , . . . , v
uc
T )′ which is defined by

vuc = Ly, where y = (y1, . . . , yT )′ and L ∈ RT×T is a T × T lower-triangular matrix with

ones on the main diagonal; the lower elements of L are functions of the parameters in the

UC model, see Durbin and Koopman (2012, Section 4.13). Since L is invertible, we also
3Stochastic cycles can also be represented as stationary ARMA processes with low-order lag polyno-

mials and complex roots imposed on the autoregressive polynomial, see Harvey (1990).
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have y = L−1vuc. Hence yt from the UC model (5.1) can be reconstructed as

yt = gt(vuc1:t), t = 1, . . . , T, (5.3)

where gt(vuc1:t) = `t v
uc and `t is the t-th row of the lower-triangular matrix L−1.

5.2.2 Step (ii): dynamic factor model

In the next step we jointly consider the prediction errors vuct obtained from Step (i) and

a set of N − 1 explanatory or predictor variables Xt ∈ RN−1, for t = 1, . . . , T . We assume

that all time series in Xt are stationary, possibly after a transformation. For the joint

analysis, we consider the dynamic factor model (DFM) as given by

vuct
Xt

 = Λft + ξt, ft = Φ1ft−1 + . . .+ Φrft−r + νt, (5.4)

where Λ ∈ RN×p is the factor loading matrix, ft ∈ Rp is the vector of factors, ξt ∈ RN

is the Gaussian disturbance vector with mean zero and some (diagonal) variance matrix

Σξ, Φi ∈ Rp×p is the autoregressive coefficient matrix, for i = 1, . . . , r, with r being the

order of the vector autoregressive (VAR) process for ft, that is ft ∼ VAR(r), and νt ∈ Rp

is a Gaussian disturbance vector (independent of ξt) with mean zero and some variance

matrix Σν . The estimation of unknown parameters in the model is carried by the two-step

method of Doz et al. (2011b) under stationarity conditions; see discussion in the appendix.

Due to the dynamic specification for factor ft ∼ VAR(r) in (5.4), relations between

the prediction errors vuct and the explanatory variables in Xt are not exclusively contem-

poraneously but also exist through the lags of Xt. In particular, when considering the

conditional density

pdfm(vuct |X1:T ), t = 1, . . . , T, (5.5)

we can measure the impact of X1:T on vuct based on the dynamic factor model (5.4). To

explore the features of the smoothed density, we will generate a large set of simulations

from this density using the simulation smoother of Durbin and Koopman (2002). Each

sample of vuc from the smoothing density (5.5) is a linear function of X1:T . This collection
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of time series sampled from (5.5) can measure the amount of variation that is implied by

(5.4) and explained by X1:T . We denote these simulated prediction error series from

(5.5) by v
(i)
t for i = 1, . . . ,M where M is the number of simulated series. The current

and lagged relations in X1:T may capture the remaining persistent and possibly cyclical

dynamics in the time series variable of interest yt.

In case the univariate UC model (5.2) is the correct model specification for the true

data generation process of yt, the prediction errors in vuc should not be affected by the

variables in Xt. The implication for model (5.4) is that the first row of Λ should consist

of only zeroes. Therefore, the inadequacies of the univariate UC model to describe the

underlying dynamics of yt will be brought to light by the smoothing density (5.5)4. Model

(5.4) can be regarded as a parsimonious and simple way of linking Xt, including its current

and lagged values, with the part of yt that cannot be explained by its own past.

5.2.3 Step (iii): forecasting via simulation and estimation

Based on the set of simulated series v(i)
1:T , for i = 1, . . . ,M , from Step (ii), we can construct

a set of artificial time series yt via the inverse transformation (5.3). We refer to this

sequence of M time series yt as the set of ensemble time series and is specifically generated

by

y
(i)
t = gt(v(i)

1:t), v
(i)
t ∼ pdfm(vuct |X1:T ), t = 1, . . . , T, (5.6)

for i = 1, . . . ,M . The ensemble time series y(i)
t is the result from a special interaction

between the UC model and the DFM. This is a key feature of our forecasting method.

Since the univariate UC model is more parsimonious and solely targeted towards

designing an optimal forecasting function for yt, we generate the forecasts yT+h, for h =

1, 2, . . ., based on the univariate UC model (5.2), that is

ŷucT+h = Euc(yT+h|y1:T ) = Euc(yT+h|vuc1:T ), (5.7)

where the latter equality holds since vuc1:T is the result of a nonsingular transformation of

4There are many reasons for the inadequacies of an analysis based on a univariate model including
model misspecification and parameter estimation errors. Even when the prediction errors vuct are white
noise, it does not imply that pdfm(vuct |X1:T ) = pdfm(vuct ).
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y1:T , that is vuc = Ly. For each ensemble time series (5.6), we compute the forecasts in

(5.7),

ŷ
(i)
T+h = Euci(yT+h|y(i)

1:T ) = Euci(yT+h|v(i)
1:T ), h = 1, 2, . . . , (5.8)

for i = 1, . . . ,M , where Euci is expectation with respect to the UC model (5.1) but with

the parameters in the UC model replaced by their ML estimates for the i-th ensemble time

series. The final forecast from our three-step method involving dynamic factor simulations

(DFS) is then simply obtained by the average

ŷdfsT+h = 1
M

M∑
i=1

ŷ
(i)
T+h.

5

This final forecast can be regarded as the Monte Carlo estimate of the forecast function

ŷT+h =
∫

Euc(yT+h|v)pdfm(v|X1:T )dv,

where pdfm() is defined above. A key insight is that the DFM from which we construct

ensemble time series incorporates the predictive contribution of X1:T for yt. It leads to

the highly convenient property that there is no need to forecast Xt in any way.

5.2.4 Discussion

This three-step forecasting method is based on a univariate time series model for the

variabele of interest and on a multivariate time series model for linking the variable of

interest with a set of predictor or explanatory variables. Both models are approximations

to the true model that has generated the yt and Xt variables. Hence we treat both models

as misspecified while they still provide the basis for an accurate and feasible method of

forecasting the variable of interest yt. In particular, given the empirical evidence that

univariate models are often highly effective in producing accurate short-term forecasts,

we take step (i) as a solid basis for forecasting. The role of the dynamic factor model

5It is interesting to see how different the ensemble forecasts ŷ(i)
T+h are from the UC forecast ŷucT+h,

even though the prediction errors have mean zero. As shown in the appendix, the orthogonal prediction
errors from Step (i) do not contribute in ŷucT+h, it still carries information regarding the underlying signal
of yt since it is not orthogonal to the space of Xt. The ensemble series recovers the piece of “missing”
information and delivers forecasts that are different from a UC model forecsat.



CHAPTER 5. Long term forecasting of El Niño events via factor simulations 125

is to incorporate the (possibly many) explanatory variables in the dynamic variation of

yt that cannot be explained by its own past. Since the underlying dynamic factors are

modelled as vector autoregressive processes and since the focus is on pdfm(v|X1:T ), current

and lagged interrelationships between the variables v and X1:T are also accounted for. All

ensemble time series generated from the dynamic factor model are treated separately

by first estimating the parameters and second by computing the forecasts, both for the

univariate model. The average of these ensemble forecasts is then our final forecast. A

technical account of the method is provided in the appendix.

5.3 Empirical analysis of Niño3.4 series

5.3.1 The data

Our data set includes the monthly time series of temperature values which is referred

to as the Niño3.4 time series and which is the area-averaged sea surface temperature

in the region (5 ◦ N - 5 ◦ S, 170 ◦ W - 120 ◦ W). In this area the El Niño events are

identified, see also the discussion in Barnston et al. (1997). The National Centers for

Environmental Information (NOAA) defines an El Niño or La Niña event as a phenomenon

in the equatorial Pacific Ocean characterised by a five consecutive 3-month running mean

of sea surface temperature (SST) anomalies in the Niño 3.4 region that is above (below)

the threshold of +0.5◦C (-0.5◦C)6.

In the empirical study, the Niño3.4 time series denoted by yt is the variable of key

interest which is observed from January 1982 to the end of 2015 with 34 years of data

and 408 monthly observations. For this period, observations for 24 predictor variables are

available which consist of physical measures of zonal wind stress and sea temperatures

at different depths in the ocean and at different locations. Petrova et al. (2017) give

a detailed account of the selection of these variables. We do have observations available

beyond 2015 but only for a few variables. Graphs, acronyms and references to data sources

for all time series are presented in the appendix.

6Details can be found on the website of NOAA, https://www.ncdc.noaa.gov/
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5.3.2 The Niño3.4 time series

Step (i) of the forecasting procedure requires a univariate model for the Niño3.4 time se-

ries. Petrova et al. (2017) proposes to use the UC model with a stochastic trend, monthly

seasonal and three cyclical components. From the sample spectrum, one can easily identify

three or four peaks where the first one clearly corresponds to the monthly seasonality. To

determine the appropriate specification for the UC model, we firstly examine its station-

arity7 using the well-known augmented Dickey-Fuller (ADF) and KPSS tests, see Phillips

and Xiao (1998). The ADF test (with intercept) strongly implies that the null hypothesis

of a unit root is rejected. Based on the KPSS test, we cannot reject the null hypothe-

sis of trend stationarity which suggests that the Niño3.4 time series is generated from a

stationary process around a fixed trend. Within the KPSS test procedure, the estimated

trend reduces to a constant. Secondly, we choose the number of cycles based on diagnostic

residual statistics and on the structural break tests of Vogelsang (1997). We learn from

Table 5.3.1 that models with one or two cycles are likely misspecified; for example, the

Ljung-Box test statistics imply autocorrelated residuals. The exponential Wald test for a

constant intercept suggests the existence of structural breaks8. We conclude that a model

with two cycles is insufficient for capturing the underlying dynamics in yt.

Models with three and four cycles both produce diagnostic test statistics that support

the hypothesis of white noise residuals. We prefer the model with three cycles because the

Bayesian information criterion is only slightly larger compared to a model with four cycles.

Furthermore, the estimated fourth cycle is a noisier version of the estimated first cycle.

In all practical terms, the fourth cycle appears to be redundant in the model. Finally,

the reported p-values of the likelihood ratio statistics for zero standard deviations9 in

Table 5.3.1 suggest that the model with three cycles has all cycles estimated as stochastic

while the estimated trend reduces to a fixed value (intercept). Also the estimated seasonal

component is non-stochastic (reduces to fixed dummy effects) and the irregular noise

7In our in-sample analysis, we add dummy variables in the UC model to account for short-term cooling
effects due to a series of Montserrat Volcano eruptions in 1995 on the global temperature.

8We subtract the smoothed estimates of the seasonal and cyclical components from the Niño3.4 time
series yt, and regress it on constant intercepts; we follow Vogelsang (1997) in 1% trimming and p-value
interpolation.

9Strictly, the test statistic is non-standard as the null is at the boundary point; notwithstanding this,
the likelihood ratio statistic is however much larger than the 95th percentile of χ2(1) distribution.
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Table 5.3.1: UC model for Niño3.4 series

no. cycles Standard deviations Tests
σµ σγ σψ1 σψ2 σψ3 σψ4 σε BIC JB LB(36) EW

1 0.04
(0.00)

0.00
(0.97)

0.13
(0.00)

0.00
(0.61)

-2.45 0.22
(0.89)

51.89
(0.02)

6.19
(<0.01)

2 0.00
(0.34)

0.00
(0.92)

0.18
(0.00)

0.10
(0.00)

0.00
(0.44)

-2.65 2.40
(0.30)

50.71
(0.02)

4.31
(<0.01)

3 0.00
(0.54)

0.00
(0.86)

0.11
(0.00)

0.09
(0.00)

0.13
(0.00)

0.00
(0.52)

-2.68 2.30
(0.32)

40.94
(0.11)

2.08
(0.12)

4 0.00
(0.84)

0.00
(0.87)

0.09
(0.00)

0.07
(0.01)

0.13
(0.00)

0.56
(0.00)

0.02
(0.16)

-2.69 1.82
(0.40)

39.11
(0.13)

1.83
(0.16)

Each row indicates a UC model with a specific number of stochastic cycle components. The estimates of
standard deviations of the component disturbance terms in the UC model are reported together with the p-
values of the likelihood ratio statistics for zero standard deviations (in brackets). BIC denotes the Bayesian
information criterion. The residual test statistics are JB for the Jarque-Bera normality test, LB(36) for the
Ljung-Box autocorrelation test based on 36 lags, and EW for the exponential Wald statistic of Vogelsang
(1997) concerning structural breaks in the trend function, with their p-values (in brackets).

components vanishes from the model. However, in our analysis we keep the UC model

with stochastic components for trend, seasonal and irregular because it is agnostic to

estimation uncertainty when considering rolling-window forecasting in our empirical study.

Figure 5.3.1 presents the estimated deseasonalised Niño3.4 series yt− γt and the three

extracted cycles. The estimated standard deviations for the three stochastic cycles are

reported in Table 5.3.1. The estimates for the damping factor (that determines the speed

of mean reverting of a cycle) are given by 0.96, 0.99 and 0.98 and for the cycle frequency

are given by 0.36, 0.21 and 0.12, respectively. These cycle parameter estimates correspond

approximately to the three peaks (which are not associated with the seasonal oscillation)

in the sample spectrum for the Niño3.4 time series; they indicate cycle periods of 1.5,

2.5 and 4 years. The first cycle corresponds to the short-term cyclical dynamics that

accounts for more variation in yt than the seasonal component. The second cycle accounts

for bi-annual systematic variation in the time series but its amplitude is relatively small

compared to the seasonal and other cyclical components. The third cycle component

captures most of the variation in yt since it has the highest amplitude.
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Figure 5.3.1: Decomposition of Niño3.4 time series
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The left panel presents the deseasonalised Niño3.4 time series which is calculated by yt − γt with γt
being the extracted seasonal component. The right panel shows the three extracted stochastic cycles
with period 1.5, 2.5 and 4 years.

5.3.3 The ensemble residuals

To provide some more insights into the role of the ensemble time series in Step (iii), we

illustrate some features of the ensemble residuals which are simulated from the smoothing

density pdfm(vuct |X1, . . . , XT ) in Step (ii). In Figure 5.3.2 we present a sequence of M =

200 ensemble prediction errors v(i)
t , for i = 1, . . . ,M , together with the actual error vuct .

It is interesting to observe that all v(i)
t s form a band that goes through the vuct , despite

the fact that unconditionally the residuals can be regarded as Gaussian white noise as is

evidenced by the residual diagnostic statistics reported in Table 5.3.1. From graph (ii),

we learn that the variation in a single v(i)
t series explains on average around 14% of the

variation in vuct . This highlights the amount of information on the underlying dynamics

of yt that a univariate model fails to capture but is recovered by the use of predictor

variables through a dynamic factor simulation procedure.

Figure 5.3.2 further illustrates the rich dynamic structures that the ensemble residuals

capture from Xt. In order to investigate the individual contribution of a variable in Xt to

v
(i)
t , we present the average correlation of v(i)

t with a selection of variables in Xt and their

lagged values, up to lag 30, in the graphs (iii) and (iv). The correlations are computed

for each v(i)
t and an average is taken over the M ensemble residual series. This procedure

is similar in design and has the same aim as the R2 plots of Stock and Watson (2002,

see their Figure 1) between principal components and individual explanatory variables.

For example, we observe that “100fin2” continuously explains variability for the lags
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Figure 5.3.2: Prediction and Ensemble residuals for Niño3.4 time series
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The figure presents the one-step ahead prediction errors vuct in Step (i). It also shows that variation of
predictor variables in Xt are able to explain the variation of vuct . (i): vuct and the ensemble residuals
v(i) obtained through the DFM in Step (ii). (ii): The histogram of R-squared of M regressions vuct =
c+βv(i)

t +εt. (iii) and (iv): Correlations between v(i)
t and a selection of variables in Xt, contemporaneously

and for its lags from 1 to 30.

10-30, which is expected as typically before an El Niño event takes place there is a

subsurface anomalous warming of the ocean in the area where this variable is defined,

which warming later propagates and plays an important role in the generation of El Niño in

the eastern Pacific. Similarly, there is a high correlation for “500fin2” at 16-30 lags, again

corresponding to this early subsurface warming of the ocean at greater depths. These

variables were originally constructed with the purpose to capture important dynamical

information about El Niño at its early developing stages and corresponding to long lead

times. With our procedure we aim to extract this information, and use it efficiently and

parsimoniously in our forecasting of the El Niño events.

5.4 Forecasting Niño3.4 time series and El Niño events

5.4.1 Design of the forecasting study

In the main part of our empirical forecasting study we consider the Niño3.4 time series

as the variable of interest yt that we want to forecast h-step ahead for h = 1, 2, . . . , 30.
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Hence the maximum forecast window is 2.5 years. For producing the forecasts of yt
we adopt different forecast modelling approaches and methods, including our three-step

forecasting procedure which we indicate by UCDFS, the unobserved components model

with dynamic factor simulations. To compare the forecasting performance of the differ-

ent methods, we carry out a rolling-window forecasting study with each window covering

275 monthly observations. The first window starts in May 1982 and we use the obser-

vations in the estimation window to estimate the parameters and use these to compute

the forecasts ŷT+h|T for h = 1, 2, . . . , 30, using different methods. We repeat this for the

100 windows and obtain 100 out-of-sample forecast errors for each horizon h. We then

compute measures for the forecast precision for each forecast length h.

The results for our UCDFS method are the focus of our discussions. We compare

different measures of its predictive accuracy with those obtained from alternative model-

based forecasting methods. Apart from two autoregressive moving average models, an

AR(6) and an ARMA(4, 3), and the local level model (LL), the following models are

considered: (i) the seasonal autoregressive moving average (SARMA) model with seasonal

AR and MA orders both equal to 12 and with regular AR order 2 and MA order 1 (these

orders are determined by the in-sample Bayesian information criterion, BIC), denoted by

SARMA(12, 2, 1); (ii) the unobserved components time series model (UCM) that is used in

Step (i) of our three-step forecasting procedure; (iii) the unrestricted vector autoregression

of order 2, or VAR(2) for the observation vector (yt, X ′t)′ (VAR order is determined by

in-sample BIC); (iv) the forecasting procedure of Stock and Watson (2002), referred to as

S&W, which is based on 5 to 7 principal components that summarise 95% of the variation

in X1:T , across all rolling windows; (v) the standard dynamic factor model (DFM) with

observation vector (yt, X ′t)′ and with five dynamic factors modelled as stochastic cycles10;

(vi) the least absolute shrinkage and selection operator (LASSO) selecting predictors

from the collection (X ′t, X ′t−1, . . . , X
′
t−36)′, i.e. 888 series with up to 36 lags as suggested

by Petrova et al. (2017)11; (vii) the collapsed dynamic factor model (CDFM) of Bräuning

and Koopman (2014) that collapses the 889-dimensional vector (yt, X ′t, X ′t−1, . . . , X
′
t−36)′

10The model is cast directly into state space form and the loading, persistence and covariance matrices
are estimated by maximum likelihood using the Kalman filter.

11The LASSO threshold or tuning parameter is chosen by BIC and the typical number of nonzero
coefficients is 25.
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via five principal components and uses a DFM based on yt and the principal components.

We apply the DM test for equal predictive accuracy between UCDFS and each of the

model-based forecasting methods described above.

In the last part of our empirical forecasting study, we carry out a forecast study for

the probability of El Niño events. These forecasts are constructed via simulation and are

based on the same methods described above.

5.4.2 Forecasting loss functions and precision criteria

We measure the precisions of the h-step ahead out-of-sample forecasts using different loss

functions. We adopt index i to indicate a particular rolling window. To measure the

predictive accuracy, we consider the loss differential function

di,h = L(e(j)
i,h)− L(e(k)

i,h ),

for some loss function L(·) and h-step ahead forecast errors e(j)
i,h and e

(k)
i,h obtained from

model j and k, respectively. We compute the DM test statistic of Diebold and Mariano

(1995) using the loss differentials and corrected for small sample size as proposed by

Harvey et al. (1997); that is

DM∗
h =

√
M + 1 + h2 − 3h

M
DMh ∼ Student’s tM−1,

where DMh is the standard DM test statistic for the h-step ahead forecast loss differen-

tial with the heteroskedastic and autocorrelation-consistent estimator for the asymptotic

variance of DMh, see Giacomini and White (2006) for a discussion.

In Table 5.4.1 we present the results of our El Niño forecasting study. The upper panel

presents the h-step root mean squared forecast error (RMSE) of model j as given by

RMSE
(j)
h =

√√√√ 1
M

M∑
i=1

L(e(j)
i,h), h = 1, . . . , 30,

with loss function L(e(j)
i,h) = e

(j)
i,h

2
. The lower panel presents the h-step ahead mean linex
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forecast error MLFE
(j)
h of model j as given by

MLFE
(j)
h = 1

M

M∑
i=1

L(e(j)
i,h), h = 1, . . . , 30, (5.9)

with the linex loss function L(e(j)
i,h) = exp (βe(j)

i,h)−βe(j)
i,h−1. This loss function is originally

proposed by Varian (1975), which is a combined measure of loss in point forecast and

forecast direction of change. The parameter β measures the aversion towards either

negative (β > 0) or positive (β < 0) forecast errors. We choose β = 1 since an under-

estimation of the Niño3.4 time series increases the probability of missing an El Niño

event.

Table 5.4.2 presents the mean ranked probability score (MRPS). It summarises the

loss resulted from mistakenly forecasting the events of El Niño and La Niña. The rank

probability score (RPS) statistic of Epstein (1969) is given by

RPS
(j)
i,h = 1

2

3∑
k=1

(
k∑

J=1
(p̂(j)
J,i,h − eJ,i,h)

)2

,

where J = 1 indicates an El Niño event, J = 3 a La Niña event, and J = 2 corresponds

to no event. The probability p̂(j)
J,i,h is model j’s h-step ahead forecast probability for each

of the three categories J = 1, 2, 3 for estimation window i. The binary variable eJ,i,h

indicates the actual outcome (0, 1) for each of the three categories. This scoring rule is

sensitive to distance by taking into account the probability mass assigned to all categories

and not only the category of the observed outcome. MRPS
(j)
h is given by 1

M

∑M
i=1RPS

(j)
i,h .

We regard it as a precise indicator of the quality of event forecasts. We extend each of the

ensemble series y(m)
t , for m = 1, . . . ,M , obtained in Step (iii) of UCDFS with 30 missing

values. Afterwards, the simulation smoother is used to draw N series which gives us a

cloud of h = 1, . . . , 30 step ahead forecasts of size MN . Once we have simulated the M

ensemble forecasts, we can count the number of times an El Niño event, La Niña event,

or no event occurs. The forecast probability p̂j,i,h = 1
M

∑M
m=1 p̂

(m)
j,i,h is simply the number of

times each event occurs divided by the total number of draws with p̂(m)
j,i,h being the forecast

probability from the ensemble series y(m)
t . The confidence interval for forecast probability

is thus given by p̂j,i,h ± Zα
√

Var(p̂j,i,h), where Zα is the α-th quantile of standard normal
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distribution and the variance Var(p̂j,i,h) is computed according to the law of total variance

as

Var(p̂j,i,h) = 1
M

M∑
m=1

p̂
(m)
j,i,h

(
1− p̂(m)

j,i,h

)
+ 1
M

M∑
m=1

(
p̂

(m)
j,i,h − p̂j,i,h

)2
,

In Figures 5.4.4 and 5.4.5 we visualise forecast probabilities for three selected El Niño

events.

5.4.3 Point forecast and forecast direction of change

The main results of our forecasting study are presented in Table 5.4.1; its structure and

contents are as follows. A cell with a value but without a symbol (except for column with

header UCDFS) indicates that our proposed UCDFS forecasting method outperforms

the corresponding forecasts from other model-based methods at a 5% level. A shaded cell

indicates that UCDFS underperforms another model at the 5% level. A single asterisk “∗”

indicates that UCDFS outperforms another model at 10% level, whereas double asterisks

“∗∗” indicate no significant difference in predictive accuracy between UCDFS and another

model.

In terms of squared forecast errors, which is a measure for point forecast accuracy,

UCDFS significantly outperforms all other multivariate models from 5-step ahead on-

wards, except for LASSO and VAR which are inferior to UCDFS at the 10% level for

h = 7, 8, 9 and 29 (not reported). The VAR model produces accurate forecasts for small

h, surpassing the UCDFS method at h = 1 and 3; however its forecast precision quickly

deteriorates as h increases. The accurate forecasts of UCDFS for long horizons are of

crucial importance in the context of El Niño forecasting as it can facilitate a timely warn-

ing system. For h = 1, the null of equal predictive accuracy in terms of squared forecast

errors between CDFM and UCDFS cannot be rejected which may underline the role of

parsimony in forecasting since both methods rely on dimension-reduction methods and

principal components. The automatic variable selection method LASSO also achieves

parsimony, but its forecasting performance is close to the CDFM except for some minor

improvements when h > 20. For the selected tuning parameter in LASSO, the number of

nonzero coefficients is similar to the number of factors we extract in CDFM, where both

models start with 888 explanatory variables. The S&W method also relies on principal
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Table
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components but is the worst-performing method in our study in terms of RMSEh; we see

values that double those of UCDFS. Figure 5.4.1 presents the ratios of RMSE between the

different models and the UCDFS method; the relative RMSE of S&W increases rapidly,

indicating that the method becomes less reliable as h increases. The UCDFS method

does not outperform other models for small h; this is due to the maximum likelihood

estimation of the parameters in other models (estimation is done via the prediction error

decomposition using the Kalman filter); hence the adopted parameters for forecasting are

optimised for minimising the 1-step ahead forecast errors. This is not the case for the

UCDFS method, as is seen in Step (ii) of the UCDFS method.

Figure 5.4.1: Relative RMSE of different models against UCDFS
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The panels show the RMSE forecast accuracy statistics in ratios of those for UCDFS, for selected models
(upper panel univariate models and lower panel multivariate models) and for different lead times h. A
ratio higher than 1 means underperformance compared to UCDFS.

We learn from Table 5.4.1 that generally univariate models deliver better point fore-

casts than multivariate models. As pointed out, 1-step ahead forecast error minimisation

when maximising the Gaussian likelihood function leads simple models such as AR(6) and

ARMA(4, 3) to outperform UCDFS, for small h. Although univariate models have simple
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dynamic structures, the ARMA structures are flexible enough to pick up hidden signals

in the Niño3.4 series. From the upper panel of Figure 5.4.1, we can observe that the

SARMA(12, 2, 1) model produces more accurate forecasts than AR(6) and ARMA(4, 3)

models for the short horizons, while their long-term forecasts have the same precision

as the forecasts converge to their corresponding unconditional means, as h increases.

Our main motivation to opt for the UCM as the univariate model in Step (i) of the

UCDFS procedure is its delivery of the most accurate point forecasts for all h, among

all univariate models considered. Comparing multivariate models for h > 6, persistently

significant improvements are achieved by the proposed UCDFS procedure, as is seen in

Figure 5.4.1.This is encouraging since we compare the UCDFS results with competitive

methods in the multivariate literature.

Figure 5.4.2: Relative MLFE of different models against UCDFS
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The panels show the MLFE forecast accuracy statistics in ratios of those for UCDFS, for selected models
(upper panel univariate models and lower panel multivariate models) and for different lead times h. A
ratio higher than 1 means underperformance compared to UCDFS.

The lower panels in Table 5.4.1 present the forecasting performances in terms of the

linex loss criterion. From the comparisons among multivariate models, it follows immedi-
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Table 5.4.2: MRPS for a selection of Models

h VAR DFM ARMA SARMA UCM UCDFS
1 0.0884 0.0965 0.1748 0.1126 0.0977 0.1004
2 0.1079 0.1184∗∗ 0.1856 0.1386 0.1180∗∗ 0.1175
3 0.1239∗∗ 0.1403∗ 0.1968 0.1613 0.1357∗∗ 0.1333
5 0.1564∗∗ 0.1813 0.2172 0.1985 0.1683∗∗ 0.1655
10 0.2003 0.1935 0.1694 0.2071 0.1795 0.1533
15 0.2007 0.1960 0.1713 0.2115 0.1759 0.1582
20 0.1951 0.1911 0.1714 0.2094 0.1676 0.1518
25 0.1757 0.1850 0.1686 0.1921 0.1608 0.1467
30 0.1195∗ 0.1222 0.1172∗ 0.1331 0.1222 0.1092

We report the mean ranked probability score loss MRPSh for a selection of models introduced in Section
5.4.1, the acronyms used are in Table 5.4.1. ARMA is ARMA(4, 3) and SARMA is SARMA(12, 2, 1).

ately that the VAR model performs well in forecasting the direction of change in the short

term. UCDFS outperforms the other models for most multi-step ahead forecasts. The

bottom panel of Figure 5.4.2 presents MLFE ratios for considered multivariate models.

We notice that LASSO is quite competitive, especially for forecast horizons h > 6. For

medium-term forecasts, the DM test for the MLFE fails to find a statistical difference

between the accuracies of the LASSO and UCDFS forecasts. The VAR forecasts are poor

for values of h around 12 while the S&W forecasts are overall of poor quality for h > 6.

For the univariate models, MLFE leads to the same conclusions as those for RMSE. The

three ARMA and UCM models perform well in terms of MLFE, for all h. The forecast ac-

curacy of SARMA(12, 2, 1) surpasses the accuracy of the UCDFS method for h = 1, 2, 3, 4

and is even slightly higher than the UCM accuracy for h > 15.

Finally, the three steps of the UCDFS method can be implemented in different ways.

To investigate the impact of different implementations on forecast accuracy, we also have

considered alternative UCDFS implementations for the Niño3.4 time series. We can regard

this as a robustness check for our three-step forecasting method. The results of this

extended study are reported in the appendix. We can conclude that other implementations

of the UCDFS method only lead to small differences in our forecasting results.
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5.4.4 El Niño event forecast

While it is an important task to forecast the Niño3.4 temperature accurately, a major

challenge is to forecast future El Niño events (as well as La Niña and neutral events)

accurately. To compute forecasts for these event probabilities, we rely on simulations of

future Niño3.4 sample paths from which the probability of a future El Niño event can be

calculated. All considered models are thus cast into state space form and h-step ahead

forecast sample paths are drawn simultaneously with the ensemble time series using the

simulation smoother that treats future values as missing. Table 5.4.2 summarises the

MRPS for a selection of models. We do not include the results for CDFM, LASSO and

S&W; for these models the computation of MRPS is prohibitively time-consuming because

for each different h a different model needs to be considered.

From Table 5.4.2 we learn that the multivariate models produce more accurate short-

term forecasts for an El Niño event in terms of MPRS. Interestingly, as concluded previ-

ously, univariate models are preferred for the short-term forecasting of the Niño3.4 time

series in terms of RMSE and MLFE. For example, when h ≤ 3, the VAR model provides

the smallest MRPS with values 0.09, 0.11 and 0.12, while those from ARMA(4,3) are

nearly doubled. For the medium- and long-term forecasting of event probabilities, the

UCDFS method is convincingly the most accurate method. Finally, the relative MRPS

values, with respect to UCDFS, are shown in Figure 5.4.3. It reveals that the dynamic

factor simulations in Step (ii) of UCDFS and the re-estimation for each ensemble series in

Step (iii) improve the forecasting performance of UCM from h = 6 onwards. The ARMA

and SARMA event forecasts are clearly less accurate for all values of h.

The event probability forecasts can be used in a real-time assessment of possible El

Niño events in the future. It is common practice to consider forecasts of an El Niño event

taking place within a three-month period. In our first real-time illustration we compute

forecasts in November 2008 for twelve moving three month-periods in 2009. The forecast

for the first three-month period (December-February, as indicated by DJF) is constructed

from the forecast paths for h = 1, 2, 3, January-March (JFM) is for h = 2, 3, 4, etc. The

first half of 2009 has shown neutral events and the UCDFS forecasts imply “no event” as

most probable for the first six three-month periods in 2009. In the second half of 2009,
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Figure 5.4.3: Relative MRPS of different models against UCDFS

VAR 
ARMA(4,3) 
UCM 

DFM 
SARMA(12,1,1) 

 

2.5 5.0 7.5 10.0 12.5 15.0 17.5 20.0 22.5 25.0 27.5

1.00

1.25

1.50

1.75
VAR 
ARMA(4,3) 
UCM 

DFM 
SARMA(12,1,1) 

 

This figure presents the ratio of mean rank probability scores (MRPS) between selected models and
UCDFS for different lead times h. A ratio higher than 1 means underperformance compared with UCDFS.

El Niño events take place (more in 2010) and the forecasts show increasing probabilities

of an El Niño event. We have repeated this exercise for 2005 (for which the forecasts are

computed in November 2005). The first 4 periods in 2005 experience El Niño events with

UCDFS forecasting an El Niño event or “no event”. The remaining 8 periods of 2005 have

“no events” which are mostly in line with what the UCDFS forecasts have indicated.

Another real-time assessment of the UCDFS method is to track the sequence of fore-

casts of an El Niño event probability throughout a longer period. The three-month period

of December-February 2010 has witnessed an El Niño event. In Figure 5.4.5 we present

the UCDFS forecasts that are computed from 26 months (October 2007) through to 5

months (July 2009) ahead from the actual El Niño event. It is remarkable to see that

the DJF 2010 El Niño event has been forecasted already accurately in December 2007

and in the following four three-month periods. The evidence in 2008 became somewhat

more subtle although the forecasted probability of an El Niño event in DJF 2010 prevails

for each forecast. The information becoming available from the beginning of 2009 has

made the UCDFS method to produce forecasts that strongly suggest an El Niño event in

DJF 2010. These results illustrate that the UCDFS method is able to forecast an event

consistently over a long period of time.
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Figure 5.4.4: Three-Months Period Probability Forecasts

for 2009, dated 11-2008 (1-15 steps ahead forecasts)
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for 2005, dated 11-2004 (1-15 steps ahead forecasts)
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The figures present probability forecasts of November 2008 for the “El Niño”, “La Niña” and “No” events
in the moving three-months periods of 2009 (upper panel) and those of November 2004 for the events in
2005 (lower panel) with black lines indicating the 95% confidence interval. The boxes at the top of each
panel indicate the actual event in a period.

5.5 Conclusions

We have proposed a novel procedure for the long-term forecasting of the Niño3.4 time

series and whether El Niño events take place in pre-defined periods. The Niño3.4 time

series has a complex dynamic structure and is interconnected with many climatological

variables, and including their lagged dependencies. In our forecasting procedure, we do

not need an elaborate selection procedure to determine which predictor variables and
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Figure 5.4.5: Probability forecasts for DJF 2010 (an El Niño event)

from December 2007 (h = 24-26) to July 2009 (h = 5-7)
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The figure shows the probability forecast for each of the three events and for different lag length h leading
up to the El Niño event of DJF (2010).

which lag structures are required to generate forecasts. In the three-step forecasting

method, the dynamic factor model is adopted to produce simulated paths of prediction

errors associated with a univariate time series model. Each simulated path of prediction

errors is drawn conditionally on all predictor variables and transformed into an ensemble

time series of Niño3.4. Hence all predictors (current and lagged observations) make a

contribution to recover information relevant to the original series. It turns out that

the reconstructed ensemble series contain rich dynamical information that facilitates the

computation of accurate long lead forecasts. We provide empirical evidence with various

robustness verifications for the forecasting of El Niño events in line with standard practice

in climate research. We have given both intuitive and technical accounts of the proposed

three-step forecasting method. In future research, we can explore other implementations

of the method and other forecasting applications in fields such as economics and finance.

Appendices

Technical motivation of the three-step method

Our proposed procedure circumvents the need to forecast Xt completely through the

construction of ensemble series. We emphasise that this device renders the simulated
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prediction errors v(i)
1 , . . . , v

(i)
T from the DFM linear functions of all predictors.

The procedure is rather general and can be implemented using different choices of

models and estimation methods. For example, a simple autoregressive model can be con-

sidered in Step (i) while Step (ii) can be based on a few predictor variables and one

principal component (Bräuning and Koopman, 2014). Other methods can be considered,

but the minimum requirement is that they allow for efficient simulation from p(vuct |X1:T ).

Our forecasting method can also be motivated from a model misspecification argument

since it provides the ingredients to carry out a Durbin-Wu-Hausman test (Hausman, 1978)

with respect to ŷT+h. Given the DFM in Step (ii), one can also test whether the Xt’s

are endogenous12. In the following, we provide some justifications for each step of the

forecasting procedure with a small but intuitive Monte Carlo example.

Step (i): reduced-form univariate model

Linear multivariate time series models can often be written in state space form, for ex-

ample the DFM (5.4) (Harvey and Shephard, 1993; Durbin and Koopman, 2012). DFM

achieves dimensionality reduction while efficiently modelling auto- and cross-correlation

when variables are driven by a few system forces. To facilitate our discussion, we assume

the following DGP,

 yt
Xt

 = Λft + ξt, ξt ∼ N(0,Σξ),

ft+1 = Φft + νt, νt ∼ N(0,Σν),

(5.10)

where yt ∈ R is the variable to forecast and where Xt ∈ RN−1. ft ∈ Rp with p < N is the

vector of dynamic factors with the autoregressive matrix Φ, and also ft ⊥ ξt. Loading

matrix Λ ∈ RN×p and covariance matrices Σξ ∈ RN×N and Σν ∈ Rp×p are time-invariant.

For notational simplicity we assume a diagonal Σξ with finite positive entries σ2
i , for

i = 1, . . . , N . Furthermore, we assume conditions given in Doz et al. (2011b) regarding

weak stationarity and uniformly bounded auto-covariance matrix of the vector process

(yt, X ′t)′.

12That is to test if entries in the first row of Λ are jointly significant.
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Since yt is the variable of interest, in practice one often chooses to fit a univariate model

for yt. To see the consequence of choosing a (linear) univariate model, let us partition

Λ = (Λ′1,Λ′2)′ such that Λ1 is the 1-st row of Λ and Λ2 is Λ without its 1-st row. We firstly

define a random weighting matrix κ belonging to a restricted Stiefel manifold

κ ∈ {k ∈ Rp×q : k′k = Iq, E(kk′) = Ip}, (5.11)

where q ≤ p. κκ′ is not of full rank, but its expectation with respect to the probability

measure induced by κ is Ip, a p-dimensional identity matrix. With κ, one can choose a

univariate model for yt via

yt = Λ1κκ
′ft + Λ1(Ip − κκ′)ft + ξ1,t, ξ1,t ∼ N(0, σ2

1),

κ′κκ′ft+1 = κ′Tκκ′ft + κ′T (Ip − κκ′)ft + κ′νt.

Denoting l = Λ1κ, Φ∗ = κ′Φκ, gt = κ′ft and the disturbance terms

ξ∗t = Λ1(Ip − κκ′)ft + ξ1,t, ν∗t = κ′Φ(Ip − κκ′)ft + κ′νt, (5.12)

one has the following univariate model

yt = lgt + ξ∗t , gt+1 = T ∗gt + ν∗t . (5.13)

This means that the DFM (5.10) implies a reduced-form univariate model (5.13) for yt. For

example, any autoregressive integrated moving average and UC models can be cast into

(5.13) with l containing zeros and ones (Durbin and Koopman, 2012). One should notice

that in (5.13) Λ1 is under-identified because κ is unknown and not unique. Additionally,

the measurement equation resembles an endogeneity problem as gt 6⊥ ξ∗t .

To illustrate, consider the following bivariate model with a single factor,

yt
xt

 =

Λ1

Λ2

 ft +

ξ1,t

ξ2,t

 ,
ft+1 = φft + νt,

(5.14)
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where |φ| < 1, and where ξ1,t, ξ2,t and ηt are i.i.d zero-mean Gaussian with variance σ2
1,

σ2
2 and σ2

η, respectively. This gives a reduced-form model for yt that is an ARMA(1,1)

model because

yt = φyt−1 + Λ1νt−1 + ξ1,t − φξ1,t−1. (5.15)

So we can write yt = ρyt−1 + θεt−1 + εt with εt ∼ N(0, σ2
ε ). It can be shown ρ = φ while θ

and σ2
ε can be calculated by equalising the first two autocovariance functions of yt implied

by (5.15) and by the ARMA(1,1) model.

Step (i) of the proposed method implies a recursive filter of yt. In the case of Kalman

filter, E(gt|y1:t−1) = ∑t−1
j=1wjtyj with filtering weights wjt being functions of y1:t−1. This

applies to any linear univariate models which give ŷt = E(yt|y1:t−1) = ∑t−1
j=1wjtyj. The

resulted prediction errors vt = yt − ŷt for t = 1, .., T are orthogonal to ŷt, which implies

that based on a chosen univariate model, prediction errors do not play any role in deliv-

ering point forecast and what matters is the estimated signal ĝt = E(gt|y1:t−1).

Step (ii): information recovery

From (5.12), it can be shown vt may still contain information on dynamics of yt, because

the part related to Λ1(Ip−κκ′)ft equals zero only in expectation. For a chosen univariate

model this can be retrieved with Step (ii) of our method, i.e. fitting a DFM to (vt, X ′t)′.

Our proposed method uses one-step prediction error vt = yt−lĝt instead of the smooth-

ing error yt −
∑T
j=1Wjtyj with the j-th smoothing weight Wjt being a function of all

available data y1:T . This is crucial because vt is only a function of y1:t−1 without yt. It is

then only a function of f1:t−1, leaving information about ft unexplained. It follows that

vt = Λ1κκ
′ft + Λ1(Ip − κκ′)ft + ξ1,t − l

t−1∑
j=1

wjtyj

= Λ1(Ip − κκ′)ft + ξ̂1,t,

where ξ̂1,t = ξ1,t + l(gt−
∑t−1
j=1 wjtyj). One can observe that the first part of the prediction

error Λ1(Ip − κκ′)ft may lead to poor forecasting performance because part of the infor-

mation related to the dynamics of ft is not used in the univariate model. Additionally,

the second part ξ̂1,t results from estimating the univariate model (5.13) for yt.
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As shown, to choose a univariate model is to choose κ from a subspace of the Stiefel

manifold {k ∈ Rp×q : k′k = Iq}. The subspace comes from the requirement E(vt) = 0 for

any univariate model, which translates into E(κκ′) = Ip, making κ stochastic. In general,

one effectively needs κ ∈ {k ∈ Rp×q : k′k = Iq, E(kk′) = Ip}. Yet κ is still undetermined

as the realisation of κ also depends on f1:T , i.e. the data y1:T .

In Step (ii), the following DFM is formed

 vt
Xt

 =

Λ1(Ip − κκ′)

Λ2

 ft +

ξ̂1,t

ξ2,t

 ,
ft+1 = Φft + νt, νt ∼ N(0,Σν).

(5.16)

To illustrate, if we choose a misspecified AR(1) model as the univariate model for yt in

model (5.14) and assume no estimation error, Step (ii) gives

Λ1νt−1 + ξ1,t − φξ1,t−1

xt

 =

Λ1

Λ2

 νt−1 +

 ξ1,t − φξ1,t−1

Λ2φft−1 + ξ2,t

 ,

=

Λ1

Λ2

 νt−1 + ξ̂t.

(5.17)

Using the simulation smoother and assuming no estimation error, we generate simu-

lated prediction error from (5.16). That is for i = 1, . . . ,M ,

v
(i)
t = Λ1(Ip − κκ′)f (i)

t ,

where f
(i)
t is simulated from the Gaussian smoothing density pdfm(ft|y1:T ) implied by

model (5.16). Importantly, we see that the ensemble time series remove ξ̂1,t and is given

by

y
(i)
t = lĝt + v

(i)
t = l

t−1∑
j=1

wjtyj + Λ1(Ip − κκ′)f (i)
t . (5.18)

It can be seen from (5.12) that a chosen univariate model fails to account for the part

of information related to Λ1(Ip − κκ′)ft in vt and it gives lĝt ⊥ vt. The second stage
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DFM and the third stage simulation however breaks the orthogonality to recover the part

of information about Z1(Ip − κκ′)ft that is lost in the first stage univariate model. It is

easy to see that the non-zero covariance between lĝt and ṽ(i)
t comes from the fact that f̃ (i)

t

from the simulation smoother (Durbin and Koopman 2012, Shephard and Pitt 1997) is a

function of v1:T and X1:T which are thus correlated with y1:t−1.

As argued previously, κ ∈ {k ∈ Rp×q : k′k = Iq, E(kk′) = Ip} is still undetermined.

The following shows that dynamic factor simulations help extract information on the

dynamics of ft. Firstly, we define a diagonal matrix

F
(i)
t = diag(

f
(i)
1,t

f̄1,t
,
f

(i)
2,t

f̄2,t
, . . . ,

f
(i)
p,t

f̄p,t
),

where f̄t = E(ft|v1:T , X1:T ), i.e. the smoothed mean of the factors implied by the DFM

(5.10). Immediately we have E(F (i)
t |v1:T , X1:T ) = Ip. We can thus write

v
(i)
t = Λ1(Ip − κκ′)f (i)

t = Λ1(Ip − κκ′)F (i)
t f̄t = Λ1(F (i)

t − κ̇(i)(κ̇(i))′)f̄t,

with κ̇(i) being any solution to κ̇(i)(κ̇(i))′ = κκ′F
(i)
t . This means that dynamic factor

simulation is equivalent to simulating κ̇, thus the undetermined κ, from an “informative”

restricted Stiefel manifold

κ̇ ∈ {κ̇ ∈ Cp×q : κ̇′κ̇ = Iq, E(κ̇(i)(κ̇(i))′|y1:T , X1:T ) = Ip}13. (5.19)

This mechanism makes clear that v(i)
t from Step (ii) recovers information regarding the

dynamics of factor ft via X1:T for t = 1, . . . , T .

Step (iii): noise reduction

Dynamic factor simulations give M ensemble time series. For i = 1, . . . ,M , we have

y
(i)
t = lĝt + v

(i)
t = lĝt + Λ1(Ip − κ̇(i)(κ̇(i))′)f̄t, (5.20)

13The conditioning set is {y1:T , X1:T } which generates the same information set as {v1:T , X1:T }.
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and we compare it with the univariate model in Step (i)

yt = lĝt + vt = lĝt + Λ1(Ip − κκ′)ft + ξ1,t + ν̂t,

where ν̂t = l(gt −
∑t−1
j=1wjtyj) results from estimating the univariate model.

A certain κ from space (5.11) chosen by univariate model is usually suboptimal, while

with Kalman filter and smoother our method makes use of information in (y1:T , X1:T )

optimally in a linear sense. Furthermore, when estimating the ensemble time series (5.20)

in Step (iii), we get rid of the noise from ξ1,t + ν̂t and importantly

Var
(
Λ1(Ip − κ̇(i)(κ̇(i))′)f̄t

)
< Var

(
Λ1(Ip − κκ′)ft

)
. (5.21)

To see this, we notice that both Var
(
vec(Ip − κ̇(i)(κ̇(i))′)

)
< Var

(
vec(Ip − κκ′)

)
and

Var(f̄t) < Var(ft) in the matrix sense, because both left-hand sides operate on a tighter

information set. For example, the latter inequality holds due to the law of total variance

Var(ft)− Var(f̄t) = Var
(
E(ft|y1:T , X1:T )

)
+ E

(
Var(ft|y1:T , X1:T )

)
− Var(f̄t)

= E
(
Var(ft|y1:T , X1:T )

)
,

which is a positive definite matrix. Following the formula of variance for product of

random variables derived by Goodman (1960), inequality (5.21) can be shown14.

Therefore Step (iii) achieves noise reduction. A direct consequence is the increased

signal-to-noise ratio from a chosen univariate model (5.13). Equivalently, the underlying

dynamics is strengthened by dynamic factor simulations which use X1:T in an optimal

linear sense. For example, the i-th ensemble from the illustrative model (5.14) is

y
(i)
t = φyt−1 + Λ1ν̃

(i)
t−1,

using dynamic factor simulations based on the DFM (5.17). So with the help of xt, we

get rid of the MA(1) part ξ1,t − φξ1,t−1 in (5.15). As a result, fitting an AR(1) in Step

14One can derive explicit expression for both sides of the inequality if a joint normal distribution for
(vec(κ(i))′, vt, X ′t)′ is assumed.
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(iii) mitigates misspecification for the univariate model.

The last step of our method averages the forecasts obtained from all ensemble time

series. Jensen’s inequality shows that averaging over different realisations of v(i)
t , or equiv-

alently of κ̇(i) from space (5.19), leads to improved accuracy. It follows that

E
(
[Evi(y

(i)
t )− yt]2

)
≤ Evi

(
E([y(i)

t − yt]2)
)
, (5.22)

where Evi(.) denotes the expectation with respect to the random variables occurring in

the dynamic factor simulations. Additionally, we conjecture that averaging also smooths

out accumulated estimation errors when estimating the univariate model and the DFM.

Small Monte Carlo study

We simulate 100 data replications from (5.14) with length of 1000 and parameters

Λ1 = 1.2, Λ2 = −0.8, φ = 0.95, σε1 = 0.16, σε2 = 0.18, ση = 0.14.

To provide Monte Carlo evidence, we conduct a rolling window exercise with window

size T = 480 so for each replication we can collect 500 h-step ahead forecasts for h =

1, . . . , 20. We base the comparison on the average root mean squared forecast error

ARMSEh for the h-step ahead forecast given by

ARMSEh = 1
M

M∑
m=1

√√√√√ 1
J

J∑
j=1

(ym,jT+h − ŷ
m,j
T+h)2,

where ym,jT+h is the realised value and ŷm,jT+h is the predicted value in the j-th moving window

of the m-th replication for j = 1, . . . , 500 and m = 1, . . . , 100.

Six models are considered: a misspecified AR(1) model; AR(1)DFS which is AR(1)

with dynamic factor simulations; the correctly specified ARMA(1,1) for the reduced-form

of yt; ARMA(1,1)DFS which is ARMA(1,1) with dynamic factor simulations; DFM(estPar)

which is the true model (5.14) with estimated parameters (for identification we set Λ1 = 1);

DFM(truePar) is the true model with true DGP parameter values. Table 5.5.1 shows the

ARMSEh for each model.
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Table 5.5.1: Forecasting Evaluation of Different Models

h-step AR(1) AR(1)DFS ARMA(1,1) ARMA(1,1)DFS DFM(estPar) DFM(truePar)
1 0.2598 0.2835 0.2492 0.2832 0.2503 0.2431
2 0.3115 0.3074 0.2907 0.3094 0.2996 0.2845
4 0.3840 0.3702 0.3582 0.3646 0.3660 0.3502
6 0.4499 0.4237 0.4092 0.4124 0.4200 0.4013
8 0.4898 0.4553 0.4408 0.4461 0.4545 0.4391
10 0.5156 0.4893 0.4716 0.4674 0.4868 0.4621
12 0.5343 0.5069 0.4933 0.4906 0.5155 0.4860
14 0.5551 0.5346 0.5136 0.5135 0.5500 0.5085
16 0.5656 0.5460 0.5355 0.5273 0.5709 0.5277
18 0.5746 0.5483 0.5380 0.5424 0.5936 0.5401
20 0.5709 0.5581 0.5585 0.5513 0.6122 0.5493

Reported is the average root mean squared forecast error ARMSEh for different methods in a rolling window
exercise with 100 replications.

The table is visualised in the left and middle panel of Figure 5.5.1. Not surprisingly,

DFM(truePar) is the best-performing model for almost all h considered, as it is correctly

specified without estimation errors. The forecasting accuracy worsens if one estimates

the model. From h = 3, DFM(estPar) gives ARMSEh that is 1.02 times bigger than

DFM(truePar) and increases to more than 1.2 times when h = 20. It is well-known

that forecasts delivered by DFMs are destined to be contaminated by estimation errors

especially for increasing h and dimensionality. In our simple model, only four parameters

need to be estimated but this contamination effect is evident. For h ≥ 16, ARMSEh

given by DFM(estPar) is even larger than 0.58 which is never surpassed by the misspecified

AR(1) model. This supports the claim that more parsimonious univariate models, though

misspecified, might help with forecasting (Ashley, 1988).

Fitting an AR(1) model to yt gives poor forecasts because it misses the MA(1) dy-

namics in the reduced-form. As a result, the ARMSEh given by AR(1) is approximately

1.08 times larger than ARMA(1,1). But once coupled with dynamic factor simulations,

AR(1)DFS delivers ARMSEh that is clearly smaller than AR(1) for all h except for h = 1,

2 and 3, and relative accuracy seems to increase with. This is also shown in the right

panel of Figure 5.5.1 which gives the number of rejections for Diebold-Mariano (DM) test

(Diebold and Mariano, 1995) based on a squared forecast error loss function. Out of the
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Figure 5.5.1: ARMSEh for different models
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This figure shows h-step ahead forecasting performances among different models based on ARMSEh.
Left: h = 1, ..., 10; Middle: h = 11, ..., 20; Right: Number of rejections from DM test for equal predictive
accuracy between AR(1)DFS and AR(1).

100 replications, fewer than 70 replications show significant improvement for h = 5 and

6 but it exceeds 85 when h ≥ 8 at 5% level. Although AR(1)DFS fails to perform bet-

ter than the correctly specified ARMA(1,1) model it does improve from AR(1) and the

resulted ARMSEh converges to ARMA(1,1) when h ≥ 14. Lastly, ARMA(1,1)DFS per-

forms almost identically as ARMA(1,1), which shows dynamic factor simulations neither

harm nor benefit a correctly specified Step (i) univariate model.

Data

RMSE among different specifications of UCDFS

Figure 5.5.3 shows the ratio of RMSE of different UCDFS specifications to that of our

base line UCDFS used in Section 4. “diagT” indicates diagonal transition matrices for the

VAR(2) dynamics used for the Step (ii) DFM. Some extent of parsimony is achieved by

specifying diagonal transition matrices for the factor dynamics but the results are liter-

ally the same as full matrices are used. “fVAR(1)” and “fVAR(3)” indicate a VAR(1) and

VAR(3) model used for the DFM. It can be seen that both RMSEs are higher than that

of the baseline specification for all h, but the difference is rather small. “simv” means the

number of ensemble residuals generated from the DFM. While “50simv” underperforms

the baseline specification with 200 ensembles, increasing this number to 500 suggest no

difference. “NoEstStage3” means no estimation is carried out in Step (iii); “SmoMean”

does not simulate ensembles v(i)
t from pdfm(vuct |X1, ..., XT ) but use the smoothed mean



CHAPTER 5. Long term forecasting of El Niño events via factor simulations 151

Table 5.5.2: Details of Data Set
Description of the dependent and explanatory regression variables used in this chapter. The acronyms,
the variable types, the regions of where the variables are measured and calculated, and the sources
from which the variables are obtained. The sources are the NOAA-OI-SST-V2 database (OISST) as
provided by NOAA/OAR/ESRL PSD (see http://www.esrl.noaa.gov/psd/), the NCEP/NCAR re-
analysis by Kalnay et al. (1996), NCEP, Subsurface Temperature And Salinity Analyses (ISHII) by Ishii
et al. (2005), as archived at the National Center for Atmospheric Research, Computational and Informa-
tion Systems Laboratory (see http://www.rda.ucar.edu/datasets/ds285.3/), and, finally, the Hadley
Centre EN4.0.2 (EN4) as analysed by Good et al. (2013).

Acronym Region Source
Sea surface temperature
EN3.4 – Niño3.4 [190e− 240e]× [5s− 5n] OISST

1 RB [180e− 280e]× [65s− 50S] OISST
2 WPAC [140e− 160e]× [5s− 5n] OISST
3 WPAC2 [140e− 180e]× [10s− 5n] OISST
4 WPAC3 [120e− 170e]× [10s− 5n] OISST
5 WPAC4 [140e− 160e]× [10s− 0] OISST

Subsurface temperature
6 50fin – Temp.50m [120e− 170e]× [10s− 5n] ISHII, EN4
7 100cold – Temp.100m ”cold” [140e− 210e]× [5n− 10n] ISHII, EN4
8 100fin1 – Temp.100m R1 [120e− 140e]× [10s− 5n] ISHII, EN4
9 100fin2 – Temp.100m R2 [150e− 180e]× [7s− 7n] ISHII, EN4
10 150fin1 – Temp.150m R1 [120e− 140e]× [10s− 5n] ISHII, EN4
11 150fin2 – Temp.150m R2 [150e− 180e]× [7s− 7n] ISHII, EN4
12 200fin1 – Temp.200m R1 [120e− 140e]× [10s− 7n] ISHII, EN4
13 200fin2 – Temp.200m R2 [150e− 180e]× [7s− 7n] ISHII, EN4
14 250fin1 – Temp.250m R1 [120e− 140e]× [7s− 7n] ISHII, EN4
15 250fin2 – Temp.250m R2 [140e− 170e]× [7s− 7n] ISHII, EN4
16 300fin1 – Temp.300m R1 [120e− 140e]× [7s− 7n] ISHII, EN4
17 300fin2 – Temp.300m R2 [160e− 200e]× [10s− 3n] ISHII, EN4
18 400fin1 – Temp.400m R1 [120e− 140e]× [5s− 5n] ISHII, EN4
19 400fin2 – Temp.400m R2 [150e− 170e]× [10s− 0] ISHII, EN4
20 500fin1 – Temp.500m R1 [120e− 140e]× [5s− 5n] ISHII, EN4
21 500fin2 – Temp.500m R2 [150e− 170e]× [10s− 0] ISHII, EN4

Zonal wind stress
22 wnd160.200 0.10 – WND1 [160e− 200e]× [0− 10n] NCEP
23 wnd180.220 -4.4 – WND2 [180e− 220e]× [4s− 4n] NCEP
24 wnd180.210 -10.0 – WND3 [180e− 210e]× [10s− 0] NCEP

E(vuct |X1, ..., XT ). Both of the two specifications perform worse than the baseline specifi-

cation, highlighting the benefit from re-estimation and averaging which aim at reducing

estimation errors. “X t-j” means we do not use the contemporaneous Xt in the DFM,
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Figure 5.5.2: Data Graphs
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The figure presents the time series plots of all variables in our Data Set.

but use the j-th period lagged Xt−j. “X t:t-10” is the collection of (Xt, Xt−1, ..., Xt−10).

Except for “X t:t-10”, the forecasts from other specifications are clearly inferior to those

obtained from our baseline specification. Therefore, one should use the contemporaneous

Xt to in Step (ii). The fact that one fails to reject the null of equal predicative accuracy

between “X t:t-10” and the baseline specification sheds light on that naive use of older

observation such as the S&W and CDFM may not always be a good choice for improving

El Niño forecasts.



CHAPTER 5. Long term forecasting of El Niño events via factor simulations 153

Figure 5.5.3: Relative RMSE of alternative model specifications of UCDFS
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The baseline specification has VAR(2) process with full transition matrices for the factors in the Step
(ii) DFM (vuct , X ′t)′, and 200 ensemble residuals v(i)

t . All third step ensemble series y(i)
t for i = 1, ..., 200

are re-estimated.
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Summary

Time series models with unobserved components provide a modeling framework that

addresses the Lucas critique (Lucas Jr, 1976) on the time dimension. Consequently,

such time series models are stochastic and contingent upon the unobserved state of the

world at each point in time. On the econometric side, such models can usually be cast

into state space form, allowing researchers to conduct efficient parameter estimation and

signal extraction via the seminal Kalman filter. Inference based on maximum likelihood

is straightforward using prediction error decomposition. Both chapter 4 and 5 use linear

Gaussian state space model. The former tries to model the linkage among unobserved

components using equilibrium relationship among monetary variables; while the latter

develops a forecasting procedure based on the extracted common factors from a large set

of variables. A nonlinear and non-Gaussian model will however render direct likelihood

maximization infeasible, because one needs to integrate out all unobserved components

in order to calculate the likelihood function. Chapter 3 develops a simulated maximum

likelihood estimation procedure which uses multivariate importance sampling to efficiently

carry out this integration. However, this procedure becomes too expensive should the

dimensionality of the model become large. In such cases, modern Bayesian approach such

as particle Markov chain Monte Carlo methods provides a powerful toolkit for analyzing

high-dimensional nonlinear and non-Gaussian state space models. Chapter 2 proposes a

particle Markov chain Monte Carlo estimation procedure for a high-dimensional stochastic

volatility model where unobserved factors are also present.

On the empirical side, examples of unobserved components in time series analysis can

be found easily. Financial markets are proliferated with unobserved factors affecting the

return and volatility among assets. They are often the sources of the stylised facts includ-
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ing return asymmetry and volatility clustering. Chapter 2 addresses features of financial

returns in a high-dimensional setting, aiming to understand commonalities hidden in the

distribution of returns. Furthermore, in monetary economics, policy-relevant concepts

such as potential output growth rate and natural rate of interest are gaining increasing

attention in central banks. These quantities are unobserved by definition and related to

the dynamics of inflation expectation formation of economic agents. Chapter 3 and 4

model the time-varying dynamics of inflation with its implied expectation process and

estimate natural rates of three economies together with cyclic components that gauge the

stance of an economy. Lastly, unobserved components models also serve as a forecasting

device that disentangles uninformative noises from informative yet unobserved underlying

dynamic characteristics of a time series. Chapter 5 develops a novel forecasting procedure

for El Niño events in the long-term. Because El Niño events are intricately related to many

other meteorological variables with different lags and leads, the advantages of stochastic

cycle models and dynamic factor models are combined in the proposed procedure which

extracts hard-to-detect signals and produces accurate long-term event forecasts.

The aims of this dissertation are to better understand the role played by unobserved

components in times series models and to develop new algorithms that facilitate its use in

various applications. It contains the following four chapters apart from the introduction

in Chapter 1.

Chapter 2 proposes a flexible factor stochastic volatility model with leverage effect

based on the generalized hyperbolic skew Student’s t-error to model asymmetry and

heavy tails for a high-dimensional portfolio of asset returns. With shrinkage, the model is

able to distinguish systematic leverage effects and asymmetry from asset-specific ones. An

efficient Markov chain Monte Carlo sampler using efficient importance sampling to exploit

the Gaussian mixture representation of the error distribution is proposed to analyze the

univariate version of the model. Multivariate extension is achieved with marginalization

of factors and shown to be linearly scalable in both number of factors and assets.

Chapter 3 introduces the classic trend-cycle decomposition for U.S. inflation using un-

observed components model. The model is further augmented with stochastic volatility to

capture both transitory and permanent volatility shocks. Most of the literature analyzing

similar models relies on Bayesian estimation; whereas this chapter proposes an efficient



simulated maximum likelihood estimation procedure using importance sampling. In an

empirical study, the U.S. monthly core inflation is modeled by a local level plus seasonal

model with stochastic volatility. The time variation of volatility leads to several interest-

ing findings. Furthermore, the implied stochastic signal-to-noise ratio explains episodic

forecasting performances of many static models. At the end of this chapter, improved

forecasting ability of the model is demonstrated.

Chapter 4 develops an unobserved components model with similar cycles to estimate

the evolution of natural rate of interest. The model links the local mean dynamics using an

economic equilibrium relationship and treats inflation expectation as unobserved. A two-

stage estimation procedure, where the first stage boils down to a first-difference version of

Okun’s law with time-varying parameters, is proposed. The first-stage model is a reduced

form yet insightful model that identifies the potential output growth rate that is used

as input in the second-stage model. It is also shown that the unobserved components

model with similar cycles imply a Taylor rule and hybrid New Keynesian Phillips curve.

Empirical results are provided for the U.S., Euro Area, and the U.K..

Chapter 5 shows an example where econometrics goes beyond social science. A new

forecasting procedure for the Niño3.4 time series defining the well-known El Niño phe-

nomenon is proposed. This time series is subject to an intricate serial correlation structure

and is related to many other relevant meteorological variables. The forecasting procedure

is particularly developed for medium to long-term forecasting of the El Niño events. The

procedure consists of three phases and relies on the subsequent use of 1). an univariate

unobserved components model with stochastic cycles for producing prediction errors; 2).

the formulation of a dynamic factor model from which simulations of many signal paths

are generated conditional on explanatory variables; and 3). the reconstruction of artificial

univariate time series of the variable of interest for which forecasts can be generated.





Samenvatting (Summary in Dutch)

All credits shall go to Marc Nientker for this translation.

Tijdreeksmodellen met niet-geobserveerde componenten bieden een modelleerraamwerk

die de Lucas-kritiek op de tijdsdimensie behandelt. Derhalve zijn dergelijke tijdreeksmod-

ellen stochastisch en afhankelijk van de niet-waargenomen toestand van de wereld op

elk punt in de tijd. Aan de econometrische zijde kunnen dergelijke modellen gewoon-

lijk in de vorm van een state space model worden gegoten, waardoor onderzoekers een

efficiënte parameterschatting en signaalextractie via het rudimentaire Kalman-filter kun-

nen uitvoeren. Inferentie op basis van maximum likelihood is eenvoudig met behulp van

prediction error decomposition. Zowel hoofdstuk 4 als 5 gebruiken een lineair Gaussiaans

state space model. De eerste probeert de koppeling tussen niet-geobserveerde compo-

nenten te modelleren met behulp van een evenwichtsrelatie tussen monetaire variabe-

len; terwijl de tweede een voorspel procedure ontwikkelt op basis van de geëxtraheerde

gemeenschappelijke factoren uit een groot aantal variabelen. Een niet-lineair en niet-

Gaussiaans model maakt echter directe maximum likehood niet bruikbaar, omdat men alle

niet-geobserveerde componenten moet uit integreren om de likelihood functie te bereke-

nen. Hoofdstuk 3 ontwikkelt een gesimuleerde maximum likelihood schattingsprocedure

die multivariate importance sampling gebruikt om deze integratie efficiënt uit te voeren.

Deze procedure wordt echter te duur als de dimensionaliteit van het model groot wordt.

In dergelijke gevallen biedt moderne Bayesiaanse benadering, zoals de particle Markov

keten Monte Carlo-methoden, een krachtige toolkit voor het analyseren van hoogdimen-

sionale niet-lineaire en niet-Gaussiaanse state space modellen. Hoofdstuk 2 stelt een

particle Markov keten Monte Carlo-schattingsprocedure voor voor een hoog-dimensionaal



stochastisch volatiliteitsmodel waarbij ook niet-waargenomen factoren aanwezig zijn.

Aan de empirische kant zijn voorbeelden van niet-geobserveerde componenten in tij-

dreeksanalyse gemakkelijk te vinden. De financiële markten zitten vol met niet-geobserveerde

factoren die van invloed zijn op het rendement en de volatiliteit van activa. Ze zijn vaak de

bronnen van de gestileerde feiten, waaronder rendements asymmetrie en volatiliteitsclus-

tering. Hoofdstuk 2 gaat in op aspecten van financieel rendement in een hoog-dimensionale

omgeving, gericht op het begrijpen van overeenkomsten verborgen in de verdeling van de

rendementen. Verder krijgen beleidsrelevante concepten zoals potentiële productiegroei

en natuurlijke rentetarieven in monetaire economie steeds meer aandacht bij centrale

banken. Deze hoeveelheden zijn per definitie niet waarneembaar en houden verband met

de dynamiek van de vorming van inflatieverwachtingen by economische besluitvormers.

Hoofdstuk 3 en 4 modelleren de tijdsafhankelijke dynamiek van de inflatie met zijn impli-

ciete verwachtingsproces en schatten de natuurlijke koersen van drie economieën in combi-

natie met cyclische componenten die de positie van een economie meten. Ten slotte dienen

niet-waargenomen componentenmodellen ook als prognoseapparaten die niet-informatieve

geluiden van informatieve maar niet-waargenomen onderliggende dynamische kenmerken

van een tijdreeks ontwarren. Hoofdstuk 5 ontwikkelt een nieuwe voorspellingsprocedure

voor El Niño-evenementen op de lange termijn. Omdat El Niño-gebeurtenissen op een

complexe manier gerelateerd zijn aan vele andere meteorologische variabelen met verschil-

lende lags en leads, worden de voordelen van stochastische cyclusmodellen en dynamische-

factormodellen gecombineerd in de voorgestelde procedure die moeilijk te detecteren sig-

nalen extraheert en nauwkeurige voorspellingen voor de lange termijn oplevert.
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research. Their insightful and constructive opinions have helped me polish my research

skills and also encouraged me to never stop learning.

I am very grateful to my colleagues at the VU University Amsterdam for their help with



162 5.5. CONCLUSIONS

my research and their company outside the office for the last three years. In particular,

Agniezka, Andries, Charles, Chico, Dieter, Hande, Julia, Junze, Lennart, Marc, Paolo,

Rutger, Shihao, Xun and Zichen. I could never imagine how boring it would have become

if they were not around.

I thank my colleagues that I met at the Dutch central bank, in particular dr. Irma

Hindrayanto, dr. Gabriele Galati, dr. Maurice Bun and dr. Peter van Els. During my

one-year stay at the bank, they have taught me how economics is done outside academia.

I sincerely appreciate this unique experience made possible because of them.

I am always thankful to my beloved parents for their unconditional support and love

and their confidence in me. None of this would have been possible without them.

Most of all, I would like to thank my caring wife Zizi for her continued encouragement

and love for these years. Her company has made this journey joyful and meaningful.

Amsterdam, June, 2018

Mengheng Li



Bibliography

Aas, K. and I. H. Haff (2006). The generalized hyperbolic skew Student’s t-distribution.
Journal of Financial Econometrics 4 (2), 275–309.

Aguilar, O. and M. West (2000). Bayesian dynamic factor models and portfolio allocation.
Journal of Business & Economic Statistics 18 (3), 338–357.

Andrieu, C., A. Doucet, and R. Holenstein (2010). Particle Markov chain Monte Carlo
methods. Journal of the Royal Statistical Society: Series B (Statistical Methodol-
ogy) 72 (3), 269–342.

Andrieu, C. and G. Roberts (2009). The pseudo-marginal approach for efficient monte
carlo computations. The Annals of Statistics 37 (2), 697–725.

Ang, A. and J. Chen (2002). Asymmetric correlations of equity portfolios. Journal of
financial Economics 63 (3), 443–494.

Asai, M., M. McAleer, and J. Yu (2006). Multivariate stochastic volatility: a review.
Econometric Reviews 25 (2-3), 145–175.

Ascari, G., P. Bonomolo, H. Lopes, et al. (2016). Rational sunspots. Department of
Economics Discussion Paper Series, Oxford University.

Ashley, R. (1988). On the relative worth of recent macroeconomic forecasts. International
Journal of Forecasting 4, 363–376.

Bai, J. and S. Ng (2002). Determining the number of factors in approximate factor models.
Econometrica 70 (1), 191–221.

Banbura, M. and A. van Vlodrop (2018). Forecasting with Bayesian vector autoregressions
with time variation in the mean. Tinbergen Institute Discussion Paper 25.

Barnston, A., M. Chelliah, and S. Goldenberg (1997). Documentation of a highly ENSO-
related SST region in the equatorial Pacific. Atmosphere-Ocean 35, 367–383.

Barnston, A. and C. Ropelewski (1992). Prediction of ENSO episodes using canonical
correlation analysis. Journal of Climate 5, 1316–1345.

Barnston, A., M. Tippett, M. L’Heureux, S. Li, and D. DeWitt (2012). Skill of real-
time seasonal ENSO model predictions during 2002-11: Is our capability increasing?
Bulletin of the American Meteorological Society 93(5), 631–651.

Barsky, R., A. Justiniano, and L. Melosi (2014). The natural rate of interest and its
usefulness for monetary policy. The American Economic Review 104 (5), 37–43.

Beine, M., A. Cosma, and R. Vermeulen (2010). The dark side of global integration:
Increasing tail dependence. Journal of Banking & Finance 34 (1), 184–192.

Berger, T., G. Everaert, and H. Vierke (2016). Testing for time variation in an unobserved
components model for the US economy. Journal of Economic Dynamics and Control 69,
179–208.

Bernanke, B. S. et al. (2005, April). The global saving glut and the US current account
deficit. Board of Governors of the Federal Reserve System.

Beveridge, S. and C. R. Nelson (1981). A new approach to decomposition of economic
time series into permanent and transitory components with particular attention to



164 BIBLIOGRAPHY

measurement of the business cycle. Journal of Monetary economics 7 (2), 151–174.
Bickel, P., B. Li, T. Bengtsson, et al. (2008). Sharp failure rates for the bootstrap particle

filter in high dimensions. In Pushing the limits of contemporary statistics: Contributions
in honor of Jayanta K. Ghosh, pp. 318–329. Institute of Mathematical Statistics.

Blanchard, O. J. and D. Quah (1989). The dynamic effects of aggregate demand and
supply disturbances. American Economic Review 79 (4), 655–673.

Bollerslev, T. (1986). Generalized autoregressive conditional heteroskedasticity. Journal
of Econometrics 31 (3), 307–327.

Bräuning, F. and S. J. Koopman (2014). Forecasting macroeconomic variables using
collapsed dynamic factor analysis. International Journal of Forecasting 30 (3), 572–
584.

Campbell, J. Y. and N. G. Mankiw (1987). Permanent and transitory components in
macroeconomic fluctuations.

Cecchetti, S. G., P. Hooper, A. K. Kashyap, and K. L. Schoenholtz (2017, March). De-
flating inflation expectations: The implications of inflation’s simple dynamics. In U.S.
Monetary Policy Forum.

Chan, J., C. Hou, and T. T. Yang (2017). Asymptotic trimming for importance sampling
estimators with infinite variance. Technical report.

Chan, J. C. (2013). Moving average stochastic volatility models with application to
inflation forecast. Journal of Econometrics 176 (2), 162–172.

Chan, J. C. (2017). The stochastic volatility in mean model with time-varying parameters:
An application to inflation modeling. Journal of Business & Economic Statistics 35 (1),
17–28.

Chan, J. C., T. E. Clark, and G. Koop (2018). A new model of inflation, trend inflation,
and long-run inflation expectations. Journal of Money, Credit and Banking 50 (1), 5–53.

Chan, J. C., R. Leon-Gonzales, and R. W. Strachan (2013). Invariant inference and
efficient computation in the static factor model.

Chan, L. K., J. Karceski, and J. Lakonishok (1999). On portfolio optimization: Fore-
casting covariances and choosing the risk model. Review of Financial Studies 12 (5),
937–974.

Chatterjee, A. (2016). Globalization and monetary policy comovement: International
evidence. Journal of International Money and Finance 68, 181–202.

Chen, D., M. Cane, A. Kaplan, S. Zebiak, and D. Huang (2004). Predictability of El Niño
over the past 148 years. Nature 428(6984), 733–736.

Chib, S. (2001). Markov chain Monte Carlo methods: computation and inference. Hand-
book of econometrics 5, 3569–3649.

Chib, S. and E. Greenberg (1994). Bayes inference in regression models with ARMA (p,
q) errors. Journal of Econometrics 64 (1-2), 183–206.

Chib, S. and I. Jeliazkov (2005). Accept–reject metropolis–hastings sampling and marginal
likelihood estimation. Statistica Neerlandica 59 (1), 30–44.

Chib, S., F. Nardari, and N. Shephard (2006). Analysis of high dimensional multivariate
stochastic volatility models. Journal of Econometrics 134 (2), 341–371.

Chib, S., Y. Omori, and M. Asai (2009). Multivariate stochastic volatility. In Handbook
of Financial Time Series, pp. 365–400. Springer.

Chopin, N., S. S. Singh, et al. (2013). On the particle Gibbs sampler. CREST.
Christoffersen, P. F. (1998). Evaluating interval forecasts. International economic review,

841–862.
Clarida, R., J. Gali, and M. Gertler (2000). Monetary policy rules and macroeconomic

stability: Evidence and some theory. Quarterly Journal of Economics, 147–180.



BIBLIOGRAPHY 165

Clark, P. K. (1987). The cyclical component of us economic activity. The Quarterly
Journal of Economics 102 (4), 797–814.

Clarke, A. and S. Van Gorder (2003). Improving El Niño prediction using a space-time
integration of Indo-Pacific winds and equatorial Pacific winds and equatorial Pacific
upper ocean heat content. Geophysical Research Letters 30, 1399.

Clyde, M. and E. I. George (2004). Model uncertainty. Statistical science, 81–94.
Cogley, T. and A. M. Sbordone (2008). Trend inflation, indexation, and inflation persis-

tence in the New Keynesian Phillips curve. American Economic Review 98 (5), 2101–26.
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